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ABSTRACT

In a picture of a bright scene, camera sensor mgadimay be saturated to a maximal value. This tesulloss of
variation and color distortion of bright regionsthre image. We present an algorithm that explaits fom uncorrupted
channels to recover image details and color inftiona The correction is based on t@elor Lines model for image
representation in RGB color space. Given an imagé&emtify regions of color clipping, and expand eaththem to a
color cluster called a Color Line. Then we resttire clipped pixel values of each Color Line accogdia its unique
properties. Our method is suitable for both raw pratessed color images, including those with lalgged regions.
We also present results of correcting color cliggimvideo sequences.
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1. INTRODUCTION

Color clipping decreases the quality of pictured arovies. Pixel values are clipped at a maximaleaand
the variation in bright regions is lost, as cansken in Figure 1. The color of these image regisradso
distorted, because of the change in the RGB piakies. In the extreme case, when all of the cdiannels
become oversaturated, a bright colorful region beeowhite.

There are two main reasons for color clipping.tFtamera sensors have a finite dynamic rangenthst
become saturated. In this case the sensor readiggconstitutes a lower bound on the desired traiee;
which would have been measured if the sensor adyar capacity.

Second, in the image processing pipeline, non4igetr enhancement functions reduce the difference
between high color levels in comparison to middioclevels that remain more distinguishable. Tdffect
is incorporated along with other processing stbps ¢thange the pixel values and make it hardeeterchine
which image pixels are saturated. Actually, in maages a range of the high levels in the outpug@ie.g.
240-255) should be treated as saturated. Figunelli(strates the effect of such distortions in RG&ace.

In many cases, however, the clipped region itsefftains useful information to help recover colod an
pixel variation. Figure 2 presents an example ifctviihe details were eliminated from the Green clegn
whereas the Blue channel preserves them complétédynatural to make use of the information of Blue
channel in order to recover the pixel variatiothia Green channel.

Different approaches have been suggested to retlowelipped information. Wang et al. (2007) transf
details from an under-exposed region to a corredipgrover-exposed one by user annotations. Thisiodet
is appropriate for the completion of texture regi@md is based on the assumption that the imagainsn
patches similar to the clipped region. Didyk et @008) enhance the clipped region using clues from
neighboring pixels. This method is specific forlilights and does not work with diffuse surfaces.

Regincos-Isern and Batlle (1996) captured a sefi@mages with different light intensities, and igegd
the hue and saturation values of saturatggl triplets according to the non-saturated oness Tinéthod
was useful for their goal, training a system fagreentation of a specific color from an image buibnot
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Figure 1. The first row contains clipped images, comparedhose in the second row that are
corrected by our algorithm. The original images evecaled linearly to the range of the corrected
images. Note the appearance of details in (e,g)th@dorrection of Blue in (f). (d,h) illustrateeth
correction ofColor Linesin the RGB space, by presenting the R:G histogra(h,f) respectively.
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Figure 2. An example of the RGB correlation. Figure 3. lllustration of the first two steps of the
The unclipped Blue channel (a) preserves detailsalgorithm (Sections 3.2, 3.3). Given a clipped imag
that are eliminated in the clipped Green channel(a), we identifysaturated blobgb) and expand them
(b). This information was used for the correction to Color Lines(c)
shown in (c).

be used as a general framework without knowing lviciglors have been distorted. Nayar et al. (206®) a
use varying exposures to construct a high dynaamge image that contains no clipped values. Thihode
depends on a special hardware filter incorporatetieé camera.

Zhang and Brainard (2004) suggested a method ferimeges that is based on the correlation of the
RGB color channels. They model the joint distribotiof the RGB values as a Gaussian, and estinmte it
parameters (mean and covariance matrix) from tleéipped image pixels. The unclipped channels oikalp
are used as an observation, to efficiently comphaeexpected value of its clipped channel. Howeivethe
common case of different color regions in an imagglobal model is not suitable. In practice, tbal+world
examples in their paper show only reconstructidrthe variation in gray/white image regions.

Recently, Masood et al. (2009) proposed a metharbirect saturated images based on propagation of
R:G:B ratio from unclipped pixels to their clipped neigins. The authors show that their results are bette
than applying the colorization technique of Levinaé (2004) on the clipped pixels. They focusechasdt
completely on face images and present results onlyaw images (except a single non-raw example). In
Section 4.2 we make a comparison of our results this work.

The current work is based on a model suggestedrgr@nd Werman (2004) for representing a color
image in the RGB space, call&blor Lines. This model makes it possible to handle each cagion
separately according to the physical propertieissafepresenting Color Line. Although the authomsposed
to use Color Lines for correction of clipped regpnhey did not present a method that performs such



correction. (Figure 14 in their paper shows a singkample for concept demonstration. By personal
communication, the input is a raw image that wasexbed manually.)

Here we present a practical automatic algorithmctviriecovers chromaticity and image variation of
clipped image regions. The proposed method canppéied to both raw and processed images. We also
show an extension to video sequences.

The proposed method recovers the clipped pixelesahut does not deal with the visualization of the
resulting image which now has an expanded dynaemge. Our results are presented using simple linear
scaling. For more sophisticated methods see ettalEaal. (2002), Samadani and Li (2006).

The remainder of this paper is organized as folldws$ection 2 we review the Color Lines model &ad
advantages for correction of color clipping. Settodescribes our algorithm in detail. Sectiondspnts our
results for raw image data, processed images al@\@equences. Section 5 summarizes our work.

2. THE COLOR LINES MODEL

It is common to separate color from intensity feciding if two image pixels share the same coldnisT
separation can be linear as in YCrCh, YUV, YIQ capaces, or non-linear as in HSV, HSI, CIE-LABEEI
LUV color spaces; see e.g. Sharma (2003). In asg ed these color models can be referred to asrigen
i.e. they do not consider specific image properties

In practice, however, most of the images captured bamera undergo several types of color distortio
caused by reflection, noise, sensor saturatiomgromhhancement functions etc. Thus, it is reasenabl
develop image specific color models, since eacly@ma changed differently.

Although distorted, the RGB histogram of real wdrtthges remains very sparse and more importantly, i
is structured; i.e., most of its non-empty histogfains have non-empty histogram neighbors.

Omer and Werman (2004) combine this observatioh aiother assumption on the histogram structure —
that the norm of the RGB color coordinates of aegiveal world color increases with an increasehef t
illumination. Therefore they suggest representing tolor distribution of a specific image by a sét
elongated clusters call€blor Lines. An example is shown in Figure 1(d).

In the context of the problem of color clippingetolor Lines representation is powerful since atkes
it possible to attribute saturated pixels to therapriate color cluster. Moreover, since the inseein the
RGB channels are correlated with the increaseimihation, the data from a non-saturated part cblar
cluster provide useful information that can helgoorect its saturated part. Considering a clipgieahnel as
a monotonic increasing function of the unclippedruatels, we can recover the pixel variation and the
chromaticity.

3. CORRECTION OF COLOR CLIPPING

Our algorithm includes three main steps: (1) idamatiion of color clipping; (2) expansion of clipgpeegions

to Color Lines; (3) correction of the clipped chatsnof a Color Line (one or more), using informatioom

its other channels. An additional post-processitep handles artifacts that may occur in white image
regions.

The process is carried out in RGB color space. #hisatural since the camera sensors capture Hualvi
information in RGB and the clipping occurs in tleparate RGB channels.

3.1 Identifying color clipping

The first step identifies regions of color clippimgthe image. The purpose of this step is to rbulgitalize
clipped color regions that should be correctedietioee missing part of the saturated pixels isvedid. It also
separates clipped pixels from different color regi@and formsaturated blobghat constitute a beginning
point for the identification of the relevant imag@or lines.
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Figure 4. Correction of clipped Color Lines. After identifig thesaturation point(marked in red), the
original pixel values (black points) are replaced nrew values (green points) according to 3D line
equation, as described in Section 3.3. For visaatin we show a 2D plot of one unclipped channel
against the corrected channel. Note that the goeérts between the clipped values are the sambeas t
original points.

Simple thresholding is not enough, however, becatfishe distortion in the high intensity levels. As
described in Section 1, it is difficult to determimn exact threshold. Therefore we operate aswsllo
Initially we threshold the image pixels by a higtvélt ~ 230, and only take into account pixels whose
maximum on their RGB values is greater thafihen we apply several iterations (~5) of bilaltéfeering on
the pixels that pass the threshold, in order tootsenthem. After filtering, we compute the gradiemd
remove the pixels with the 10% highest gradientmsrThis results in connected components that We ca
saturated blobsas can be seen in Figure 3(b). In order to heiefit we remove small blobs (smaller than 50
pixels). Typically, this leaves us with around O<ffierent blobs.

3.2 Color Lines expansion

After finding the saturated blobs, we find the Cdlines associated with them, as seen in Figurg 3{e
consider each blob from the previous step andtiteds expand it to neighboring image pixels basedhe
Color Lines model assumptions. The color clustees expected to be smooth, elongated, and positively
correlated; these properties lead us to expand itezatively as follows.

We start by initializing a color clusté; with the pixels of a saturated bl& Then we iteratively add
neighboring pixels. During each iteration we samgpléew points along the backbone @f We take the
values of some percentiles of each color chamned,;... p« and combine them respectively to triples
pi = (O » Ry, Poi). These results in points with increasing valles tire spread alor@ in a manner that is
appropriate to the structure of the color clusters.

Now we add tcC; neighboring pixels in the XY-RGB space — i.e. gh#&in radiusy, from C; in the image
coordinates, which their RGB values are in radjysof one of the above triples. These pixels are ddde
Ci provided there is connectivity in image coordisafEhe process stops when no new pixels are added.

It should be noted that in this way, pixels mayegpn more than one color cluster. Color clusteay
even overlap in most of their pixels. When thera sgnificant overlap (more than 50% of each el)stve
fuse the clusters together. A pixel can be in nthes one cluster and its correction value is theragye of
the values derived from the correction of eachtelus

3.3 Color Lines correction

The last step in our algorithm corrects the clippad of each color cluster according to its urudigh part.
Actually, color clusters in processed images arsynand nonlinear (see Figures 1(d,e) and 4); thes
consider only pixels that are close to the clippagion in the RGB histogram, and compute tieiB:B ratio

to get a first-order approximation of the true e wf the corrected channel.

As mentioned, the RGB channels of a color clusterhéghly correlated. Thus we can treat each one of
them roughly as a monotonic increasing functiommy combination of the others. When a channel esmch
the maximal value and is clipped, the increasdédther channels continues. Therefore, for eatthragad
channel there is a point that we call seguration point which separates the unclipped part of the color
cluster from its clipped part, as shown in Figuré\4 find this point as follows.
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Figure 5. Treating artifacts in white pixels (Section 3.%ihe blue color of the
car front in the input image (a) changed to cyalnis Tartifact is corrected in
(b), but now some white regions have become colqi@dRestoration of the
white regions, without damaging the corrected dalaegions.

We threshold pixel values of a channel, for exanipldy a high value (~250) and take only the pixels
that are greater than it. Then we sort their vaindbe other channels (G,B) separately and ta&e/difues of
a small percentile (~1%) in each of them as thb) (coordinates of the saturation point. Theoordinate is
defined as the median R value of the pixels thatraa small radius (~5) of thg,b) coordinates in RGR.,
distance. Note that this value may be smaller thaninitial threshold. In cases where the colosidu has
more than one clipped channel, each clipped chahasl a different breaking point and is corrected
separately.

Pixels with a value greater than that of sa¢uration pointare considered clipped in this channel and the
others as non-clipped. This exempts us from deténgian exact threshold, which may cause undesired
discontinuity artifacts in the image.

In order to reconstruct the values of the clippad pf the Color Line, we need to estimate the elop
the unclipped part in the RGB space near the dadarpoint. We approximate it by calculating thesfi
eigenvector of the unclipped pixels near the séturgoint (distance smaller than 40), using siagwialues
decomposition (SVD, see Golub and Van Loan (1996)).

Combining the estimated slopewith the saturation poins( s, ) we can compute the correctedalue
of a pixel by its §,b) values:

lcorrected= & + @ |9 — 9 b—sgl

However, in this way all of the pixels with the saufG,B) values are attributed the same R valu&keanli
the situation in the original image (note that tmginal r may be smaller than the maximum value). Thus,
we replace the above equation with

leomected= S+ () @ ”g_%vb_ﬁll

where is 1 whenr is greater than an upper value and decreasesliintead whenr is smaller than a
lower value. In order to compute a robust solutianlimit the angle of the line slope to be betwaarupper
and lower value. Additionally, we limit the maximakensity of the corrected pixel, to restrict tresulting
dynamic range of the image.

Figure 4 shows typical examples of the correctiigure 4(d) presents a case in which no unclippet p
exists; namely, all of the pixels in the color ¢érsare clipped in some channel. In this case weaicorrect
the color by restoring the original pixel valueswever, we can still recover some of the variatietween
pixels by using the saturation point and a smdaliteary angle.

3.4 Post processing: projection on the gray diagoha

The correction described in the previous sectiqrei$ormed on each color cluster separately. Toudaces
that are close to white may appear colored, fomga reddish or bluish as a result of unbalancetitiads

of different color channels. Figure 5(b) shows a&amaple of such an artifact. This may also occuwhite

pixels that originated from the specularity of deptured scene itself. Such pixels should not tréated

the color of their neighbors. The sensitivity oé thuman vision to such changes requires spec#atrivent.



We solve this problem by a simple post-processtag that modifies the additions to the RGB channels
as demonstrated in Figure 5. The output of theection process is an image with a greater dynaamge
than that of the input image. Thus, by subtractivgoriginal pixel values from the corrected image,can
get anaddition mapand modify it in sensitive regions.

In order to handle white pixels we measurelthdistance from each pixel in the input image todhey
line (R=G=B), to determine its whiteness Ow 1 (distance greater than 100 equals O; zero d@istaquals
1). Then we project the addition toward the grag lidepending on the relative whiteness:

b = w3 I( rgb) +(1-w) rgb
where 4, is theaddition map andi(x) is the intensity value of.
As seen in Figure 5, the projection toward the drag returns white regions to their original cqlor

without damaging the true correction of colorfufjiens. Since the intensity of the addition is nbarged,
white regions also become brighter, and some af Yagiation is emphasized.

Table 1. Experimental results

t # score score Negative
images (mean) (median) correction
180 551 4489%  47.18% 16 (2.9%)

200 849  43.72%  50.58% 42
(4.95%)
230 357  46.33%  46.94% 10
(3.89%)

245 301 54.09%  61.46% 8 (2.66%)

4. RESULTS

4.1 Correction of processed ((JPEG') images

Our method is the first thalirectly corrects color clipping in processed images, camera output after the
image processing pipeline. (Didyk et al. (2008) arde highlights in processed images, but do nat tre
diffuse surfaces at all. Masood et al. (2009) liimanon-raw images before correction). Figureg,15, 6
and 7 demonstrate the correction of color clipgmguch images. The corrected images have an eggand
dynamic range; for presentation, we scaled theemaltiy to [0..255]. Thus, to compare our resultshwvtite
clipped input images, we also scaled them so tiewalues of the unclipped image pixels would beaéq
This slightly darkens the input images. However can choose another scaling function dependintph®n
importance of the high intensity levels.

The ability to correct a processed image is crutdigd to the huge amount of media captured by camera
with low dynamic range whose quality can be imprbisg our method. As can be seen in the figuresetise
an improvement both in the variation within thegpked regions, and in recovering the correct chrimibhat

In order to provide a quantitative measure of thiprovement, and demonstrate the generality of our
method, we ran several experiments on a collecifomages picked randomly from Flickr. The resufs
these experiments are presented in Table 1. In eapbBriment we clipped the images to a different
threshold, and examined the correction of imagestimg two conditions: (a) at least 15% of the palues
in the image are clipped, and (b) at most 5% ofirteege pixels are clipped in all of the RGB chasné&he
first condition sifts out images without signifidadlipping, which are irrelevant for this experintethe
second eliminates cases where our method has aoriafion to correct with. For each image we measure
the improvement of the correction by

score= (D01 - D02) / Do]_
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Figure 6. More results of our method on processed images.
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Figure 7. Examples of the experimental results (Sectioi. & e original images (top row) were clipped
tot =200 (middle row) and restored by our method éstwrow). We selected to show pictures with middle
SSD score (from 80% to 30%), to demonstrate thedrgment of such levels.

whereDy;, is the sum of squared differences (SSD) betweeiotiginal image and the clipped one, &ndis
the SSD between the original image and the comlemte. Thus, the improvement is positive if therected
image is closer to the original image than thepaib one. A value of 1 is reached when the cormectio
exactly restores all of the pixel values. In masses, such an exact restoration is unattainableever, as
can be seen from the examples in Figure 7, valtmsd 80% also reflect satisfactory correction, anen a
value of 30% recovers at least some eliminatedlideta

4.2 Correction of raw images

The main reason for color clipping is sensor saima Therefore, raw image data may also be clippée
correction should be done at the beginning of thegie processing pipeline, immediately after thet ftep
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Figure 8. Correction of raw face image. (b) shows the Figure 9. Correction of raw sky image. The
correction of Masood et al. (2009), and (c) presentr clipped image (a) was corrected by our method
correction. (b), (c) are both linearly scaled. (@), show (b) and by Masood et al. (2009) (c). (d) was
visual results accepted by non-linear scaling 9f (b) accepted by non-linear scaling of (c), as was
respectively, as was done by Masood et al. (2009). done by Masood et al.

of image demosaicing, which fills the RGB valuesabfof the image pixels. This avoids color arttfathat
may be caused by later steps (e.g. white balancifig)apply our method as in processed images. tHere
situation is even simpler than in processed imagiese there are fewer steps that modify the piedlles
and add noise.

Our results are presented in comparison with ththoteof Masood et al. (2009) that was described in
Section 1.2. Figure 8 shows that ours performselsag Masood et al. for faces images, which agefdlous
of their work. (Our correction is slightly more acate, e.g. in the region of the cheek). In otheses it
seems that our method provides better resultshasrsin Figure 9 for a clipped sky image. We made n
comparison with Masood et al. on processed imagese they present only a single example of a lined
image.

4.3 Color clipping in video sequences

When treating video sequences, the main challenge achieve a stable correction. Here, a negafifest
may be caused not only by a wrong correction bt &#lom performing no action in some frames, while
other frames are corrected. This results in flisigein the output sequence.

We applied our method to several video sequenee$, @ne some tens of frames in length that cordaine
moving bright colorful objects. Each frame was ecoted independently. The results are available in
http://www.cs.huji.ac.il/~elhanané'he quality of the corrected sequences improvetth In variation and
color information. In general the correction waab$, except for a few cases of missing correction.
However, in some movies two types of problems ar¢$f a missing correction because of erroneous
segmentation (i.e., unsuccessful Color Lines expains(2) unstable correction of subsequent frames,
adding different color levels to the clipped regisee section 3.3). Apparently the first difficufgquires the
use of methods like blob tracking and 3D segmemay contrast, the second problem is inhererglysed
by the Color Lines correction.

We overcome this difficulty by utilizing the infomtion from a few sequential frames, so that theoCol
Lines representation becomes more stable. For €atdr Line in the current frame we look to see ihic
Color Lines from the few previous frames (5-10) dnavsignificant overlap with it, and include thpirel
values in the correction step. This has an infleemit both theaturation pointand the line slope that are




(a) (b) (©) (d)
Figure 10. Failure examples. Fusing two different color tdus in (a) results in wrong
correction (b). (c) Missing clipped pixels. (d) Blem caused by the connectivity constraint
(Section 3.2)

used for the correction (see Section 3.3). Thisesake correction more stable both in its color @sd
intensity.

4.4 Failures

Wrong corrections can be caused be number of reasoich as such as incorrect segmentation that fuse
different color clusters, or misses clipped pix€&igiure 10 shows failure examples.

5. CONCLUSION

We presented a method that corrects the valueBppled pixels in bright image regions, and thustoees

both the variation and the color information thatrev distorted by color clipping. For the first timzur

method automatically corrects not only raw data dlsb processed images, and is also applicablédem v
sequences.
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