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Abstract

1

Recent studies have observed that large data center networks often
have a few hotspots while most of the network is underutilized.
Consequently, numerous data center network designs have explored the approach of identifying these communication hotspots
in real-time and eliminating them by leveraging flexible optical or
wireless connections to dynamically alter the network topology.
These proposals are based on the premise that statically wired
network topologies, which lack the opportunity for such online
optimization, are fundamentally inefficient, and must be built at
uniform full capacity to handle unpredictably skewed traffic.
We show this assumption to be false. Our results establish that
state-of-the-art static networks can also achieve the performance
benefits claimed by dynamic, reconfigurable designs of the same
cost: for the skewed traffic workloads used to make the case for
dynamic networks, the evaluated static networks can achieve
performance matching full-bandwidth fat-trees at two-thirds of the
cost. Surprisingly, this can be accomplished even without relying
on any form of online optimization, including the optimization of
routing configuration in response to the traffic demands.
Our results substantially lower the barriers for improving upon
today’s data centers by showing that a static, cabling-friendly topology built using commodity equipment yields superior performance
when combined with well-understood routing methods.

Virtually every popular Web service today is backed by data center
infrastructure. With the growth of these services, the supporting
infrastructure has also acquired massive scale, with data centers
being designed with as many as 100,000 servers [15]. For such
large facilities, engineering full-bandwidth connectivity between
all pairs of servers entails significant effort and expense. Further,
for many facilities, at any given time, only a fraction of servers may
require high-bandwidth connectivity [13, 17], making such a design
seem wasteful. However, traditional topologies like the fat-tree [3]
present network designers with only two choices: (a) either build
an expensive, rearrangeably non-blocking network; or (b) build
a cheaper, oversubscribed network that does not provide highbandwidth connectivity even to small (albeit arbitrary) subsets of
the server pool, thereby needing aggressive workload management.
Over the past few years, numerous data center network designs
have tackled this problem based on the idea of adapting the topology
itself to the traffic demands [10, 12–14, 17, 18, 24, 27, 35, 40]. The key
insight in this literature is that if only a few network hotspots exist
at any time, perhaps through online measurement, these hotspots
can be identified, and the network topology can be optimized
dynamically to alleviate them. Reconfigurable wireless and optical
elements enable such online adjustments of connectivity. For many
workloads, such a network can match the performance of a much
more expensive interconnect that provides full bandwidth between
all pairs of servers at all times. The ingenuity of the many proposals
along these lines lies in the varied capabilities of the reconfigurable
elements, how they are connected together (including movable
wireless antennae [17], ceiling mirrors [18, 40], and disco-balls [13]),
and the algorithms for online management of connectivity.
This broad approach has obvious, intuitive appeal, and indeed,
some of the evaluations show performance similar to a fullbandwidth fat-tree at 25-40% lower cost for some workloads [13, 18].
Not only are such results impressive, it is also unclear whether there
are any other viable options besides full-bandwidth topologies and
such dynamic topologies. Before fleshing out their reconfigurable
optics-based architecture, Helios [12], its authors summarized the
(2010) state of data center network topology design as follows:
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Introduction

“Unfortunately, given current data center network architectures, the only way to provision required bandwidth between
dynamically changing sets of nodes is to build a non-blocking
switch fabric at the scale of an entire data center, with
potentially hundreds of thousands of ports.”

