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Abstract


Global Computing (GLC) refers to the idea of carrying out concurrent computations on a worldwide scale. GLC is inspired by the possibility of using the Internet as a platform for distributed computing. While it is unlikely that GLC will replace other forms of High Performance Computing, it has already been proven useful for some problems, which are beyond the capabilities of conventional systems [1][2]. There are several fundamental differences between the Internet and local distributed-computing environments. These differences reflect on the design of applications for GLC and call for a new programming paradigm. The Popcorn System [3][4], is an attempt to supply an infrastructure for general GLC applications. This work is concerned with the Popcorn programming paradigm, which was designed for the Popcorn System. We discuss the considerations taken in designing a paradigm for GLC, describe our resulting basic paradigm and give many extensions to it. We also discuss the design of representative applications under this paradigm and conclude with the implementation of an efficient Game-Tree Evaluation application in Popcorn.
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Introduction
Chapter 1 Global Computing

Chapter 1 The Idea of Global Computing

There are currently millions of processors connected to the Internet. At any given moment, many if not most of them are idle. An obvious and appealing idea is to utilize these computers for running applications that require large computational power. This would allow what may be termed Global Computing - a single computation carried out in cooperation between processors worldwide. 

In recent years, there was major development concerning the usage of idle time of networked computers. In the context of a single local network, this idea has been successfully attempted by rather many systems by now, especially due to the influence of the work done in “Network of Workstations” (NoW)[5] (section 1.3.1). However, the situation is more complicated when it comes to a worldwide network such as the Internet.  First, there are major technical difficulties due to code mobility, security, platform heterogeneity, and coordination concerns.  The recent wide availability of the Java programming language [6] embedded in popular browsers goes a long way in solving many of these technical difficulties by providing a uniform and secure mobile code platform.  However, even after the technical difficulties are solved, we are left with significant problems that are inherent to global computing. At least two fundamental differences exist between global computation (like Popcorn) and local distribution (like NoWs).

The first difference is a matter of scale: The Internet is much more “distributed”: The communication bandwidth is smaller, the latency higher, the reliability lower. Processors come and go with no warning and no way to control them. On the positive side, the potential number of processors is huge. We believe that while the Internet currently cannot hope to serve as a totally general-purpose efficient parallel computer, it can still provide excellent computational resources for a wide variety of computational problems. We discuss some of these applications in Chapter 4. 

A more interesting difference is due to the distributed ownership of the processors on the Internet. Since each processor is owned and operated by a different person or organization, there is no a-priori motivation for cooperation (why should my computer work on your problem?). Clearly a motivation for cooperation (such as payments for CPU time) must be provided by a global computing system. In addition processors on the Internet may be malicious or faulty, and thus should verify each other’s results and need be protected from each other.

Despite these difficulties, examples of successful use of the Internet for globally solving of specific problems already exists; most notably factoring [1] and code breaking [2] (Section 1.3.2). Attempts of general global computing systems are less mature. Most of them regard only partial aspects of GLC. In particular they lack a concrete underlying programming paradigm. The implementations of these systems are within the confines of a prototype (Section 1.3.3 we overviews some representative systems for GLC). 

The Popcorn
 Project is one of the attempts towards a general GLC system. It intends to include all of the important aspects of GLC and be extendible to enable future research. Popcorn also suggests a new programming paradigm for GLC. We believe that a suitable paradigm for GLC applications is essential to the success of a GLC system. The ‘Popcorn paradigm’ designed for the Popcorn system is the subject of this work.

Chapter 1  The Vision of a World-Wide Computer

The idea of a worldwide computer is not new; In fact, this was the way in which some science fiction writers saw the world of computers from its very early days: A great computer having access to universal databases and practically controlling all computerized systems over the world. Such a scene is indeed fictitious, but technological trends of today do direct to some form of collaborative computing environment: The Internet grows at rapid rate urging the development of higher bandwidth communication networks, cellular communication and satellite communication become more and more available extending the possibilities for connecting to the network. Computers costs constantly drop realizing their embedding in increasing range of electronic devices, in particular the evolving smart-card technology open new markets for computers. Costs of digital storage media decrease rapidly, more and more information and services are put on the Web with attempts for their standardization. Development in OCR can aid in automating the adding of more information. Electronic payments mechanism standards. Mobile code - Java. And others. 

Let us take for a moment the role of the science fiction writer and play with the idea of a worldwide computer: In our story, you enter your car on a bright sunny day and inform it about your intention of going for a trip. Your car consults touring databases and expert systems nation-wide and suggests several possible sites. Having chosen your destination your choice enters the office of tourism statistics. You are already heading north, your car direct you of the preferred route according to a global traffic control program it itself is taking part in and pays taxes each time you enter a highway. As you are hearing your favorite music pushed to you from the net, your car is busy negotiating with hotels at your destination. Meanwhile at home your food processor, washing machine and other electronic devices are all taking part in a worldwide weather forecast simulation, which may answer your most troubling question - “will next weekend be sunny as well?”. FIN.


Chapter 1  Our Focus
The vision of a worldwide computer is a long-run vision; the implementational problem is too complex as to address it as a whole. It would be better to concentrate on a simplified problem, which will help us to gain experience towards the long-run goal. Our work examines Global Computing from the aspect of High-Performance Computing: We are interested in the possibility of carrying out computations that require very large computational power with the cooperation of processors worldwide. We do not address the use of shared databases across the network or information exchange between applications. We are interested only in the result of the computation and not require that it will have other impacts, such as buying goods, making reservations or the update distributed tables. We make another simplification by dealing mostly with the use of CPU-time of the processors and less with other resources like memory or use of various expert systems that can be found on the net. Finally, we focus on very large computations. This is not an obvious choice; instead our goal could have been to seek the overall speedup for smaller applications, due to the processors usage of each other idle time. We believe however, that NoW systems can achieve much better results for the later goal. 

The ability to bind millions of processors for cooperative computing seems nice to have, but several doubts rise immediately: Are there any important applications that require such computational power? If there are, can they efficiently utilize such a degree of concurrency? Can we motivate so many computer owners to participate in our computation?

We strongly believe that GLC can be found useful for many important applications. Moreover, for some of these applications no other computing alternative exists. We found that several common generic problems fit well into the GLC model; We overview these problems in Chapter 4. As for motivating the participant in a global computation, we think that if a problem is important enough (and remember that no other alternative exists) motivation can be supplied either in the form of actual return or because of public interest: A state of war can certainly motivate the nation-wide cracking of the enemy cryptosystem, and a universal epidemic can motivate a worldwide computation attempting at finding an anti-body.

Chapter 1 Overview of the Popcorn System

The Popcorn Project is an ongoing research carried out in the Hebrew University. The Popcorn System is our suggested model for global computing. This section overviews this model. Updated information about the project status can be found in the project site [4].
Chapter 1  System Overview
The basic function of the Popcorn System is to provide any programmer on the Internet with a simple virtual parallel computer. This virtual machine is implemented by utilizing all processors on the Internet that care to participate at any given moment. In order to motivate this participation, a market-based payment mechanism for CPU-time underlines the whole system. The system is implemented in Java and relies on its ubiquitous “applet” mechanism for enabling wide scale safe participation of remote processors. 

There are three types of entities in the Popcorn System (Figure 1):

1. The concurrent program written (in Java) using the Popcorn paradigm and API. This program acts as a CPU-time “buyer”.  

2. The CPU-time “seller” which allows its CPU to be used by the other concurrent programs. This is done as easily as visiting a web-site using a Java-enabled browser, and requires no download of code.

3. The “market” which serves as a meeting place and matchmaker for buyers and sellers of CPU-time.

The “buyer” program achieves its parallelism by concurrently spawning off many sub-computations, termed “computelets”. These computelets are automatically send to a market (chosen by the user), which then forwards them to connected CPU-time sellers. The sellers execute the computelets and return their results to the market, which forwards them back to the buyer program. The matching of buyers and sellers in the market is dynamic. It is done according to economic mechanisms and results in a payment of the buyer to the seller.

The system is clearly intended for very coarse-grained parallelism. The efficiency is mostly determined by the ratio between the computation time of computelets to the communication and matching effort needed to send them and handle the overhead.
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Figure 1- The entities of the Popcorn system

Chapter 1 System Components
We now extend more about the different components of the Popcorn System.

The Market

The main function of the market is to be a meeting place for buyers and sellers: It is a known address which buyers and sellers can attend to, when they want to buy or sell CPU-time. Obviously this makes the market a bottleneck of the whole system, but as long as the computation done by each computelet is CPU-time consuming enough relative to the market overhead, a single market can handle large number of buyers and sellers. 

The market is also responsible for matching a seller to each computelet send by a buyer, according to the special terms of trade posed by the buyer and seller. Regularly, the processing of a computelet involve payment of some sort: the buyer pays for the result of his computelet and the seller is being paid for the execution of the computelet; The market support this payment by serving as a trusted party between the buyer and seller. This saves us the considerable overhead involved in electronic payment protocols. To establish this, the buyer and seller need to open an account at the market prior to the transaction. Then, in a typical transaction the market indebit the account of the buyer and credit that of the seller. Deposits and withdrawals to and from an account can be done externally to this mechanism, using electronic payment protocols. We shall see that opening an account is not a requirement in cases were the seller wishes to be credit in other ways. 

Another advantage of using a third party, is that the buyer and seller can be made transparent with respect to each other; As we discuss later, this is an important feature for a GLC system (It is required for the design of large applications, information hiding and verification). In cases were there is a suspect of forgery, the market acts as an arbitrator between the buyer and seller. This is the basis for the enforcement of correct execution of computelets and according to the terms of the trade. 

The market is implemented as a demon application running on a known host. The buyer and seller programs (as well as other utilities), communicate with the market using predefined ports and fully published protocols. The information of the users accounts is found on database which the market application access. In addition the market application is bound to an HTTP-demon running on the same host. The main function of the HTTPD is to enable the connection of sellers using the Java applet mechanism as discussed below. There can be several popcorn markets, each running on a different host with well-known address.

The Buyers
A buyer is a concurrent program written in Java using the Popcorn API. The basic function of the API is to enable the program to send computelets for remote execution on seller machines. As the sending of the computelets is done through a market, the identity of the market must be supplied. (This can be specified either in the code of the program or with environmental settings). In addition the buyer should normally have an open account at the specified market and the login information to this account must be provided as well. Once the information is given, all the communication with the market is transparent: The program simply initiates the remote execution of computelets and is notified for the results, as they become available. The terms of the execution of the computelets, including payment information can be defined either in the program code (using the API) or with environmental settings. The buyer program can work with several markets at once. The buyer is not concerned with the way the market executes his computelets, from his viewpoint the market is one very powerful computer that can execute a great number of computelets concurrently.

The Sellers
A seller is a program that lets you sell your computer CPU-time. Normally, the seller program is implemented as a Java applet embedded on some web page in the market site. A user who wishes to sell his computer CPU-time simply visits the web-page containing the applet; when the applet is loaded it initiate a connection to the market and enters a cycle in which it receives a computelet, process it, and return its result. If the user wants to be credit for this, he should supply the applet with his (previously opened) account information. (The opening of an account can be done online using another applet). Alternatively users can sell their computer CPU-time in return for access to web-pages containing interesting information (or service); In this case the page can contain a reduced version of a seller applet; this applet starts working with the market without the need for account information. We describe a general mechanism for this in the next section. The popcorn system supports the design of other types of sellers as well. A user can implement his own version of a seller program according to a protocol published by the market; In this case the user should also implement the dynamic class loading and security management that are automatically provided with the applet mechanism. On the other hand non-applet sellers can have several advantages over regular sellers.  

On the level of users, the difference between buyers and sellers is only a logical one; A user acting as a buyer at one time can act as a seller at later time. In fact he can play both roles at the same time.

Chapter 1 Micro-Economy Model
Most of this document is concerned with the programming paradigm of the popcorn system. However the economical basis which underlines the system is another important aspect of the system. We overview this model here for the sake of completeness. More information can be found in [3] and [7].


Processors that are to “donate” their CPU time are to be motivated for this. There are many possibilities for such motivation starting from just friendly co-operation ranging to real cash payments. In any case, any general enough mechanism will result in what may be clearly called a market for CPU time: the process by which buyers and sellers of CPU time meet and trade. It seems very likely that such totally automated electronic markets will play a large role in many forms of Internet cooperation (not just for CPU time!), and that general mechanisms for such markets need to be developed and understood. 

The first thing one must ask in such an electronic market is what exactly are we trading in? The answer “CPU time” is not exact enough since it lacks specifics such as units, differences between processors, deadlines, guarantees, etc. It appears that finding a good specification for the traded goods is not an easy task. We chose to start with simple definitions, but allow extensions in future implementations. 

Our basic goods are “JOPs” - Java Operations. This is the Java equivalent to the commonly used, though imprecise, FLOPS. Of course, there are different types of Java operations, with different costs in different implementations, so we define a specific mix of computations and use this mix as a definition. Each computelet takes some number of JOPs to execute, and the price for the computelet is proportional to the number of JOPs it actually took to compute remotely. This is measured (or actually, approximated) using a simple benchmark we piggyback on each computelet. We have found that this mechanism works well. Still, two main disadvantages are obvious: first, the benchmark is run on the sellers’ computer and this computer may cheat and report higher numbers. (Such cheating entails modification of the browser used on the sellers’ side, but is still possible with some effort). Second, it is imprecise by nature, as well as has an overhead. We have thus also provided a second type of “good” which is simply defined as the computation of a single computelet. This does not require any benchmarking, but may be troublesome for the seller since he has no a-priory control over the computation time of the computelet. Still, this simple mechanism is very proper in many situations such as the case of a repeat buyer of CPU time, the case of “friendly” non-financial transactions, or the case where computelet size is set administratively.

One may think of several motivations for one processor to provide CPU-time to another:

1. A friendly situation where both processors belong, e.g., to the same organization or person.

2. Donation.

3. Straightforward payment for CPU time.

4. Barter - getting in return some type of information or service.

5. Loan - getting CPU time in return in some future date.

6. Lottery

As in real life, all of these motivations, as well as others, may be captured by the abstract notion of money. This “money” may be donated, traded, bartered, loaned, converted to other “currency”, etc.

This is the approach taken in Popcorn: we define an abstract currency called a popcoin. All trade in CPU time is ultimately done in terms of popcoins. In our current implementation popcoins are just implemented as entries in a database managed by the market, but they can be easily implemented using any one of the electronic currency schemes. Each user of the popcorn system has a popcoin-account at the market, the market deposit into it when the user sells CPU-time and withdraw from it when he buy CPU-time. Once this mechanism exists, all of the motivations described above are obtained by administrative decisions regarding how you view popcoins: If you want to get true payment for CPU time, just provide conversion between popcoins and US$ (we do not...). If you are in a friendly situation just ignore popcoin amounts. If you want to loan CPU cycles, just buy CPU time with popcoins and at another time sell your CPU time for popcoins.

As mentioned earlier, the buyer concurrent program is in fact buying CPU-time. If so the program must offer a price (or more generally - a payment policy) for each computelet it send for remote execution. The payment is executed on sellers’ return of answer to the market, and is deduced from the buyers’ account in the market. The payment is specified by constructing a contract object for each computelet. This contract specifies the price offered, whether the price is per computelet or per JOP, and the market mechanism required for the transaction (refer below). It may be hard-coded into the program or defined by environmental settings. 

In the most direct form selling CPU time is done by visiting a web page on the market’s web site. This page contains a seller applet that communicates with the market and repeatedly receives computelets to compute. Before the applet starts working for the market, the user is asked to enter his account information. Now, popcoins earned from the processing of computelets, are deposited into his account at the market. The seller can also define the terms under which he his willing to trade, as described later.

An alternative mechanism exists which does not require the seller to hold an account, or to be compensated in popcoins. In this variant a “seller” visits a web page that is of some interest to him. In addition to this interesting information, the page contains the ‘POPCORN logo”. This logo has two main functions. First, it is an applet that receives computelets and executes them, much like the regular seller applet. Second, this logo explicitly informs the user that this is going on. In this situation the seller is in fact bartering his CPU time for the information on the web page. This can be an online game, a picture, or any other type of information or service. The market can maintain a “gallery” of such web pages to attract sellers. We have provided a general mechanism by which any person who has such “interesting” online information may get, in effect, paid for this information with popcoins, and become, what we term, a POPCORN “publisher”. Such a publisher embeds the POPCORN logo in his page, which results in the automatic selling of CPU cycles of anyone visiting his page. All the popcoins earned for the computations done by these visitors, goes to the publishers’ (previously opened) popcoin account. In effect we have a 3-way trade here: the seller provides CPU time and gets information; the publisher provides information and gets popcoins; and the buyers provides popcoins and get CPU time. 

Now that we know what are we trading in and how do we trade, we can finally discuss the economical model of this trade. As in real life, we can base our economy on a socialistic or capitalistic approach. A socialistic approach result in a very simple model: The market determines a fixed price for every type of commodity (JOP or computelet), the buyers and sellers can either accept this price or seek a market with higher return. The matching of buyers and sellers within the market is done regardless of economical considerations. (The price of a commodity can still change over time). 

The capitalistic case is more interesting: Each buyer and seller have their own trading policy, and the matching of a seller to a buyer must meet the terms of these policies. One possibility is to have a stock-market-like mechanism: The buyer and seller bid their prices for the given commodity; these prices are not fixed and can dynamically change (within bounds) inside the market until buyers and sellers meet. Another possibility is to auction the CPU-time of the sellers among the current buyers. In this case the seller need not specify any pricing information at all, and the buyer needs to specify a simple price. We include both schemes in our implementation of the system; more information about the economic model can be found in [7].  

Chapter 1 Implementation

We have implemented the popcorn system described above and have a demo market that can be visited on-line at http://www.cs.huji.ac.il/~popcorn/market. Most of the functions listed above are included in this implementation: We have a running market, users can open “popcoin accounts” at this market. Sellers can sell their CPU-time either explicitly using the seller applet or implicitly by viewing one of the pages in our “popcorn gallery” that contains the “popcorn logo”. We do not have however, an example of a non-applet seller. Buyers can download our “popcorn API” and write concurrent programs that use the popcorn market, we also supply a tutorial to support the design of buyer programs. Buyers and sellers can define their payment policies. The market supports the two mechanisms described in 1.2.3 for matching buyers and sellers. Users can registers their sites and become “popcorn publishers”. We haven’t implemented the enforcement mechanism of the market were buyers and sellers can go to trail over a result of a computelet.

Chapter 1 Related Work

Chapter 1 NoW 

This section overviews the idea of Network of Workstations (NoW); in part it summarize a paper of the Berkeley NOW team [5]. 

NoW is the idea of binding many desktop computers of a local network to form a collaborative computing environment. A NoW system involves tens to hundreds of desktop-computers (personal computers or workstations) connected with a fast network and configured with a special operating system that enables their collaboration. It is intended for the whole spectrum of computer applications: from serving many users with their interactive programs up to running HPC applications. 

NoW rise from the observation that desktop computers offer a much better price-to-performance ratio than supercomputers, with this gap ever increasing each year. One of the reasons for this, is the effect of different market sizes for these products: The annual performance improvement of computer systems requires huge investments in engineering and manufacturing. Personal computers manufactures can amortize this investment over a large sales volume. With much smaller sales volumes, mainframes and supercomputers must either forgo performance advances or obtain them at higher per-unit cost. 

Because of their desire to achieve ultimate utilization of system components, supercomputer designers cannot use available massively produced components. However today, supercomputing is led by MPPs (machines constructed as a large collection of workstation-class nodes connected by a low-latency network) which are using available processors and regular inexpensive memory devices, and yet their success in achieving good price/performance ratio is limited. This limited success, can be explained by another problem of large computers systems, namely their engineering lag time. The design of a MPP system using a new processor type is much more complex than that of building a workstation driven by the same processor. Hence, MPPs tend to lag one to two years behind comparable workstations. As the performance of commodity components increasing rapidly, the performance of components found in workstations is considerably higher than that found in MPPs of the same annual (and cost/performance ratio of workstations is much better than that of MPPs). The need to develop a dedicated operating-system and support tools for a new MPP system also contribute to the time lag in its design.

In contrast with MPPs, which use only the components themselves, NoW systems are composed of complete units of off-the-shelf desktop computers. In this way they enjoys the low prices of desktop computers, and the introduction of a new processor need not imply the redesign of the whole system. In addition in a NoW system we doesn’t have to write the operating system from scratch (including drivers); instead we can change the design of its components operating system to support the parallelism. Benchmarks show that NoWs can be an alternative to supercomputers for most HPC applications. In addition, when comparison with a simple aggregation of workstations, NoW achieves much better utilization of the processors CPU-time, memory and disks resources.

Global computing can be viewed as carrying out the idea of NoW another step forwards: use not only the existing computer architecture, but literally use existing computers (which are not at your possession!). However, while NoW system and supercomputers compete on the same market of HPC, global computing is not intended to occupy the same niche: with the bandwidth available today on the Internet one cannot hope to realize many kinds of computations that are suitable for NoWs; on the other hand the scalability of a NoW system is limited and one cannot expect it to match the computational power of millions of computers worldwide.

Chapter 1 Problem-Specific Global-Computing Projects

As mentioned earlier, successful examples of using the Internet for global computing of specific problems already exist. In this section we overview two such projects which are particularly remarkable: ‘Rocke Verser’s cracking of the ‘RSA DES Challenge’ and the ‘Factoring of RSA-129 by Atkins et al.’. These examples can provide motivation for the promotion of global-computing; as put in Verser’s words: “Perhaps a cure for cancer is lurking on the Internet?”. The information for this section is taken mostly from DESCHALL site [2], RSA DES Challenge page [8] (DES) and RSA Factoring-by-web homepage [1].
RSA DES Challenge

DES (Data Encryption Standard) is a secret-key encryption cipher defined and endorsed by the U.S. government in 1977. It is used in banking and financial communities and is the most commonly used secret-key cipher in the world. 

DES is a block cipher; it encrypts an 8-byte block of plaintext at a time using a 56-bit key. The encrypting involves several steps of simple operation on the bits (such as shifting, mixing, xoring, etc.) in a way dependent on the key. No efficient algorithm for breaking DES is known; deciphering a DES-cyphertext message in the absence of a proper key, takes a brute-force trial of every possible key - 7x1016 in total!

RSA Data Security [9] is a company that works on the development of cryptographic products. In a challenge posed by RSA Data Security Conference in January 1997, a prize of $10,000 was offered for the first person to decipher a secret DES-ciphertext message. The intention of the challenge was to examine the strength of DES against distributed computing attacks over the Internet.

Rocke Verser of Loveland, Colorado responded to the challenge and with help from others formed the DESCHALL team. He created a program that would keep trying new keys till it solved the DES challenge phrase. The program was ported to many computer platforms (including Windows, Unix, OS/2, Mac and others) and distributed over the Internet. In order to join Verser’s cracking effort, one had to download the program and run it on his computer; the program would act as a client - it would repeatedly get a range of keys from a remote server, check them and notify the server on completion; the program was designed to work only on idle periods of the hosting machine. It was capable of processing several hundreds of thousands keys per second, depending on the computer architecture. 

To attract computer owners, Verser offered 40% of the $10,000 prize to the lucky person whose computer will hit the correct key. The project started on February 1997 with several hundreds volunteers, but their number grow rapidly. In total about 78,000 computers took part in the computation, at the peak 14,000 concurrently! And achieved a peak rate of 7 billions keys/second. 

In the end, the DESCHALL effort solved the DES challenge after 4 months (searching only 24.6% of the key space). Michael Sanders, using a Pentium 90MHz 16MB PC (capable of 250,000 key/sec), was the one to hit the correct key and win the $4,000. The encrypted messages said: “Strong cryptography makes the world a safer place.”.

Ironically, under U.S. regulations the cracking program couldn’t be exported outside the U.S. and Canada. SolNet - a competitive Sweden effort - took advantage of this restriction; starting much later they had searched about half the keys covered by DESCHALL when the later hit the winning key.

RSA-129 Challenge
RSA [10] is a public-key cryptosystem invented by Ron Rivest, Adi Shamir, and Len  Adleman. In RSA each party has a pair of asymmetric keys - one is made public and the other is kept secret. Anyone can encrypt a message using the public key that belongs to the intended recipient, but only parties that know the corresponding secret key can decrypt the encrypted message.

The public key in RSA is a pair (e,n) of integers, where n is a product of two big primes (the secret key is easily derived from these). Implementations can use different sizes for n. Larger size provides higher security; 155-digits (512-bit) are found in real applications. RSA rely on the assumption that it is infeasible to derive the secret key from the public key; in particular that it is impractical to factorialize n. 

In the August 1977 issue of Scientific American, a challenge was posed regarding the factoring of a 129-digit RSA integer and a prize of $100 was offered. The creators of RSA, estimated that it would take 4x106 years to factor the challenge. However this was not the case. 

In September 1993, Michael Graff, Derek Atkins, Paul Leyland and Daniel Ashlock set up a project whose aim was to factor RSA-129. They used a modified program developed by Arjen Lenstra based on a technique known as quadratic sieve factoring [55]. The quadratic sieve factoring method has two steps: In the first step (the sieving step) we generate a large number of integers of specific nature - this step can be done in a distributed manner. In the second step we process these numbers to produce two special integers from which the factoring can be derived (this involves manipulations on very large matrices and is not suitable for large scale distributed computing). 

The program responsible for the sieving step, was ported to several platforms and distributed by email and an ftp-site. The program would run on the hosting machine with no need for constant communication and report partial result via email (!) every once a while. In addition it is active only when the hosting machine is idle.

The project was concluded in 8 months with the aid of 600 volunteers throughout the world. The sieving step was estimated as equivalent to 5000 MIPS years. 

RSA Data Security sponsors an ongoing “factoring challenge” (with cash prizes) to encourage research on the factoring of large integers. The first challenge concerns the factoring of a 130-digits integer. More information can be found in [1].

Comments
We note several interesting points about the projects described above:

 What was the motivation of the participants in the projects - money prize, pride, challenge, fun, making a statement about DES and RSA? This question can be the base of an interesting study in itself. However, if we look only at the money factor, and regard (in the case of DES) the $4,000 as the only driving force for CPU-time donation; we arrive at the estimation that the worth of a one hour (of dedicated) work of a Pentium 90MHz was 0.02 Cent!! Yet, the participant in the project was great. This enforce our belief (from 1.1.3) that the motivation obstacle is not necessarily a critical one. 

 Observe the short time that took to set up the projects and attract participants. With an existing infrastructure for global computing, setting up such a project should be made very easy.

 The project administrators had to convince the participants, that there is no risk at installing their programs and that the programs run only on the idle time of the computer. Moreover, the users had to go through some effort for contributing their computers time (instructions, download, repeated execution). These difficulties are almost eliminated by Popcorn. 

 Both projects used optimized native code programs, which are much faster than current equivalent Java programs.

Chapter 1 Global-Computing Research Groups

We know of several other research groups for global computing. Currently, all our knowledge is based on recent papers published by these groups and as a result, our description of their work may be incomplete. This section overviews the work of these groups. 

SuperWeb [12] is a project research in global computing carried out in the University of California, Santa Barbara. The aim of the project is to suggest an infrastructure for global computing. The model suggested by SuperWeb is very similar to that of Popcorn: It has three kinds of entities - brokers (=markets), clients (=buyers) and hosts (=sellers); Brokers coordinate the supply and demand for computing resources, hosts offer their resources and clients registers requests for extra resources at the broker. Like Popcorn, it provides a market mechanism for CPU time. SuperWeb doesn’t supply a special programming paradigm; instead its current implementation uses HORB [11]: a Java extension designed by Hirano Shatoshi (University of Tokyo) for distributed computing in Java (Like RMI). 

ParaWeb [14] is a project of York University, Ontario. It provides a framework for utilizing Internet resources for parallel computing. ParaWeb supports either a shared-memory programming-model or message-passing; in this sense it is more suitable to local networks than for global computing. However the way in which ParaWeb supports shared-memory is remarkable and let it integrate in a seamless fashion to an existing global computing system (like Popcorn): ParaWeb let a regular (already compiled) Java program that make use of Java threads, to be executed in parallel on a shared-memory environment consisting of several hosts on the Internet. This is done by replacing the JVM [13] implementation, to allow the distribution of the threads among the different hosts while maintaining the illusion of a single local address space. A local ParaWeb network can act as a single powerful Popcorn Seller (with no additional changes from neither ParaWeb nor Popcorn!) and gain both advantages of a shared-memory model on a restricted scale and global computing model on large scale. 

Legion [15][16] is an ambitious project of the University of Virginia which aims at wide-area sharing of CPU-time, but lacks market mechanisms and automatic participation. The implementation of Legion requires physical infrastructures of fast networks, design of new programming languages and more. 

ATLAS [17] is a project of University of California that supplies an infrastructure for global computing. It too lacks a market mechanism and its implementation requires installation of special client and server programs. Programming for ATLAS is done using an extension of Java based on Cilk (A C-based parallel multithreaded programming language) [18]; it support tree-based parallelism (like Popcorn) that scale well. 

Piranha [19] gives parallel implementation for Linda [20] on a NoW. Charlotte [21] provide an emulation of a shared-memory parallel virtual computer, like ParaWeb, but requires a special programming paradigm.

Chapter 1 Main Contributions

Chapter 1  Concrete Example and Test-Bed

The first contribution of our work is the demonstration of a concrete example of a global computing system that can serve as a test bed for future research of various aspects of global computing. One of our guidelines was to accompany the research with the implementation of a system that will manifest our ideas. The implementation wasn’t intended to be efficient or complete, but to include most of our suggested ideas, or at least stubs for their implementation. The implementation has several roles: It serves as a proof of concept for our ideas. It helped us gain better understanding of the real problems posed by GLC. And most important, it can be used to experiment with GLC in future research: We endeavored to make the system very modular and extendible; for example, one can take the overall implementation of the market but replace the auction mechanism, replace the low level communication layer from TCP to UDP but keep the higher level protocols, or change the programming API but maintain its core. We feel that GLC can offer a wide area for research, much of which should be done experimentally.

Chapter 1  Programming Paradigm for Global-Computing

Another result of this work is the establishment of a programming paradigm specifically intended for global computing. Beforehand, the recognition that a new paradigm is needed. We divided the design of the paradigm into two parts: First we build a basic paradigm for GLC. This paradigm supports only the very essential features of GLC. We put special emphasis on the basic paradigm and explain the considerations in its forming. In the second part we suggest (and partly implement) many extensions to the basic paradigm and make it applicable for more complex GLC applications. 

We’ve implemented the paradigm as an API for Java and have a downloadable package [25] for developers who wish to try it. The implementation includes the basic paradigm and several extensions. In addition we have a tutorial that teaches the API by examples. One of our goals was to make a simple API that will hide many of the complexities that are common to most concurrent programming languages. Our API was used by several programmers by now [22] and we found that it is fairly easy to learn and work with. 

Chapter 1  Game-Tree Evaluation

As a proof-of-concept for the ideas displayed in this work, we design a distributed algorithm for game-tree evaluation that take advantage of ((-cutoffs. We implement it for our paradigm and analyze its performance from several different aspects. Our conclusion is that the problem of game-tree evaluation (GTE) is applicable for global-computing. Further work should be done to support this result and maybe improve the algorithm.

We have designed an infrastructure for the development of strategy-game programs [49] and implemented it as an API for Java. The design includes the implementation of our distributed algorithm for GTE in a way that makes the logic of any game written using this API automatically distributed over the Popcorn system. We’ve implemented several games under this API including a chess playing program.

Chapter 1 Document Structure
The rest of this document is organized as follows: Chapter 2 discusses the basic Popcorn paradigm; it justifies the need of a special programming paradigm for GLC applications, it deals with the design of a paradigm intended for GLC, describe our derived paradigm and explain the considerations which led it to its current form. Chapter 3 is concerned with extensions of the basic paradigm; Some of these extensions regards making the paradigm more mature for serious applications, while other attend to special issues that rise in GLC applications. There is still a lot of place for research in problems discussed here. Chapter 4 talk about applications for GLC; it examines which type of applications are suitable for Global-Computing, and sketch the design of some generic applications. In Chapter 5 we demonstrate our work with an algorithm for Game-Tree Evaluation design for Popcorn and its implementation on our system.

The Basic Popcorn Paradigm

In chapter 1 we described how ‘The Popcorn Model’ can realize the use of the Internet as a huge Global Virtual Computer. We now claim, that binding numerous computers across the Internet for distributed computing, by itself is insufficient: there is also a need for a new programming paradigm, to meet the special requirements of global computing. We name the essential differences between existing environments and the Web as a platform for computing and conclude the special requirements imposed by a GLC environment. We describe our suggested paradigm for GLC, compare it with related paradigms and explain the considerations in its design. 

We note that this chapter introduces only the basic Popcorn paradigm, which may not be mature enough for serious applications, chapter 3 discuss several extensions of the paradigm. 

Chapter 1 Design Guidelines

Chapter 1  Goals

Primary, the popcorn paradigm is intended for computations that require a High-Level of Concurrency. Common high-performance computing (HPC) systems, let a user program use up to several dozens of processors concurrently [23]. Bigger systems (including NoW systems) are found with hundreds or even thousands of processors [5][24]. We refer by ‘high level concurrency’, to the concurrent use of hundreds of thousands or more processors. Of course we do not expect to find distributed-computers with 105 nodes in the near future, but such numbers can be achieved by binding computers across the Internet. If so we accept the Internet as the target platform for our paradigm and we have a new goal: we want our paradigm to be suitable for distributed computing in the Internet environment. However, the paradigm should not take advantage of any specific characteristics of the Internet (like protocols) but only use it as an example of a worldwide distributed environment. Evidently, many applications cannot efficiently use the high-level of concurrency suggested by such an environment; Indeed, Popcorn is not intended for all kind of distributed algorithms.

Another major goal of Popcorn is Simplicity. Many concurrent-programming languages tend to be complicated. This is partly because, the specification of the concurrent behavior requires additional information (processes, processors, timing, synchronization, network failures, etc.) and partly because concurrent programs are naturally intended to be efficient, and often this efficiency is achieved with the cost of simplicity (in particular concurrent languages designed for a specific architecture, often result in a complicated syntax, because they reveal the underlying architecture in order to let the programmer use it efficiently). We want the Popcorn paradigm to be truly simple. We are doing so, in the price of both the expressional power of the language and its efficiency. The later choice seems odd: We design a concurrent language, which doesn’t primary concern with efficiency? To justify this choice, we argue that only if the syntax and semantics of the language are truly simple, can one expect the design of correct extensive concurrent programs, and as long as the program uses millions of processors we are not much concerned with their efficient use! If the paradigm is simple, it is more likely to be extendible; as GLC is not mature, we are likely to meet the need for extensions as it develop. Last, if a GLC system will become materialized, it should make HPC more available. By giving a simple language, we can encourage  ‘lazy (HPC) programming’: Instead of requiring special (expensive) concurrent programming experts to design an efficient solution to a problem, people who practice programming, but are not experts, can design a less efficient solutions that are acceptable on a GLC system.  

We summarize the goals of the Popcorn paradigm:

1. Adjust to distributed computing in the Internet (or internet-like) environment

2. Enable extensive concurrent programming

3. Architecture Neutral (free of both components and network architecture)

3. Make HPC available

4. Simplicity and Extendibility

We don’t expect of Popcorn to be:

1. Suitable for all kind of distributed algorithms

2. Be as expressive as common HPC languages

3. Be as efficient as common HPC languages

Chapter 1 Environment Characteristics 

The Popcorn paradigm is intended for distributed computing in the context of the Internet environment. Before we discuss the programming paradigm, we should first examine the Internet as a platform for distributed computing: in which aspects is it different from other environments and what are the impacts of these differences on the programming paradigm.

A nice characteristic of the Internet, is the fact that it is not owned by anyone. Rather, it is a construction of many distinct entities that share common protocols. This fact lead to major differences between the Internet (as a platform for distributed-computing) and supercomputers or NoW systems.

The designers of a supercomputer have total control over the components of their system: they use special fast (and uniform) processors as nodes, connect them with dedicated fast network, dedicated caches and memories, all, to achieve the utmost configuration for the system. In addition they provide a special operating-system, compilers, optimizers and so on, for its best utilization. The designers of a NoW system have no control on the design of the components themselves (they use off-the-shelf commodities), but they still have a lot of freedom in choosing the components and configuring them: they can (to some extent) choose the type of the workstations, configure them uniformly (RAM, disk-space, network devices), connect them with a fast uniform network and they also control the operating-system and software configuration of the nodes. In addition both supercomputers and NoWs have full control over the management of the nodes: which of them are operating, to what extent they are being used, etc.

The situation is quite different in a system that uses its resources from the Internet: There is no control over the type of the nodes, their configuration, operating-systems, network connection and management. The number of processors, their identity and network topology is not known in advance and changes over time. We divide these characteristics to several different issues (though some of them are closely related to one other):

Heterogeneity. The Internet exhibits a great deal of heterogeneity, both in the types of computers connected to it, their configuration (hardware and software), operating-systems and their connection to the network. Computers can range from simple network-computers (and in future even electronic devices) to supercomputers. Communication can range from modem connections to local LAN connections. 

Communication. The communication capabilities of the Internet are poor (relative to that of a NoW): low bandwidth, high latency, and low reliability.  

Scale. The number of computers connected to the Internet is huge; while NoWs and supercomputers range up to thousands of nodes, here we are talking about tens of millions potential computers. 

Security & Trust. Hosts on the Internet are managed by different owners and should be protected from each other. In addition they cannot be a-priory trusted for their results.

Motivation. Computer owners should be motivated for their co-operation in a computation. 

Control. The user of the system has no guaranteed control over the management of the nodes; this is unlike the case of a supercomputer, where one can claim 3 hours of 100% use of 64 300MHz-128MB-nodes and control all the processes running on them.

Topology. The number of nodes in the system and their topology is not known in advance and changes over time. Programs cannot relay on the topology of the network.

Geography. The Internet ranges over geographical (and cultural) distance; this has several consequences. Even if the network infrastructure will improve dramatically the latency of the network is restricted by the speed of light - a host in Jerusalem initiating a remote procedure call upon a computer in Nelson (New-Zealand) is bound to have a latency of at least 130 milliseconds. Time zones affect the load of the nodes on the Internet. Economy and culture affect the infrastructure of the network in different zones.

Judical & Political. Judical and political issues affect the use of the Internet: such consideration can restrict certain type of computations to a geographical portion of the network (see section 1.3.2). Different tax rules can pose problems regarding payment for computations.

Chapter 1  Requirements and Design Principles

We now observe the requirement of a programming paradigm intended for the goals of 2.1.1 and restricted by the platform characteristics of 2.1.2. We also include design principles, which we believe are important for a GLC paradigm. 

Mobile code. To solve the problem of platform heterogeneity, we have to use some form of a mobile code language. (The solution taking in PVM [26] (2.3.3) of compiling the code for all target platforms is not reasonable in the variety of platforms existing on the Internet).

Security. Our system has to assure the security of all its participants; no user could use it to harm another user.

Building our paradigm on top of the Java Programming Language, solves the above two requirements by providing a secure mobile code language.

Communication model. The low bandwidth and high latency of the network restrict the communication model we can choose for our paradigm. Both shared-memory and message-passing seems inappropriate; if we use message-passing, we must be aware that large or frequent messages cannot be supported as well as to the latency of a message. In addition with such a high level of concurrency, referring to a process can be cumbersome and locating it will have a big overhead. Shared-memory is even less plausible, large memory blocks cannot be handled and access to shared memory will have big latency. Accessing shared memory will involve synchronization between a huge number of threads. In addition the memory would either be centralized - which will make it a bottleneck, or distributed - which will make it depend on the unreliable connection of the hosts and increase its latency. We believe that the Internet infrastructure can give room only to loosely-coupled computations - concurrent computations which requires almost no communications. Our paradigm should support communication, but regard it as a heavy operation. 

Symmetry & Transparancy. In order to enable the generation of intensively concurrent programs, the paradigm should hide the great heterogeneity and complicated topology of the network. The computations should not depend on the relative speed of the processors, communication speeds, or location. To enforce this the paradigm will normally hide the identity, performances and location of the executing hosts. These restrictions can be eased in certain cases, but should be the starting point of the paradigm.

Anonymity. Our basic unit of computing should be unnamed; processes with definite locations and names are inappropriate for large-scale parallelism. Book-keeping of names and the reference to named units increases the overhead and adds complexity to the design of large computations.

Failure support. Communication failures between remote hosts are not rare. In addition hosts can disconnect the system at any moment. The paradigm should support such failures.

Trade. The paradigm should support the trading in computing resources.

Verification. Support in verifying results of computations carried out by remote hosts. 

Privacy. The paradigm should enable both the buyer and seller to hide their identity from each other. It should enable the design of computations that do not reveal any information to the sellers. 

Simplicity & Extendibility. The paradigm should be easy to use and learn. It should hide most technical details and intend to the abstraction of global computing. It should also be extendible, more complex requirements should be achieved by extending existing constructs.

Event driven. We feel that the event-driven programming model is more appropriate for large-scale distributed computing, than conventional programming. In addition it is more in the spirit of object-oriented programming.

Chapter 1 Suggested Paradigm

In this section we give a descriptive overview of the Basic Popcorn Paradigm. We suggest it as a base for a possibly richer paradigm for global computing. In the next chapter we describe some of our extension for the paradigm. The notations we use are taken from our implementation of the paradigm, which is given as an API for the Java Programming Language.

Chapter 1 Paradigm Overview  

The Computelet Mechanism
A Popcorn program achieves its parallelism by the concurrent execution of many sub-computations on remote processors (= sellers processors). The basic popcorn paradigm is concerned with the mechanism for initiating remote computations and collecting their results. 

The remote execution of a computation is done using the “computelet mechanism”. A computelet is an object that carries a computation intended for remote execution. In order to execute a computation remotely, the program constructs a computelet object that encloses that computation and initiate its transmission to a remote computer where its computation is executed. When the computation is completed, the main program is notified for its result (in a manner we discuss shortly).

The remote execution is done in an asynchronous manner - the program is not blocked by the sending of the computelet. In this way a single thread can initiate the concurrent remote execution of many computelets.

A simple popcorn application proceeds along a single main thread that keeps spawning computelets for remote execution. The program processes the results of these computelets as they return and conclude the overall result upon the return of all computelets. To illustrate this scheme, consider a program for computing the integral of a real function f(x) over the interval [a,b]. Figure 2 presents the pseudo-code for a typical popcorn implementation: We divide the interval [a,b] to (many) separate intervals and initiate the remote computation of the integral of f on each of these intervals. We keep track of the sum of the values reported for each interval, and update this sum whenever a new result arrives. When all the results arrived and processed this sum holds to the total integral.  

We emphasize that a computelet is a true object: it include both the code to be executed as well as the data that this code operates on. When a computelet is transmitted to a remote host the data for the computelet is send and if needed the code is sent as well.

The notion of a ComputationPacket
The distributed Popcorn program deals with a somewhat higher-level abstraction than the computelet; an object termed a “computation packet”.  The heart of a computation-packet is indeed the computelet that executes its main function.  However, the computation- packet encapsulates in addition all information regarding the local processing of this computelet: How it gets constructed, the price offered for it, how it is handled locally when the answer arrives, how it is verified, what if the remote computation fails somehow, etc. 


compute the integral of f(x) on [a,b] :


   sum = 0


   let a= x0< x1< x2< ... < xn=b


   for each [xi, xi+1] do (asychronously)



construct a Computelet C to compute the integral of f(x) on

         [xi, xi+1]


       send C to be executed remotely

      whenever a result r returns, do (synchronously)



sum = sum + r

      once all the results have returned and processed



report sum as the result of the computation

Figure 2 – Example of the Computelet mechanism
The complete mechanism for remote computation can now be explained fully: The program constructs a computation-packet containing all the required information regarding the computation (including the computelet that carries the computation, whose construction is implicit). It then initiates the remote execution, which causes the transmitting of the computelet and its remote execution. When the result of the computelet becomes available, the computation-packet is called to process this result. This is done through a predefined callback method of the computation-packet. If the result for the computelet had failed to return for some reason the computation-packet is notified for this through another callback method. The specification of other information regarding the computelet is done by setting different parameters of the computation-packet. 

Terminology. We often identify the computelet with the computation it carries; in this terminology we say, for example, ‘the computelet gets executed’. Another point is that we want to hide the mechanism of computelet in the semantics of the computation-packet; in this sense we say that the computation-packet goes to be executed remotely and return with the result, while actually only the computelet is transmitted and the computation-packet remains on the local machine.

Chapter 1  Technical Details

This section describes a specific implementation of the Popcorn paradigm - the Popcorn API. It is given as an API for the Java programming language and is intended for writing concurrent (buyer) programs for the Popcorn System described in 1.2. This API is intended as a low-level implementation of the paradigm and its ease-of-use is sometimes restricted by the syntax and semantics of Java; section 2.2.4 suggest a higher-level syntax for the Popcorn paradigm, but which may be less expressive than the Popcorn API. 

Defining a Computelet
A program can use many different types of remote computations; for each kind of computation used by the program, the programmer should build a suitable computation-packet and computelet classes.

class FindMaxComputelet implements popcorn.Computelet {

    int till,from;

    public FindMaxComputelet(int from, int till) {

        this.from=from;

        this.till=till;

    }

    public Object compute() {

        int maxarg=from;

        for (int i=from; i<=till; i++) 

            maxarg = (g(i)>g(maxarg)) ? i : maxarg;

        return new Integer(maxarg);

    }

    public int g(int x) {

        // .. the function we want to maximize

    }

}

Figure 3 - Writing a Computelet for the FindMax example

Building a computelet is done by defining a new class that implements the Computelet interface. This interface defines the single method compute(), which specify the computelets’ computation. When the computelet arrives at the remote host, its compute() method is executed there (by the seller program running on that host) and its return value is returned to the main program as the result of the computelet. The data for the computation of the computelet is specified in its constructor.

Figure 3 (above) presents an example for a computelet that finds a maxima point of an integral-domain function in a given sub-domain. The constructor of FindMaxComputelet defines the range of the search. The method compute() does the actual computation and returns its result as an Integer object. g() is the method that defines the function whose maximum we are seeking. 

We note here several points about computelets:

 To achieve high efficiency, computelets should be relatively heavy in terms of computation time. Currently, seconds of CPU-time per computelet are a minimum, and tens of seconds or more are more typical. It is wise to make the amount of work carried by a single computelet parameterize, as in the above example.

 Note that the use of static variables within compute() is erroneous and must be avoided. Changing the value of a static variable inside a computelet will have no effect on the value of that variable in the main program; the API specifications does not specify the result of such a change.

 Both the computelet object and its result are transmitted across the network. Therefore they must have a permanent form. The Popcorn API uses Java Object Serialization [27] to obtain this permanent form. As a result all reference-type instance-variables and the return type of compute() must implement the java.io.Serializable interface; frequently however, we can ignore this fact as most of Java build-in classes implement the Serializable interface.

 Current implementation require buyers to be responsible for defining a unique namespace for their classes by putting specifying a package for them.

Defining a ComputationPacket
Recall that for every type of remote computation, the programmer should design a computelet (that defines the computation) and a computation-packet (that encapsulate all information regarding the processing of the computelet). Building a new type of computation-packet is done by defining a new class, which extends the ComputationPacket. This class should include at least the specification of the computelet and the way its result is being handled; other information may be left to defaults  (which are bound to environmental settings).

Specifying the computelet of the computation-packet is done in the constructor of the computation-packet. All constructors of ComputationPacket expect a computelet as their first parameter
. Typically, the constructor of the computation-packet will accept parameters for defining the computation, it will construct a suitable computelet using these parameters and set it as the computelet of this packet by calling a constructor of the super-class. Determining the handling of the result of the computelet, is done by overriding the completed() method of ComputationPacket. This method is automatically called upon the return of the result of the computelet. 

Figure 4 present a skeleton of a computation-packet named FindMaxPacket for FindMaxComputelet of the previous example. The complete implementation is given later including the implementation of update().

Using ComputationPackets
Executing a computation remotely using a computation-packet, is done by constructing a computation-packet and invoking its go() method; the computation-packet will send its computelet to be executed on a remote host. The go() method  returns immediately, without waiting for the result of the computelet to return (this is important, as it enables us to send a lot of computelets to be executed concurrently). When the result for the computelet does return, the completed() method of the computation-packet is called with this result. 

class FindMaxPacket extends popcorn.ComputationPacket {

    int till,from;

    public FindMaxPacket(int from, int till) {

         super(new FindMaxComputelet(from,till));


 }

    public void completed(Object result) {


      update(((Integer)result).intValue());

    }

    static synchronized update(int candidate) {

         // .. updates the global result

    }

}

Figure 4 - A skeleton of a computation-packet implementation
A typical concurrent computation is carried along a single thread, which initiate the remote execution of many computation-packets; it then wait for them to handle their results as they return. In order to report (or process) the overall result (and maybe start another concurrent computation) the thread should be suspended until the return and process of all of the results. To denote which segments in our program constitute a single computation, we mark the end of each computation with a “synchronization point”. This is done with a call to AsycronousComputation.synchronizationPoint().  

Below is the complete implementation of the FindMax example. The main computation is implemented in the main() method of FindMaxPacket. In this case the synchronization point can be denoted simply with a call to synchronizationPoint().

Handling Failures

Sometimes the remote execution of a computation-packet may fail; this can happen for one of two reasons: 1. The compute() method of the computelet had thrown an exception or 2. A system failure occurred (network failure, the seller executing the computelet disconnects abruptly, the computelet had starved in the market because the price offered for it was too low, or any other reason). 

If the system determines that the remote execution had failed (and the result will not return), the failed() method of the corresponding computation-packet will be called with an exception parameter indicating the reason of the failure. In case where the failure was due to an exception thrown by compute(), the exception passed to failed() will be of type RemoteException and contain the original exception. 

Handling failures is done by overriding the method failed(). A typical implementation will be to restart the remote execution again by invoking go() within the code of failed(); this however is the default implementation of  failed() (in ComputationPacket) and thus can be omitted. Sometimes we want to ignore the failure and discard the computation, this is done with an empty implementation of failed(). Other ways of handling failures are possible.

Like failed(), the completed() method can also re-initiate the computation of the computation-packet (possibly after changing internal parameters), by invoking go(). 

import popcorn.*;

public class FindMaxPacket extends 

             ComputationPacket {

    static int maxarg;

    public static void main(String[] args) {

       maxarg=0;

       for (int a=0; a<1000000; a+=1000)

          new FindMaxPacket(a,a+999).go();

       synchronizationPoint();

       System.out.println(maxarg);

    }

    public void completed(Object result) {

       update(((Integer)result).intValue());

    }

    static synchronized void update(int candidate) {

       maxarg = (FindMaxComputelet.g(candidate) >

                 FindMaxComputelet.g(maxarg)) ?

                candidate : maxarg;

    }

}

class FindMaxComputelet implements Computelet {

   private int from, till;

   public FindMaxComputelet(int from, int till) {

      this.from=from;

      this.till=till;

   }

   public Object compute() {

      int maxarg=from;

      for (int x=from; x<=till; x++)

         maxarg = (g(x)>g(maxarg)) ?

                  x : maxarg;

      return new Integer(maxarg);

   }

   // the function we want to maximize

   public static int g(int x) {

      // ... 

   }

}

Figure 5 - A complete Popcorn program for finding the maximum of a given function.
Parameter Settings

General information about the computation-packet: pricing, way of distribution, verification and other, is specified by setting internal parameters of the computation-packet. For example setting the contract (between the buyer and the market) for this packet is done by calling setContract() with a suitable Contract object. 

Summery

We summarize the mechanism of computelet and computation-packet: The programmer builds a computelet to define a specific computation. In addition he defines a computation-packet that encapsulates this computelet. He overrides its completed() and failed() methods to define the handling of the result and failure of the remote execution. Whenever he wants to execute a computation remotely, he constructs a new computation-packet and invokes its go() method. At the end of the block that constitutes the overall concurrent computation the programmer adds a synchronizationPoint(). Detailed information about the Popcorn API can be found in the ‘The Popcorn Tutorial’ [28]. 

Chapter 1 Paradigm Specifications

This section gives a more precise discussion of the computation-packet mechanism, by examining the life cycle of a computation-packet. We use the Popcorn API (described in the previous section) for the specification.

A computation-packet exhibits a life cycle of 4 states: INITIALIZED, EXECUTING, INTERMEDIATE and DONE. At any given moment the computation-packet is found in one these states. Figure 6 sketches the life cycle of a computation-packet.
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Figure 6 - The life cycle of a computation-packet.

When it is first constructed a computation-packet dwell in the INITIALIZED state. In this state the computation-packet is already assigned a computelet object that defines its computation, but the computation is not executing yet. The computation-packet is ready for remote execution. Invoking the go() method on the computation-packet transfers it to the EXECUTING state, and its computelet is sent for remote execution. When the result of the computelet returns or it is notified for the failure of the computelet, the computation-packet goes to the INTERMEDIATE state, and its completed() or alternatively failed() method is called. From the INTERMEDIATE state the computation-packet can either conclude its task or resent its computelet for another remote execution. Concluding its task, moves the computation-packet to the DONE state, and is done automatically with the normal return of completed() or failed(). Re-sending the computelet moves the computation-packet back to the EXECUTING state, and is done by invoking go() from inside completed() or failed(). The DONE state is a final one, the computation-packet cannot move from it to any of the other states. 

Trying to invoke go() on a computation-packet which is in the DONE or EXECUTING  state, will throw an IllegalComputationStateException. In any case go() will not send another computelet, if a copy of the computelet is already executed somewhere (section 3.3.6 gives an extension of the paradigm in which more than one copy the computelet can be send concurrently. However, the extension does not change the specifications stated here). 

Upon the return of the result of the computelet, it is transferred to the computation-packet. The result is given as an argument of completed() and can also be accessed by calling the getResult() method. The result is transferred to the packet after it had moved to the INTERMEDIATE state, but before the call to completed(). It is available from the moment of the last call to completed() and before the next call to go(); a call to getResult() outside this time-span will result in a ResultNotAvaliableException. 

The methods completed() and failed() are executed by system threads. No specification is given regarding the identity of these threads; consequent calls (or calls for different packets) can be done through the same thread or through different threads. It is recommended that the body of completed() and failed() will be relatively short in terms of execution time; otherwise it may reduce the quality of the system function.

As mentioned earlier, a call to go() on a computation-packet will not block the invoking thread. However, if the spawning rate of new packets becomes too high for the distribution mechanism to handle, it can slow it down by suspending the calls of go().

When a thread of control reaches a synchronization-point, the thread is suspended until all the computation-packets it had created since the processing of the previous synchronization-point, have reached the DONE state (some of the packets may have reached this state long ago and already collected by the garbage collector, the important point is that they have reached this state at some point). Invoking the drop() method on a computation-packet, will cause the computation-packet to move directly to the DONE state. In this case it is guaranteed that neither completed() nor failed() will be called and the result for the computation-packet will not be available. 

In general mixing the concurrency provided by computation-packets with that of Java’s threads is a bad style. Such use will arise race conditions, which are likely to end up with an IllegalComputationStateException. Use of threads is encouraged however, inside computelets, as it can exploit seller JVM’s indented for parallel computing. 

Chapter 1  Higher-Level Syntax

The Popcorn API gives an implementation for the Popcorn paradigm in plain Java. This has the advantages of quick implementation, expressive API and easy introduction to the programmer. On the other hand, because it must adhere to the syntax of Java, some of the code seems redundant. This section introduces a higher-level syntax for Popcorn given as an extension for Java. We call it ‘Butter’ “.. because it makes the popcorn much more fun”. Conversion from Butter to the Popcorn API can be done automatically with a suitable translator, but we haven’t implemented such a converter yet.

Remote execution in Butter is defined using “remote-methods”. A remote method is a method whose body is executed remotely in an asynchronous manner. Remote methods are denoted with the special modifier remote. In addition the body of the method is followed by a success-block and zero or more failure-blocks. Figure 7 shows a skeleton of a remote method definition.

A call to a remote method will initiate the execution of its body remotely, while the control flows immediately to the next instruction. When the execution of the body completes, the success-block of the method is executed with the result returned by the body. If the remote execution had failed the suitable failure-block of the remote-method will be executed. 

    remote void <name>(<argument-list>) {

        // code for remote execution

        return <result>;

    } on success(<type> result) {

        // code for result handling

    } on failure(RemoteException reason) {

        // code for failure handling

    }

Figure 7- A skeleton of a remote-method definition.

Remote-methods must be called from within a concurrent-statement. A concurrent-statement can be any statement (in particular a block-statement) prefixed by the special keyword concurrent. The semantics of a concurrent statement is that all calls to remote methods within it constitute a single concurrent computation. 

The FindMax example from section 2.2 shrinks in Butter to the following code (Figure 8). 

    class FindMaxExample {

        static int maxarg;

        public static void main(String[] args) {

            maxarg = 0;

            concurrent for (int a=0; a<1000000; a+=1000) 

                findMax(a,a+999);

            System.out.println(maxarg);

        }

        remote void findMax(int from, int till) {

            int maxarg=from;

            for (int x=from; x<=till; x++)

                maxarg = (g(x)>g(maxarg)) ? x : maxarg;

            return maxarg;

        } on success(int candidate) {

            update(candidate);

        }

        static synchronized void update(int candidate) {

            maxarg = (g(candidate)>g(maxarg)) ? 

                     candidate : maxarg;

        }

        static int g(int x) {

            // ...

        }

    }

Figure 8- Implementation of FindMax example in Butter.

Chapter 1 Comparison with Related Works

In this section we overview several related programming paradigms and compare them with Popcorn.

Chapter 1 RPC

Remote Procedure Calls (RPC) [29] is a paradigm that provides high-level communication between applications in a distributed environment. Remote Method Invocation (RMI) [30] is an Object Oriented variant of RPC designed for the Java Programming Language [6]. RPC is primary intended as a simple and elegant paradigm for communication and not as a paradigm for concurrent programming. We overview RPC and RMI because their relation to the Computelet mechanism which underlines our paradigm. In part, this section summarize a paper by Birrell and Nelson [29].

Procedure calls are used to transfer control and data within a program running on a single computer. The idea of RPC, is to extend the mechanism of procedure calls, to transfer control and data between programs running on computers that share a common network. When a remote procedure is invoked, the calling environment is suspended, the parameters are passed across the network to the remote environment, where the desired procedure is executed. When the execution completes and produce results, the results are passed back to the calling environment, where execution resumes as if returning from a simple procedure call. 

A classical implementation for RPC is based on the concept of stubs. A remote procedure call involves 5 components: user, user-stub, RPCRuntime, server-stub and server. The user, user-stub and a RPCRuntime instance execute on the caller machine and the server-stub, server and another RPCRuntime instance execute on the calle machine. When the user makes a remote call, it actually makes a regular call, which invokes a corresponding call on the user-stub. The user-stub arranges the request into packets and asks the RPCRuntime to transmit them to the specified calle environment. The RPCRuntime of the calle environment receive the packets and pass them to the server-stub. The server-stub unpacks the request and makes a corresponding regular call on the server. Meanwhile, the calling process in the caller machine is suspended. When the call in the server completes, it returns to the server-stub and the results are passed back to the suspended process in the caller machine through the RPCRuntimes and user-stub. 

A notable feature of the above implementation is that the user-stub and server-stub can be generated automatically given the user and server code (which are very simple). Therefore RPC gives a high-level interface for programming in a distributed environment, hiding all details of the actual communication. 

RMI (Remote Method Invocation) [30] is an object-oriented variant of RPC for the Java language. Syntactically, Popcorn’s computelet mechanism is very similar to RMI. However several differences are obvious: 

 In RMI the remote processor provides the code for the method invocation (the “service”); a computelet contains the code to be executed remotely.

 In RMI, the identity of the processor executing the code (i.e. providing the service) is known to the caller program. Computelets, on the other hand, are not at all aware of the location in which they execute.

 In RMI the data is communicated as arguments; in computelets, its is part of the computelet object itself.

 RMI is usually synchronous while a computelet return is asynchronous. This eliminates any need for explicit use of any other types of concurrency. 
Chapter 1  Shared-Memory, Message-Passing and MPI

Shared-memory and message-passing [31] are two common paradigms for processor interaction in a distributed computing environment. In shared-memory the program take the form of a collection of processes accessing a central pool of shared variables. Process should synchronize their access to shared memory variables in order to prevent their corruption. Shared-memory is not suitable for a large scale distributed environment, and Popcorn is not related to it. 

In message-passing the program also consist of a collection of processes, but each process has its own private local memory and processes cannot share variables. Process interacts by sending messages to each other. In Popcorn too, each computelet (the unit of parallelism) access its own local memory. Usually computelets do not interact at all, and the only interaction between the processors is the sending of computelets and results. If the computelets must interact, a certain form of message-passing will be used. However, in contrast with message-passing, Popcorn is very restrictive with regard to the identity of the computelets with whom a given computelet can interact. More information about computelets interaction is given in section 3.4. A principle difference between message-passing and Popcorn is that in message-passing every process has a specified name and location, Popcorn’s computelets on the other hand are nameless and their location is hidden from the programmer.

MPI (Message Passing Interface) [32], is a common standard for message-passing. The idea for developing this standard was that it can then be exploited by designers of supercomputers, development of portable parallel programs and serve as a basis for higher level development tools.

Chapter 1 PVM

PVM (Parallel Virtual Machine) [26], is a framework for writing parallel programs intended for execution on a collection of heterogeneous computers connected by a network. PVM let us view such a collection of computers as a single parallel virtual machine. The programming interface of PVM is given as a set of libraries; current implementation support C, C++ and FORTRAN, which are the most common languages for HPC. PVM is ported to a wide range of computing platforms. 

In PVM, the programmer writes his application as a collection of cooperating tasks. PVM’s libraries has routines for:

 initiation and termination of tasks across the network

 communication and synchronization between tasks

 dynamic configuration of the virtual machine

 getting information about tasks and hosts

 grouping tasks

PVM use message-passing for communication between tasks.

Both Popcorn and PVM are intended for concurrent computing in an environment of heterogeneous networked computers. However PVM is designed for smaller, faster, single-owner networks. Many differences between PVM and Popcorn exist:

 Startup. In PVM, the user himself set-up the virtual machine (manually); he compiles, link and distribute his program to every platform of the virtual machine. In Popcorn, the system is given and is transparent to the user; the user may only choose the markets he is working with. The user compiles his program once (into Java bytecode) and the distribution is done automatically.

 Computing model. The variety of applications suitable for PVM is much richer than that of Popcorn. Popcorn mostly supports a subset of applications known as tree-computations. 

 Control. PVM tasks have arbitrary control of the system; at any given point, any task may start, stop, communicate or synchronize with any other tasks. It can also add or delete hosts from the virtual machine. Popcorn computelets are independent of each other and has no control of the system. When computelets do communicate they do it in a very restricted manner.

 Orientation. PVM is process-based; every task has a specified name (TID) and location, tasks can address and get information about each other using these specifications. Popcorn computelets are anonymous and their location is hidden from the user. In PVM a user can start a new task on a specific host or on an arbitrary system-chosen host. In Popcorn the system invariantly choose the target host for a new computelet. 

 Abstraction. The interface given by Popcorn is somewhat higher-level than that of PVM. For example, sending a message in PVM takes 3 steps, versus a single method call in Popcorn.   

Chapter 1  Software Agents

Software-Agents [33] are program components which exhibit a certain degree of autonomy, they can travel from one computing environment to another and communicate with other agents and programs. A Popcorn computelet may be considered as a very restricted type of software agent: like an agent it originates at one computer, travels the net with code and data, and executes at another. Unlike a general agent, a computelet cannot travel further, has a limited lifetime, is unaware of its location and cannot communicate freely. 

Software agents can be used for concurrent-computing, however we believe that the semantic of agents is too heavy for this purpose.
Chapter 1  Linda 
Linda [20] is a concurrent programming model, which gives an alternative to shared-memory and message-passing. Linda provides a high-level of abstraction for concurrent programming through the concept of a tuple-space: A tuple is a series of typed fields, tuples exists in a tuple-space accessible and manageable by all processes. Both process creation and communication is done using the tuple-space; in order to communicate the sender process adds a tuple to the tuple-space and the receiver process removes the tuple from the tuple-space. However the sender do not specify to whom the tuple is intended to and many processes can read the tuple, reading a tuple is done by specifying a template for matching a tuple. In order to create a new process, a process adds a live-tuple to the tuple space, the live tuple carries out some specified computation on its own (which is done asynchronously with the creating process), and then turn into an ordinary data tuple. 

Popcorn’s computelets are related to Linda’s live-tuples; like a live-tuple a computelet carries a single-phase computation, which yields a single result and is executed on an arbitrary unknown location. On the other hand, the result of the computelet returns to the originating thread unlike a live-tuple whose resulting data-tuple is added to the tuple-space.

While the Popcorn paradigm cannot be unified with Linda, it can be interesting to implement a (maybe restricted) version of Linda for the Popcorn System. In such implementation the market (or a collection of collaborating markets) can manage the tuple-space. Linda may be modified to include tuples that are visible to all buyers and ones that are restricted to a specific execution of a buyer program.

Paradigm Extensions

This chapter discusses several extensions to the Basic Popcorn Paradigm, presented in chapter 2.

Chapter 1 Modularity (CompoundComputations)
In this section we attempt to give a more modular form for writing concurrent computations in Popcorn, by providing a construct we call a “compound computation”. The section is organized as follows: Section 3.1.1 gives the motivation behind compound-computations (hereafter CC). Section 3.1.2 overviews the CC mechanism. Section 3.1.3 describes how to use CompoundComputations when writing Popcorn programs with our package for Popcorn developers. Finally, section 3.1.4 give the precise specification of CC. 

Chapter 1 Motivation
Our examples from chapter 2 followed a simple pattern: The main program produced many computation-packets and initiated their remote computation. Whenever a result of a computation-packet returned, the packet updated a global variable. When all the packets were send, the program entered a synchronization-point where it waited for all the results to return. This scheme may be sufficient for simple applications (see for example [34]). However, it has some major drawbacks:

1. It is not modular. The highest level of the program handle the results of remote computations. If we want to write a program that does the same computation, but use it in a different manner, we would have to redesign the program. We don’t have an easy way to build concurrent computations on top of each other.

2. In order to execute several different concurrent computations together, we have to initiate several threads and execute each computation on a different thread. The main drawback in doing so is that we mix two different scheme of concurrent programming in the same program. Things get much worse, when we need another level of concurrency.

3. The programmer doesn’t have a consistent way of handling results of remote computations.

To solve these problems, we need to a way of encapsulating a concurrent computation in a single program construct.

Chapter 1 Compound-Computations
A computation-packet encapsulates a single computation that is executed remotely on a single host. If we have a computation that can be broken into several, rather independent, sub-computations, we may want that each sub-computation will be executed on a different remote host. We encapsulate such a computation in a “compound-computation”.

The body of a compound-computation (hereafter CC) consists of method that defines the computation. Typically, this method will construct many computation-packets and initiate their remote execution. These computation-packets reflect to the sub-computations of our computation. When a result of a computation-packet returns, the computation-packet can report it to the CC, which will handle the result. When all the results were handled, the CC can report the result of the whole computation to the main program.

Like with computation-packets, we execute a CC by constructing a new CC object, which encapsulates the computation, and initiate its execution. The body of the CC will be processed, initiating the remote execution of many computation-packets. The main program is not blocked by the execution of the CC and the CC and all its computation-packets are done asynchronously. When the CC is completed it can reports this to the main program like we did before with computation-packets. As CCs are carried out in an asynchronous manner, we can have as many levels of concurrency as we like by defining a CC whose body initiates other CCs. 

We illustrate the compound-computation mechanism with an example. Consider the problem of finding a parameterized function whose integral over a given interval is minimal
. We can get an approximated solution as follows: we generating a large number of candidate functions, compute the integral of each function and keep trace of the function whose integral is minimal. If the computation of each integral is a hard problem in itself we can divide the interval into several intervals and compute the integral of each interval separately. Below is a pseudo-code for this solution.

Chapter 1 Technical Details
This section describes compound-computations as they are given in the Popcorn API. It is intended for developers who wish to write popcorn programs. It also explains the idea of compound-computations in further depth.

Defining a CompoundComputation
To define a new type of compound-computation, the user creates a new class, which extends CompoundComputation. The body of the compound-computation is defined by overriding its execute() method, this usually involves the initiation of computation-packets and/or other compound-computations. In addition the user defines a constructor, which specify the data for the computation.

CompoundComputation LagradientComputation {


input: a family of funtions { fi }, and an interval [a,b]


output:  fi , such that the integral of fi over [a,b] 

         is minimal


best-function = f0


best-value = the integral of f0 over [a,b]

for every candidate function fi do (concurrently):


construct an IntegralComputation Ci 



for computing the integral of fi over [a,b]


initiate the asynchronous execution of Ci


Whenever a result vi  for fi  is reported by Ci :



update best-function and best-value accordingly


When the execution of all Cis is completed :



conclude best-function

}

CompoundComputation IntegralComputation {


input: a function f, an interval [a,b]


output: the integral of f over [a,b]


sum = 0


devide [a,b] into intervals {[ai,bi]}


for each [ai,bi] :



construct an IntegratePacket Pi



for computating the integral of f over [ai,bi]



initiate the execution of Pi


Whenever a result  si is reported by Pi



sum = sum + si

When the execution of all Pi’s is completed :




report the result sum


}

Figure 9 - An example of a compound-computation

Both CompoundComputation (CC) and ComputationPacket (CP) are derived from AsychronousComputation (AC). The ACs initiated from within a CC are called child-computation. An AC can report its result to its parent-computation by invoking its reportResult() method; this will invoke the processResult() method of the parent-computation. The programmer can override the processResult() method in order to handle the result of the child-computations. When all the child-computations of a CC are done, the completed() method of the CC is called. The programmer will override this method to handle the completion of the computation. 

Using CompoundComputations   

Executing a CC is done by constructing a new CC and invoking its go() method. The execute() method of the CC will be processed asynchronously, while go() returns immediately
. As with computation-packets, the end of the segment in the main-program which constitute a single concurrent computation should be marked with AsychronousComputation.synchronizationPoint(). 

Below is an example of a complete Popcorn program that uses compound-computations. The program in the example tries to find a 20x20 magic square filled with the numbers 1..400.

import popcorn.*;

import popcorn.util.math.*;

import java.util.Enumeration;

public class MagicSquareComputation extends CompoundComputation {


 int size; // the size of the square (size x size)


 public static void main(String[] args) {


    CompoundComputation computation = 



new MagicSquareComputation(20);


    computation.go();


    synchronizationPoint();


    try {



int[][] square = (int[][]) computation.getResult();



printSquare(square);


    } catch (ResultNotAvaliableException e) {



System.out.println(“No magic square was found”);


    }


 }


 public MagicSquareComputation(int size) {


    this.size=size;


 }


 public void execute() {


    Enumeration permutaions = 

         Permutation.allPermutations(size*size);


    while (permutations.hasMoreElements()) {


  
 Permutation p = (Permutation)permutations.nextElement();



    new MagicSquarePacket(size,p,this).go();


    }


 }


 public void processResult(Object result) {


    reportResult(result);


    drop();


 }


 public void completed() {


 }


 public void printSquare(int[][] square) {

         // prints the square 


 }

}

class MagicSquarePacket extends ComputationPacket {


  Permutation permutation;


  public MagicSquarePacket(int size, Permutation permutation, 



CompoundComputation parent) {



super(new MagicSquareComputelet(size,permutation),parent);



this.permutation=permutation;


  }


  public void completed() {



if (((Boolean)getResult()).booleanValue())




reportResult(permutation);


  }

}

class MagicSquareComputelet implements Computelet {


  int size;


  Permutation permutation;


  public MagicSquareComputelet(int size, Permutation permutation) {



this.size=size;



this.permutation=permutation;


  }


  public Object compute() {



// build the square



int[][] square = new int[size][size];



for (int i=1; i<=size*size; i++)




square[(i-1)/size][ (i-1)%size]=permutation.map(i);



// check if it is a magic one

        // hold the result in ‘isMagic’

        return new Boolean(isMagic);

   }

}

Chapter 1 Specification (The Life-Cycle of a CompoundComputation)
To get a more precise specification of the mechanism of compound-computations we extend the discussion given in section 2.2.3 for ACs and CCs in particular.

An asynchronous-computation has a life-cycle of 4 states: INITIALIZED, EXECUTING, INTERMEDIATE and DONE. In any given time the computation is found in one these definite states. When it is first constructed the AC is found in the INITIALIZED state. In this state the AC’s computation is well defined, but is not executed as yet. Upon invoking its go() method the AC moves to the EXECUTING state, and its execution is initiated. The go() method returns immediately, while the execution of the AC is carried out asynchronously with a different thread. If the AC is a CP, its execution involves the sending of a computelet for remote execution, as explained in section 2.2.3. We now focus on the case where the AC is a CC. The execution of the CC is done by processing its execute() method. The execute() method of the CC usually produce many child ACs and initiate their execution. The exit point execute(), is a synchronization-point (it signifies that the computation of execute() is completed, when all the ACs initiated by it are DONE). 

When a child AC becomes DONE, the CC is notified for this. When all the child ACs of the CC becomes DONE, the CC moves to the INTERMEDIATE state and its completed() method is called. From this state the CC can either conclude the computation with a normal return from completed() (in this case it becomes DONE), or resume the computation by the initiation of further ACs or by invoking go() again (possibly after changing some initial settings). 

A child AC can report the result of its computation to its parent CC by invoking its reportResult() method. This will invoke the processResult() method with the result object given to reportResult(), but the call will be done by another thread in an event-like manner. The result passed to reportResult() will also be stored in the AC and be available through getResult().    

A CC can move directly to the INTERMEDIATE state, without the completion of all its child ACs, by invoking the drop() method. In this case it is guaranteed that the completed() (and failed() in case of CP) will not be called on any of the child ACs of the CC.
Chapter 1 Hierarchical Computations

The main issue of this section is the extension of the Popcorn-API to include the possibility of “hierarchical computations”; that is, letting a computation expand remotely. Consider for example a concurrent chess program written in popcorn; for each move the program will generate many game positions and evaluate them remotely using suitable computation-packets. As the generation of the different game positions is a time-consuming process in itself, the program will be able to gain only few extra levels in the minmax tree in this way. Naturally, we would like to be able to write concurrent computelets that like the main program, generate further game positions and evaluate them remotely. We call such a computation a ‘hierarchical ’ one.

At first sight, it seems that no extension of popcorn is needed whatsoever: we can design a computation-packet whose computelet initiates further similar computation-packets and so forth. The sellers will also act as buyers and the expansion will follow easily. Alas, we soon run into several problems: who pays for the computelets sent by the original computelet? The connection periods of sellers are often short and they may disconnect by the time the results arrive. How can we verify the computation-packets initiated on a seller machine? 

We approach the problem in several steps. First we define the concept of ExecutionContext to enable a different behavior of computation-packets on seller machines. We define LongTermComputelets, which can solve the problem of the short connection time of sellers and then we implement hierarchical computations on top of these two mechanisms.

The API described in this section is given as a suggestion for extension and is not implemented in the current version of the Popcorn API.

Chapter 1 ExecutionContext

Every thread of control in a popcorn program (weather is part of a computelet, or a main program) lives in a certain “execution-context”. The execution-context reflects to the environment in which this thread is executing in; in this sense it is like the Runtime of a Java program. The execution-context is encapsulated within an ExecutionContext object, which can be referred to by Popcorn.getExecutionContext().

As part of its information, the execution-context holds the parameters that define the program as a CPU-time buyer. It knows how to identify the program in-front of a given market (login & password), the default contract it uses when sending a computelet, its default distribution-scheme and the verification-scheme it should use. When a popcorn code wants to send a computelet for remote execution, it must use its current execution-context; This can be done implicitly, with no indication for it in the code, however some of the parameters needed for the distribution cannot be stated through the code but require the execution-context. 

Suppose a computelet running on a seller machine wants to send a computelet of its own for remote execution. Of course we don’t want to charge the seller account for the cost of the execution of the secondary computelet (unless he his compensated for this later). We also don’t want the account information of the buyer to be received by the seller, or letting the seller determine the contract to which the secondary computelet will be subjected. In addition, we would like to prevent the main computelet from specifying directly the details of the account to be billed; otherwise, consider the possibility that a buyer has external information about the details of a third popcorn account. He can then design computelets that will use this information for mass expansion, letting him steal considerable amount money before it is noticed. 

Instead, we restrict computelets to distribute further computelets through a Distributor provided to them by the execution-context. This distributor uses the ID of the major computelet to specify to the market the origin of the secondary computelets. In order to prevent the major computelet bypass this mechanism, we use a security model, which imitates the “sandbox-model” of Java (as described below)
. 

When an execution-context is constructed it is assigned a PopcornSecurityManager (PSM) object (Note, that for sellers, this takes place before the arrival of any computelets). Any operation taken by a popcorn code, which can be considered as a security threat, must get the approval of the PSM (this can be the construction of a Distributor or an ExecutionContext assignment of a different PSM, and like). This is done by planting an approval request from the PSM, in all the relevant classes of popcorn (for example, in the constructors of the abstract class Distributor). If the PSM doesn’t approve the operation it will throw a SecurityException much like a regular SecurityManager. Unlike a regular SecurityManager, the PSM doesn’t have access to the runtime-stack of the calling thread
. To overcome this, the PSM looks at the ThreadGroup of the given thread and we design the ExecutionContext to generate a new ThreadGroup for each computelet. 

The above mechanism doesn’t account for the following forgery attempt of a misbehaved seller: a seller hosting a computelet, can use the ID of this computelet for distributing a computelet of its own while debiting the original owner of the computelet. To overcome this, we let the buyer define in the contract for the computelet, if it is allowed to expand remotely (or limit its expansion). In addition the buyer receives information about the expansion of his computelets and can complain to the market if he suspects the remote behavior of a computelet of his. The market can then test the computelet locally (with a DistributionSimulatorExecutionContext) and give the seller a considerable penalty if he was found cheating. 

Chapter 1  Long-Term Computelets
Sometimes we want to carry out remotely, computations whose execution time is very long. For some computations we may even want to send a computelet to be executed for as much as long as it can, and return with the best result it had found. 

Sellers on the other hand, may not be interested in executing computelets whose execution time is too long: naturally, a seller will not be credited for a computelet whose execution he had stopped abruptly. As the seller has no way of knowing weather the computelet just need more time or is stuck in an endless loop (the halting problem), he is risking himself of wasting all of his connection time, on a computelet which he wouldn’t be credited for. 

Note, that if the seller connection was permanent, he could have used a scheme, which is common in some multitasking operating-systems - he would execute several computelets in parallel, and decrease the priority for time-consuming computelets. In this way he would not be ensured for infinite computelets, but his major effort will be credited.

In order to resolve this unfair situation toward the sellers, and enable them to connect for a limited amount time without being punished for dropping endless computelets, we adopt a time-limit mechanism. The buyer should state a time-limit for his computelets (to avoid platform dependency, the limit should be termed in JOPs rather than seconds). It is agreed that a seller can drop a computelet whose execution exceeds this period and be credited for his work. (In case of a buyer complaint, this can be checked by the market). This doesn’t mean that the buyer must forecast the execution time of all of his computelets; He should only be aware that if their execution time is too long, they will fail and he will be debit for them.

What if a buyer still wants to execute a long-term computelet? If for example he wants to send a computelet which expends remotely, that computelet should wait for the results of all his child computelets (which can in turn, be expendable themselves); the execution of such computelets are bound to be prolonged. We try to solve this problem defining “long-term computelets”.

Unlike a regular computelet, a long-term computelet is not bound to the execution time donated by a single seller, but can be executed across several sellers, each contributing to its partial execution. The computelet is first transmitted to a certain seller and gets executed there. When the seller wishes to abandon the execution of the computelet, he can ‘freeze’ it and return it to the market. The seller is credited for the partial execution of the computelet, and the computelet is send to another seller to resume its execution. Alternatively, the computelet can conclude its execution when it is stopped, and report the best partial result it had found.

In order to specify that a computelet is a long-term computelet. The computelet should implement the LongTermComputelet interface. The interface defines two methods start() and stop() (Which remind the equivalent methods of Applets). start() is called (by the SellerEngine) when the computelet arrives at a seller and before its execution begins (i.e. before its compute() method is called). If the execution of compute() terminates (normally or by throwing an exception) it is treated as a regular computelet. If however, the seller wants to stop the execution of the computelet, it stops the thread executing compute() and calls stop(). The seller return to the market the (serialized instance of the) computelet instead of a result. If the computelet wishes to conclude its execution and return a result, it can do this, through the reportResult() method of the execution-context.

Chapter 1  Hierarchical  Computations
We can now attend the problem of Hierarchical  computations. The code for a concurrent remote computation, initiated from within a computelet, is identical to a similar computation initiated from a main popcorn program. The only restrictions are that a computelet, cannot define the distributor that will be used to distribute its child computelets, or the contracts these computelets will be subjected to (this is enforced by the PSM). Instead, it must use the default distributor (which will be automatically assigned to it) and the computelets are bound to the same contract as the major computelet (the contract can still have different specifications for computelets of different levels). Usually, the computelet (and sometimes it secondary computelets) will be implemented as a long-term computelet.

When the seller distributor, sends a computelet to the market, it specifies the Id of its origin-computelet. Like with regular computelets, the market records the computelet origin according to the computelet Id, only here the origin is a computelet-Id rather than a buyer-Id. When the result returns to the market, the market checks the origin-computelet Id and retrieves the seller who is currently executing it (the origin computelet may have changed its place since this computelet was sent). The payment is done separately for each result according to the common contract of the computelets.

A further complication arise if a seller is designed to work simultaneously with more than a single market (this can be done with a non-applet seller), or if the market is itself distributed. In this case the Id of the computelet should include also an indication of the market, but in a way that will be impossible for the sellers to generate. 

As for the problem of verification within a remote computelet, we would normally exclude any such verification. Instead, we will verify the result of the major computelet as a whole. In any case we don’t want to give a seller the possibility of making complaints at the market on our behalf – this too, is assured by the fact that we do not supply the seller information about the buyer distributing the secondary computelets. 

The issue of hierarchical computations seems related to that of compound-computations; another approach towards hierarchical computations, can be to try and unify these two concepts. We encourage attempts for such unification.

Chapter 1 Correctness and Verification
Chapter 1  The Problem

The need to verify the result of a computer program is not special to global-computing; a result can be incorrect either because of a flaw in the implementation or because of a system failure. When we execute a computation in a global-computing environment however, the problem of correctness gets an additional aspect: as we have no control (or notion) over the computers that carry out our computations, we have much less confidence in their results. Some of the computers can even be malicious, and deliberately try to mislead our computations. 

This can be sound very discouraging at first, but when examined further, we find that usually it doesn’t really pauses a great difficulty. We first note that we can expect that the overwhelming majority of the results will be correct. This is due to the following reasons:

 Most people are decent and would not try to deceive us. This assumption is the base for many commerce systems and is valid also here. Moreover, the motivation for deceiving here, is usually small.

 Recall, that a regular seller, connect to the system by loading a seller-applet from the market; this seller-applet is the one responsible for executing buyer’s computelets. In this case the seller-applet will always return correct results, unless the seller rewrites the browser in a way that will change the applet behavior (this is not very likely).

 A seller cannot gain information about the identity of a buyer whose computation it is executing. This means that his intention of damaging a specific buyer cannot be met.

 The market can work towards the elimination of ‘bad’ sellers by punishing them or excluding them from the system whenever they are caught.

Despite this, misbehaved sellers are possible in our system. This is partly because of the fact that we accept (and even encourage), non-applet sellers to connect to the market. The protocol for communication between the market and sellers is an open one, and one can write his own version of a seller program and use it to connect to the popcorn system. In this case the seller can return an arbitrary result in return for a computelet. The reason for allowing non-applet sellers, is that they can have several advantages over applet-sellers (auto-connection in idle hours, modified security model, more efficient JVMs, and others). 

Even when we do receive incorrect results, we can still apply several verification schemes to avoid them from affecting the correctness of our overall computation. These schemes are the subject of this chapter. 

A related issue, is the verification of the cost of our computations. As mentioned in section 1.2.3, one of our paying schemes is based on a benchmark that runs on the seller machine and determines the amount of work contributed by this seller. A non-applet seller can recognize this benchmark and make it report higher numbers. We do not address the problem of cost verification in this work. However we do note that some of the verification schemes described here are also valuable for cost verification. In addition the market can recognize non-applet sellers and restrict them to the other payment schemes.

Chapter 1 Possible Solutions
There are several different solutions to the problem of verifying computelets. Some of the solutions are applicable to all kind of computations (and may be automated). Other work only for specific types of computations. We list below several verification schemes, some of them will be discussed in further depth in the following sections.

Avoiding Verification

We believe that many of the computations that are suitable for GLC, can be designed in a way that will make them robust in regard of local incorrect results (3.3.3). This solution rely on the assumption that the predominant number of results will be correct.

Contrasting Results from Multiple Copies

A general technique for verifying the result of a computelet is to send several copies of the computelet for remote execution. Assuming the results for the different copies were obtained independently of each other, we can verify the results by contrasting them with each other (3.3.6).

Spot Checks


If the penalty for an incorrect result returned by a seller, is high enough, spot checks can suffice for verification.

Self Testing/Correcting Methods

For certain computations, there exists a test for the correctness of a result of the computation, which does not require the actual execution of the computation. This method is part of a general theory called Self Testing/Correcting Computations.

Proof of Correctness

For some computations, a computelet can be designed to include in the result, a proof for its correctness. With some computations (like equation solving) there is no need for any additional information. 

Hidden Information

The computelets may be designed in a way that certain characteristics of the answer are known in advance to the main program, but are hard to deduce just from the computelet code (and data). In these cases, an answer that has these characteristics may be assumed correct. A slight variation of this would be to use Statistical Deduction methods to differ between correct and incorrect results.

Chapter 1  Avoiding Verification

In many cases computelet results need not be verified at all and instead the program may be designed in advance as to be robust against incorrect results of a limited number of computelets! This statement should be interpreted in a relative sense: very minor and easy verification may suffice in order to obtain an almost perfect final result. We strongly feel that, when possible, programs should be designed this way. While this statement sounds surprising, we note that most of the applications of our system that we describe in Chapter 4 do fall naturally into this category! An added benefit of such programs is that they are also automatically resilient to losses of small numbers of computelets.

Recall the example from section 2.2.2 (Figure 1). In this example, a maximum value of a function g(x) was searched for over some domain. Each computelet searched a sub-domain and returned the maximum in its sub-domain. Notice that two types of errors are possible for such a computelet: the first is missing the sub-domain maximum, and the second is “inventing” a phantom maximum. In cases where maxima are not too rare and different from each other in value, the first type of error causes only a small problem: the optimal maximum may be missed, and a slightly sub-optimal one will be found instead - for many applications this could suffice. The second type of problem is more serious since a totally wrong answer may be found. However, note that the second type of error is easy to catch, as long as the location of the maximum, x, is returned and not just the value, g(x). Indeed this is exactly what the code example does, and thus the program is automatically protected from this serious type of error.

With just slightly more effort, the first type of error may also be taken care of: instead of partitioning the domain to disjoint sub-domains, we may let each computelet search through a random subset (of a fixed size) of the domain. The total number of computelet should be such that the whole domain is covered by more than one computelet. This will somewhat increase the total amount of work, but will guarantee the correct answer as long as at least one of the computelets that were assigned a location of a maximum did not err.

A similar approach can be taken in many optimization problems. Each computelet tries to improve a given solution. The main program checks how valuable is a solution suggested by a computelet result, before it is used.

Chapter 1  Enforcement Mechanism

Many of the verification schemes (as well as the buyer’s pocket..), require that the majority of results reported by sellers will be correct. One of the ways to ensure this is by supplying an enforcement mechanism that will let us punish misbehaved sellers and exclude them from the system. This section describes the requirements and possible implementation of such an enforcement mechanism.

Let’s examine the viewpoints of the different system entities towards verification:

 The buyer wants to have the control over the verification of his computations; he doesn’t want to count on anyone but himself for these matters. He is not willing to pay for incorrect result, as he gains no profit from them. He may even want to be compensated for his time lost. As a share of interest, he seeks to increase the quality of results supplied by the market. He may wish to retain his anonymity (towards the sellers), to avoid some sellers from misleading his specific computation (or for other reasons).

 The market want to attract buyers (he may take commission for their computations), therefore it is interested in eliminating misbehaved sellers and thus increase the quality of its services. It also sees the judgement as an extra overhead, thus it has another motivation for eliminating ‘bad sellers’ as well as ‘often complaining buyers’.

 A seller may want to report an incorrect result for several reasons: get more money by inventing quick results, challenge, fun, or trying to damage specific computations. He is interested in keeping his rights as a seller and dislike fines.

We suggest the following enforcement model with these viewpoints in mind:

When a buyer begins to work with a market, they first establish a secure communication layer
. All future communication between the buyer and the market will be secret. A computelet sent (encrypted) to the market, will be directed to a seller either unencrypted or under different encryption, thus a seller cannot determine that he received a computelet originated at some buyer by eavesdropping. 

In addition, the market does not transfer to the seller any information regarding the origin of the computelet along with the computelet. Instead the market generates for each computelet a unique ID, and keeps a table that maps each ID of a computelet to the buyer that originated the computelet and seller, which is executing it. These IDs can be generated only by the market. The message that delivers the computelet to the buyer holds only the ID of the computelet. In this way, the seller cannot know the identity of the buyer that originated the computelet. If the seller gets two similar computelets, he may guess that they were originated by the same buyer, but this is not necessarily true. The market should try to make the distribution of computelets more or less random, to avoid such cases. If the seller has external information on the form of a buyer’s computelets he can use it to identify them.

In addition, the market records a fingerprint for each computelet and each result (using any fingerprint method, such as MD5). This fingerprint has an important rule, when the market is requested to judge a result returned by a seller. In addition, because of this fingerprint, a seller cannot switch between the IDs of two computelets he receives (without being caught). Of course the market keep record of a computelet (its owner, ID, fingerprint, seller, result fingerprint, etc) only for a limited period. During this period the buyer can complain about an incorrect result (we record fingerprints instead of the computelet and result themselves to save storage place).

When a buyer receives a result for a computelet he had sent, he can verify the result with any one of the verification schemes we discuss in the following sections. If the buyer suspects that he received an incorrect result, he can report this to the market (and expects to get his money back). The market has the fingerprint of both the computelet and the result, thus the buyer cannot complain about a computelet he didn’t send or a result he didn’t get. The market knows the identity of the seller who is responsible for this result, thus it can make a ‘trial’ between the buyer and seller. The trial involves executing the computelet at the market (or by an unrelated seller) and matching the result to the one reported by the seller.  The computation carried by the computelet must be deterministic (we discuss this in section 3.3.6), this can be verified by the market by multiple executions. The penalty (for an incorrect result or a buyer’s false alarm) is subjected to the contracts the buyer and seller set up with the market. 

The above mechanism can be opposed as heavy and inefficient. However, there is a lot of place for optimization, if we add statistics of the complaints and give a wise policy for the market. For example the market can treat both buyer and seller as honest (and pay the buyer out of his pocket) if he has never sue it and the seller was never suspected, but treat them with more suspect otherwise. In addition the market can deprive the membership in the market from convicted sellers or ‘easy to complain’ buyers. 

Chapter 1  Self-Testing and Correcting Ideas

A general theory of how to use unreliable computations to obtain reliable results has been developed (self-testing and self-correcting of computations) [35][36][37]. The results of this theory are not general but there are several results for certain problems. In theory these results can be applied for the verification of computelets for which a ‘self-tester’ [35] exists. 

Many known self-testers are not applicable for Popcorn as the problems they try to verify are not suitable for remote execution. An example is matrix multiplication: the problem has a simple and efficient self-tester, however the problem of matrix multiplication in itself is not suitable for remote execution - the time required for the computation does not account for the large overhead of sending the description of the matrices.

Chapter 1 Popcorn-API Verification Support

This section suggests an extension to the Popcorn-API to support verification. It is divided to several sections, each address different schemes of verification. Current implementation of the Popcorn-API does not include this extension.

Explicit Verification
As we mentioned earlier, the verification is part of information about the computation stored in the computation-packet. A simple way to specify the verification is as part of the regular handling of the computelet’s result. We call this explicit verification. It is suitable to those cases were the verification is adjusted to this particular computation. In particular it suits the self-testing/correcting type verifications.

Explicit verification is implemented, by placing the code for verification test inside the body of the completed() method of the computation-packet. If the test fails, we can invoke the reject() method, to indicate that we suspect the result as incorrect. This would cause our program to make a complaint at the market about the result, but will not affect the computation-packet itself (except for making its result unavailable). The computation-packet can than choose to resend its computelet by invoking go() or neglect the result by returning from completed(). 

Below (Figure 10) is an example for explicit verification. MarixMultiplicationPacket is a computation-packet for computing the multiplication of two real matrices. The packet test the result C for the multiplication of A and B, by tossing a random vector v, and testing if A(Bv)=Cv. 

public class MatrixMultiplicationPacket extends ComputationPacket {

    RealMatrix A,B;

    public MatrixMultiplicationPacket(RealMatrix A, RealMatrix B) {

        super(new MatrixMultiplicationComputelet(A,B));

        this.A=A;

        this.B=B;

    }

    public void completed(Object result) {

        RealMatrix C = (RealMatrix) result;

        RealVector v = RealVector.randomVector(C.numberOfColums());

        if (!A.multiply(B.multiply(v)).equals(C.multiply(v))) {

            // definetly incorrect result!




  reject(C);

           go();

           return; 

        } 

        // probably correct result

        report(C);

    }

}  

Figure 10 - Example of using explicit verification.

Contrasting Results
A general way for verifying the result of a computelet, is to send several copies of the computelet for remote execution and compare their results. If all the results were identical, it is highly probable that they reflect the correct result. Otherwise we can either send more copies or take the majority as the result. Note that we are assuming that the results from the execution of the different copies are independent of each other. This may not be the case if some of the copies reach the same seller, or in case of coalition of misbehaved sellers. However, if the number of sellers is large enough and the market distribute the computelets at random (i.e. subjected to pure economical decisions) this will be usually avoided (Note that even if a seller bids a low price, he is limited by the number of computelets he can process). 

The matching of the results of the computelets, require that the computation of the computelet will be deterministic. Otherwise the result will be inherently different. Even if we had used a different method of verification, we would still had to require this, otherwise the market would not had an automatic way to judge weather a result of a seller is correct. If randomization is needed, then a pre-defined pseudo-random generator should be used, with its initial seed chosen (randomly) by the main program and transferred to the computelet. Using pseudo-random generators instead of pure randomization is also important when we need to verify the computation on the basis of a single result.

As the contrasting method is a general one, we want to be able to add it at will, to any given type of computation-packet without changing its definition (In this sense, we treat the verification settings like the contract and distribution ones). Like in the case of distribution, there are many ways for implementing the contrasting of results: we can examine the results as they come and conclude the correct result when we have enough information, we can defer our decision until all the results arrived, we may want send more copies of the computelet, etc. In order to achieve this flexibility we use ResultContrastors. 

A “result-contrastor” (hereafter RC), is an object that specifies the process of result-contrasting that should be imposed upon a given computation-packet. You set the result-contrastor for a computation-packet with its setResultContrastor() method. Many packets can share the same result-contrastor. RCs are derived from the abstract class ResultContrustor. You can subclass this class to define a RC with a specific behavior, or use available RCs like MajorityResultConstrastor.

The setNumberOfCopies() method of a RC, determines the number of copies of the computelet that will be sent for remote execution, when the go() method of the packet is invoked. Whenever a result of a computelet returns, the contrastResult() method of the RC is called, with the information of all the results arrived so far available. The body of contrastResult() can invoke accept() to accept a given result as correct, reject() if it suspect a certain result as incorrect and sendMoreCopies() if it needs more results for the contrasting.

public CustomizedResultContrustor extends ResultContrustor {

    public SimpleResultContrustor() {

        setNumberOfCopies(3); // default number of copies

    }

    public void contrustResult(ResultList list) {

        if (list.length()<totalNumberOfCopies())

            return; // defer the decission.

        if (list.isUniform()) {


           accept(list.representative());

            return;

        }

        Object majority = list.majority();

        if (list.appearances(majority)>list.length()/2) {

            accept(majority);

            for (Enumeration e=list.elements(); e.hasMoreElements();) {




     Object result = e.nextElement();

                if (!result.equals(majority)) 

                    reject(result);

            }

            return;

        }

        sendMoreCopies(getNumberOfCopies());

    }

}

Figure 11 – An example of a user-defined result-contrastor

The parameter passed to contrastResult() is a ResultList enclosing the information of all the results for the computelet. The example below illustrates the flexibility of a user-defined RC. Usually a simple pre-defined RC will be used. 

We can also use result contrastors, in places when we want to get the results for our computelets fast; we may be willing to pay for several copies of each computelet and regard only the first result for each. In this case we can write a very simple RC and set it as the contrastor of our computation-packets.

Spot Checks
Another general verification scheme is to use random spot-checks: once a while, the result returned by a seller is checked (by performing the computation locally) and a big fine is issued if the result was found to be incorrect. Spot checks can be easily implemented in the completed() method of the computation-packet but it is not the right place for them. Spot checks are suitable as a lower level verification, increasing the overall level of quality of results. They can be implemented at the distributor level, or more likely at the market itself, which is responsible directly on the fines.

If we have a distributor that works with several markets, it can work towards increasing the quality of results, by tending more towards markets, which give better percentage of correct results.
Chapter 1 Communication

We said in chapter 2, that popcorn is intended for concurrent computations that require almost no communication. Despite this, a concurrent language would certainly be incomplete without any support for communication. Chapter 5 gives an example where sparse communication can lead to a considerable improvement in the efficiency of the algorithm. In this section we extend the API to allow computations to communicate with each other. The API given here is not included in the current implementation of the Popcorn-API.

We support communication in a very restrictive way; We want to avoid the situation were a program generates a great number of computelets and let them communicate with each other freely. As the number of computelets can be huge, such a communication model will require impractical bandwidths. We can resolve this, by allowing only the communication between a computation-packet and its computelet. The communication will be done through the exchange of objects (messages) between a computation-packet and its computelet. In this way the number of messages is at most proportional to the number of computations. We note that this kind of communication is intended only for very heavy computelets (In particular LongTermComputelets), for lighter computelets we can drop the computation and initiate a new one with updated parameters.

In addition we supply a mechanism for several computelets, executing on the same host (execution context) to communicate freely (bound to security restrictions). Here, the computelets cannot direct their messages to a specific computelet; they register themselves at the execution-context as part of some ‘group’, and request to refer to other computelets, registers as part of this group. Other mechanisms can be added in a similar way (for example a local associative memory). This kind of  “random-communication” can be useful for agents’ applications, global genetic algorithm computation, and others.

A computation-packet sends a message to its computelet (or computelets - in case it had sent several copies of the computelet), by invoking the sendMessage() method. The computelet should implement the MessageReceiver interface which defines the method messageReceived(), through which it is notified for the message. The computelet can reply, by invoking the sendMessage() of the execution-context; the execution-context knows to direct the message to the origin of this computelet. The computation-packet receives the message, through a call to messageReceived(), for which it to mush implement the MessageReceiver interface. 

A computelet can register itself at the execution-context as part of some virtual group, by calling joinGroup() upon the execution-context with a string parameter indicating the group name. When registered, it can use the getMember() or getAllMembers() to receive references to other members of the group. Note that while the computelet can invoke methods upon the referred computelet, it cannot access the thread that executes it. As the execution-context identifies computelets’ calls according to their thread-group, a computelet cannot act on behalf of another computelet (for example, it cannot initiate a remote execution of a secondary computelet). Computelets can use interfaces or reflection, to invoke each other methods.

Another way of interaction can be through an associative shared memory; in this model, computelets can store and retrieve objects at the execution-context according to keys. This enables interaction of computelets executing on the same host at different times. In general, the execution-context can supply many other facilities to enrich the capabilities of computelets. A designer of a seller-program is not obliged to implement all of these services; instead he can implement the corresponding methods of the execution-context by simply throwing a ServiceNotSupportedException. 

Chapter 1 Additional Topics
Chapter 1  Hiding Information

Often a buyer would like to carry out a global-computation, but retain the confidentiality of his computation. The confidentiality may refer to the data the computation deal with, its results or even the subject of the computation. In such case the buyer should write the components of his computation in a way that will not expose information to the sellers which execute these components. 

One of the possibilities for overcoming this problem is to try to design the computation, such that each of its components will be meaningless in itself and only the collection of results is useful. We should be careful that we are also protected from coalitions of several sellers.

Sometimes it is possible to write a computation in a way that receives an encrypted data and returns an encrypted result, without revealing any information about the data or result at any stage. This type of computations are the subject of a general theory [38]. 

Chapter 1  Customization and Control

Our design of the Popcorn system and API was intended to be flexible and extendable. We give here examples for several possible customizations to the API.

Distributors

A Distributor is a software component that lives on the buyer’s computer and is responsible for the sending of computelets to the market and the notification for their results. In a typical execution of a Popcorn program there is a single distributor that works with a single Popcorn market. This Distributor is created automatically when the system is loaded (with the first use of a Popcorn class) and is activated on the first time the program sends a computelet. When we execute the go() method of a computation-packet, the packet asks the distributor to send its computelet for remote execution. When the result of the computelet returns, it is the distributor that informs the packet that the computation has completed() or failed(). 

The programmer can customize the distribution of the computelets by using other distributors than the default one. Several distributors can exist in the buyer environment concurrently and the program can assign each computation-packet to operate with one of them. Each distributor will be activated on the first remote execution of one of its assigned packets and will be automatically stopped when the system detects that there is no more need for its services. The type of default distributor used by the system can also be customized with environmental settings.

The programmer can design new types of distributor with special behaviors, by extending the Distributor class or one of its subclasses supplied by the popcorn API. We list several uses for such extensions.

1. We can design a distributor that will work with several markets instead of a single one. This distributor will use a set of underlying distributors and it will have methods for adding and removing distributors. When asked to send a computelet, the distributor can choose the market that offer the lowest average cost, the one with the best execution rates or the one which has relatively fewer misbehaved sellers. The distribution of a computelet can be subjected to a random choice were each underlying distributor will have a certain probability for receiving the computelet based on its performances.

2. A distributor can simulate the interaction with a popcorn market while actually executing all computelets on the buyer machine. We discuss this option in more details in 3.5.3.

3. A distributor can add a built-in layer for ensuring a better quality of execution and/or the acceleration of computations. The distributor can implement spot-checks on the results of computelets. It can send several duplicates of each computelet and notify for the result on the return of the result of the first duplicate.

4. A distributor can implement several optimizations regarding the transmission of a computelet. It can pack several computelets of similar types and send them together in a compressed form. It can save the retransmission of contracts for each computelet if the computelets have similar contracts.

5. A distributor can be designed to collect statistical information and debug information.   

Other Components

Customization can also occur in other system components. The market mechanism in the Popcorn market can be overriden to add other trading mechanisms (see [7] for more details). The SelerEngine – the component in the seller environment that is responsible for the execution of the computelets – can be extended to supply a richer execution-context for computelets and for more efficient execution. Smart sellers can be designed that try to maximize their profits. Several statistics can be added to the market upon which the market can base its decisions in case a buyer complains about a seller’s result and its decisions for distributing a computelet among sellers. The buyer and market sides can be unified, eliminating the communication overhead between buyer and market, and resulting a market which is dedicated for a single buyer (this can be done by changing the communication model of the system).   

Chapter 1  Simulations

When designing an application for GLC we want to test it performances in various configurations – many seller processors with heterogeneous speeds, varying network delays and so on. Testing the application on a really distributed environment can be tedious, in addition the network may not always be available, and don’t forget that we are paying for a distributed execution with valuable popcoins! We would like to have support for simulations of a various distributed environments.

The support for simulation is made easy by designing a special kind of distributor that doesn’t interact with any market, but instead simulates the whole system on the buyer machine. In this way, the programmer need not make any changes in his code. All that is needed is to specify this type of distributor as the default distributor of the system. We supply a class named LocalDistributor for this need. The LocalDistributor acts in the following way: Each computelet it receives is accumulated in an inner queue. There is a thread that repeatedly takes computelets from this queue and executes them. After the execution of each computelet, we delay the notification for the result of the computelet for some time. This delay is proportional to the actual execution time of the computelet, thus the whole execution is slowed down by some factor. The user can also set parameters regarding the network delay and market overhead for the computelets. Some of the measurements in Chapter 5 are based on this method of simulation. The programmer can also design a more specialized type of simulation distributor.

Simulations can also be applied for testing various market mechanisms. Such simulations are presented in [7].  

Chapter 1  Monitoring & Benchmarking

All central components of the Popcorn system were designed as to act as JavaBeans [39]. As such, there fire various events along their regular operations. The monitoring of many aspects of the system is made easy by adding listeners to the events fired by these components
. The monitoring can be used for benchmarking and the collection of debug information. The Popcorn-API supply several classes that support benchmarking and monitoring that work in this way.

Chapter 1 Debugging 

Concurrent programs are notoriously hard to debug. Popcorn programs are somewhat easier due to their simplified concurrency model, yet they still are hard to debug. As Popcorn offer a new programming paradigm, it also has to supply suitable debugging tools. Our current support for debugging is given by a tool that draws the tree of spawned compound-computations and computation-packets. It can also show the life-cycle of each packet. A snapshot of this tool is given in Figure 12. More work is needed in this area. Special kinds of LocalDistributors can be designed to assist debugging.

Figure 12- A simple debugging utility for Popcorn
Chapter 1 Higher-Level Languages and Tools

The Popcorn API is relatively low level – we feel that it is easier to write a Popcorn program than say, its PVM counterpart, yet the required knowledge is not trivial. Butter introduced in 2.2.4 tries to ease the writing of Popcorn programs. However, Butter only simplifies the code and does supply a real conceptual improvement. More research should be done towards the design of higher-level languages for GLC. In particular we suggest the implementation of a parallel Prolog version that will be implemented on top of the Popcorn API.

An easier goal is the design of specialized tools that use GLC for solving specific problems. Examples are tools for integration, brute forth solving of a specific problem in NP and others. In Chapter we introduce a general API for strategy games that offer automatic parallelism over Popcorn for games that are implemented using this API. This API can be turned into a tool for the design of strategy games with their immediate parallelism global-wide. 

Chapter 1  Network of Markets

In the current implementation of the Popcorn system, there is a single market, which is responsible for the matching of all buyers and sellers. This makes the market a bottleneck of the whole system and limits its scale. There is a need for replacing the market with a network of many markets. The network should balance the loads between the markets. 

A network of markets can be cooperative – all the members in the network are trusted and money earned from commission is joint. In this case the load balancing between the markets is (almost) free from economical issues and regular known algorithms for load balancing can be applied. On the other hand a network can consists of competitive markets which are trading with clients or clients goods. Most likely is a combination of the two – a network of competitive market, where each market is actually a network of cooperating markets. Care should be taken when implementing ‘Hierarchical  computations’.

Networks of markets should be designed such that the existence of a network will be transparent to the buyer and sellers. This will decouple the development in designing of market networks from the development on the buyer and seller sides. We have not investigated the aspect of network of markets and we encourage deeper treatment of this problem.

Target Applications

This chapter deals with target applications for global-computing. We try to characterize which kinds of applications are suitable for global-computing. We also discuss several generic algorithmic methods, which we think as candidates for GLC. For each method we sketch their implementation under the Popcorn paradigm and point to their actual implementation for a special case. 

Chapter 1 Characterization
The characteristics of global-computing as discussed in 2.1.2, impose many restrictions on the type of applications that can be carried out global-wide. We now try to understand what requirements should an algorithm satisfy in order to be suitable for global-computing.

Loosely coupled components. The computation should break down to many sub-computations that would be nearly independent of each other. The network bandwidths cannot support heavy communication between sub-computations. Note that even if the bandwidth of the Internet would be as good as that of LANs, we still could not enable a computation to communicate freely with any other computation, as the number of sub-computations can be much larger than in the case of a local LAN.

Coursed grained computations. The parallelism of a GLC program is achieved by distributing computations for remote execution. There is a considerable overhead in this distribution (due to low-bandwidth high-latency networks, matching a host machine, verification, and others). In order to justify their remote execution, the computation units should carry a considerable amount of work. Specifically we want these units to have a compact input and output but have long enough execution time.

Low Production & Handling Overhead. In the flat Popcorn model, the distribution of all sub-computations is centered at the buyer processor. In order for a the program to be divided into many sub-computation, the price of the production of a sub-computation should be relatively small. This price is composed of several elements: 1. The computational time required for the production of the sub-computation. 2. The communication price of sending the computation (which depend on the complexity of describing its task). 3. The amount of memory needed for recording parameters related to the computation until its return. Similarly, the overhead regarding the handling of a result of a computelet should be small. The handling of a result consists of the communication price of sending the result and the computational time required for its updates. 

Non real-time. GLC is usually not suitable in cases where it is critical to achieve the results of computations in a certain time limit. Result may be delayed because of network latency or a slow host. Moreover, result may fail to return because of network failure, disconnection of the hosting machine, failing the verification test, or for other reason.

Similar copies. The program should make use of few types of remote sub-computation. It would be hard to design a program that uses the high level of concurrency offered by GLC, when each of its sub-computations has a different definition. In addition, the use of few types of computelets enables many optimizations regarding the sending (receiving) of computelets (results) and their handling by the market.

Chapter 1 Examples of Generic Problems
Chapter 1  Brute Force Search

The most obvious type of applications are to simply try out, in parallel, many different possible solutions for a problem until one is found - a strategy known as brute-force search. For many problems, no better algorithmic solution is known, and these are obvious candidates for Popcorn. While brute-force search is usually not satisfactory on super-computers, it can be a plausible solution with the huge number of processor offered by a global-computing system. 

The DES challenge and cracking of RSA, described in 1.3.2 fall into this category. Indeed, these were the first applications that used GLC. The program used for the cracking of DES, divided the search space (consisting of all possible DES keys) into many sub-spaces. Each processor participating in the challenge, was in charge of examining the keys in a given sub-space. In the effort of cracking RSA, brute-force search was used for the sieving stage. Each processor tried to generate by trial-n-error numbers with certain characteristics and (if such were found) reported them to a central processor.

Brute force search has several characteristics that make it ideal for GLC: 

1. The unit of parallelism is flexible. We are free to determine the amount of work required for a single unit, achieving any ratio between the overhead and computing time.

2. The description of each sub-computation and that of its result are usually very compact and are independent of the size of the sub-computation. The description of the computation usually involves the specification of the portion of the search space. Typical results are indications that the searched item was not found or a small list of items.

3. The generation of sub-computations is trivial, regarding only the portion of the search space that should be considered next. There is no need to store local information for remote computations – we need only store the specifications of the portion of the space that was already scanned. The handling of a result is usually trivial as well. These facts enable the buyer processor to distribute a large number of sub-computations.

4. The implementation is very simple and uses sub-computations of a single or few types. 

5. We can usually apply standard verification schemes (such as contrasting). In places where it is important to cover all the search space, we can ensure that we will not miss a result because of misbehaved seller, by distributing overlapping portions of the search space.

6. Often there is no other method for finding the solution.

All problems in NP, for which exact answer is needed, are natural candidates for brute-  force search. 

As a simple example of brute-force search using Popcorn, we have implemented a program which attempts improving the lower bound on the 5th Ramsey number [40], by trying to find a large graph without a 5-clique or 5-independent set [34]. Finding the exact 5th Ramsey number is far beyond the capability of state-of-art parallel computers. It is estimated however [40] that a global-wide effort can solve the problem.  

Chapter 1  Simulated Annealing

Simulated Annealing [41][42] (hereafter SA) is a general method that can be used in many optimization problems. In SA we have a real-valued function defined over a discrete (but huge) domain and we are seeking a global extremum for this function. The function can have many local minimum and maximum points that we hope to avoid. We are satisfied with a nearly optimal solution – i.e. a local extrema for which the value of the function is not far from the global extremum.

The ‘traveling salesman problem’ is an example for a problem that can be approximated by SA. In this case the domain of the function is the set of all permutations on the n cities the salesman visits (with, say n=30, a brute force search is not feasible even on a global scale). The function whose minimum is sought is the total distance of the path that passes through the cities. 

An implementation of SA starts with a randomly chosen initial configuration (=possible solution). It runs a loop in which it repeatedly tries to improve the current configuration. In each cycle of the loop a new configuration is examined, which is not distant from the current one. If the new configuration decreases the objective function it is accepted as the current configuration. On the other hand, if it bears a higher value, it is not automatically rejected (otherwise we are bound to find ourselves stuck in the nearest local minima). Instead we choose to accept the new configuration with some probability. This probability depends on the variation in the objective function and a parameter T – higher values of T correspond to a higher probability for acceptance. The parameter T gradually decreases along the repeated iterations of the loop. The loop ends when T reaches a given value. 

The intuition for SA lies in an analogy with thermodynamics, specifically with the way that liquids freeze and crystallize, or metals cool and anneal. Each configuration of atoms in a liquid has a certain potential energy. The natural tendency of the liquid is to move to a configuration with low energy. However, the energy can temporarily increase. The higher the temperature the greater the probability for temporary increases in the energy. When the liquid is cooled gradually, in each temperature the liquid spends on average more time around configurations with lower energies until it is crystallize – a configuration that reflect to a very low potential energy. If the liquid is cooled quickly, it doesn’t reach this state but end up is a state with higher energy. 

In SA the objective function correspond to the energy, and the parameter T to the temperature. We start with a given value for the temperature and run the loop several times until the changes in the energy are small. Then we decrease the temperature and run the loop again. And so forth. 

Distributed Implementation of SA

Several works have been done regarding the parallelism of SA. In most of them the parallelism was applied to the data-level – the processors worked together on the changing and re-evaluation of a single configuration [43]. The former approach do not scale well. Other implementations used parallelism by working on several configurations concurrently [44]. Implementations for GLC can use a similar approach.

Start with k initial configurations: x1,…, xk  
and a given value for T
Repeat:

    For each configuration xi  generate m 

    neighbooring configurations xi1,…, xim

    Send each new configuration xij to be 

    improved remotely (in parallel)

    Whenever the result of a remote computation arrives:

        Update the set of k best new configurations.

    When all sub-computation had returned:

        Set the k current configurations to the set of

        best k configurations.

    Update the temperature parameter T. 

Until T reached a predefined value or a good enough solution is found.

Remote improvement:

    Repeat l times (or until changes in energy are small):

         generate a new (nearby) configuration

         accept the new configuration with probability P(∆E,T)
Figure  13 – Popcorn approach to Simulated Annealing

We start with an arbitrary configuration of a set of several configurations x1,…,xk. In each step generate for each xi  several nearby configurations and try to improve them remotely in parallel. The remote improvement of a given configuration consists of running several iterations of the inner loop of the regular SA algorithm. When the result of a remote computation returns, its configuration is matched with the configurations suggested so far and the best k configurations are retained. When all sub-computations return we update the k current configurations and repeat the loop. 

In order to show that SA is suitable for GLC, we should show that the algorithm above is effective when the number of concurrently tested configurations is very large. Currently we haven’t got a clear result showing this. Rivki Yagodnick [45] had build an implementation of SA for the traveling salesman problem in R2 using the Popcorn API. Rivki’s work examines the efficiency of the implementation on Popcorn, but it was implemented on an early version of our system which was not mature enough to test the effect of a large number of sellers. More work should be done to answer this question.

Chapter 1 Genetic Algorithms

Genetic Algorithms (hereafter GA) [56] is another general optimization method. As in SA, our aim is to find an extremum value of an objective function defined over a huge discrete domain. Here the domain is a set of vectors over some finite alphabet. The idea behind GA is an analogy to the process of natural evolution. Figure 14 describes the flow of a genetic algorithm.

1. Start with an initial population of vectors

2. Create new vectors by combining and mutation of existing vectors

3. Remove from the population vectors for which value goes below a certain threshold

4. Repeat steps 2-3 for a fixed number of iterations

5. Choose the best vector from the final population

Figure 14 – The flow of a GA program

We can implement a distributed version of GA for Popcorn in a similar way we did for SA. The sketch of the algorithm is described in Figure 15.  

Starts with an initial population of vectors

Repeat a fixed number of iterations:

    Divide the population to many (possibly overlapping) sub-populations

    Send each sub-population to be improved remotely (below)

To improve a population remotely:


  Generate new vectors by invoking crossover and mutations upon

    vectors of the population


  Delete from the population vectors whose value goes below a 

    certain treashold

Figure 15 – A distributed algorithm for GA

Gil Shafran [46] had implemented a distributed version of GA for the Popcorn system, that solves the ‘traveling salesman problem’. The results supported the efficiency of the scheme described in Figure 15, however here too, there is a need to test the algorithm for problems of larger scale.

Chapter 1 Planning and Game-Tree Evaluation

A class of problems which require massive computation are those which involve look-ahead into a large tree of possibilities. Many PSPACE-complete problems fall into this category. Computing strategies for various games (e.g. chess), or planning strategies to achieve some goal (e.g. robot motion planning) are common examples. In this cases it is clear that many separate branches of the tree can be independently searched in parallel. Some care is required to ensure that common optimization (such as alpha-beta pruning) can be adopted. Chapter 5 is devoted solely to the problem of the implementation of game-tree evaluation under the Popcorn paradigm. We show that the alpha-beta optimization can indeed be adopted in this case. More work should be done for the implementation of other planning algorithm in a global-computing environment such as Popcorn.

Game-Tree Evaluation

This chapter is given as a proof of concept for this work. We present an efficient distributed algorithm for game-tree evaluation that conforms to the constraints of Popcorn paradigm and describe its implementation under the Popcorn API. Our motivation is two-folded: we want to show that the problem of game-tree evaluation is suitable for the Popcorn paradigm and to demonstrate that our API is sufficient for writing more complex programs than those described in earlier chapters.

The chapter is organized as follows: 5.1 introduces basic concepts of strategy games. 5.2 describes a general package we’ve built for the implementation of strategy games. 5.3 discusses the basic parallelism of GTE. In section 5.4 we discuss ((-cutoffs in distributed implementation of GTE and suggest an algorithm that uses this method and conforms to the popcorn requirements. We then analyze the performance of the algorithm using simulations. In 5.5 we give the results of measurements of our implementation of GTE on a real distributed Popcorn system. 

Chapter 1 Basic Strategy-Games Concepts

This section introduces basic strategy-games concepts. Most of these concepts should be familiar to the reader. The intention of this section is to give intuition for the infrastructure for strategy games described in 5.2 and build a common terminology for the rest of this chapter.

A strategy-game is played by two players: Left and Right
 (alternatively Max and Min). At any given stage of the game, the game is found in a given game-position. Given a position P, the rules of the game restrict Left to move to any one of a certain set of positions called the Left options of  P (and denoted by PL), while Right may similarly move only to one of a certain set of positions called the Right options of P (and denoted by PR). 

We address games whose rules are deterministic in the sense that the Left options and the Right options of a given position are fixed. We also require that no player hold hidden information, meaning that both players have complete knowledge of the position of the game and thus know the options of the other player. For such games we can easily apply the minmax algorithm (hereafter) provided that we have a suitable heuristic-function. Examples for such games are: Chess, Checkers, Go and many others. On the other hand, Bridge, Beggamon and Poker do not fall into this category
.

The game is played in turns. In each turn the player whose turn to play, changes the position of the game into one of the positions in his/her set of options of that position. The rules of the game state the initial position of the game and the player who is the first to play (these can change between different instances of the game). The game ends when the player who is called upon to move finds himself unable to do so. The normal play convention state that this player is the loser in this game and the opponent player is the winner.

The translation of the game from one game-position to another during a single turn is called a move. From each position a player can make one of several moves which will bring the game to a position which is one of his options. We can depict a game as a tree, whose root correspond to the starting position of the game P0, the child of P0 are the positions in P0L (provided Left is given the first turn). A vertex P0Li in P0L has child vertices corresponding to positions in (P0Li)R, etc. The leafs of the tree correspond to ending positions. The edges in the tree correspond to moves from a given position. We assume that this construction does not lead to any cycles
 and treat overlapping positions as different copies. We call this the game-tree of the game.

For simple games, we can analyze the game-tree and deduce which player is the winner and which is the loser. Conway theory [47][48] regards such analysis of games. Each game position is identified with a ‘number’, which measures the advantage of that position to the Left player. For many games this numbers are real numbers. For others there is a need to introduce new kinds of numbers (which are more generally called games). The theory describes an algebra of these games. 

MinMax and Game-Tree evaluation
For complex games such as Chess, it is not feasible fully analyze the game-tree. Instead we can devise a heuristic-function which will give us an estimation of the value of each position
. The heuristic-function should usually assign higher score for a position for which the Left has better chances for winning. 

Usually it is hard to tell the quality of a position by examining only the position itself. To overcome this, we apply a lookahead mechanism called minmax. We expand the game-tree rooted at this position to a limited depth. We examine the leafs of the tree and label them with the value given by the heuristic-function and recursively label the rest of the nodes according to the following role: If a node correspond to a position from which Left makes the next move, label the node with the maximum value of its child nodes. Alternatively take the minimum value of Right nodes. The computation of the value of the root node from the value of the leafs of the tree, is called Game-Tree Evaluation (hereafter GTE). The alpha-beta pruning algorithm (described in 5.4.1) improve drastically the amount of work needed for GTE.

Chapter 1 Infrastructure for Strategy-Game Applications

This section gives an overview of our package for strategy games – we call JPlay. The description here is brief and many details and classes are omitted. For a more comprehensive picture refer to [49]. The package ease the design of strategy games and give their automatic parallelism. We’ve implemented several games using JPlay including a chess playing program.

Overview

JPlay is an infrastructure for writing strategy game applications in Java. To implement a new game in JPlay, the programmer need only write a few classes that defines the logic of the game; most of the tedious work (of writing the game strategy, coordination, …) is spared. A key feature of JPlay is that any game written with it, can be automatically executed in parallel over a Popcorn System (the programmer need not be familiar at all with Popcorn or with concurrent programming). In addition, JPlay provides support for the GUI of strategy games, the receiving of input from human players and common functions that are useful in many games.

The design of a new game in JPlay typically requires the implementation of four classes which describe the game rules, positions of the game, moves of the game and a static evaluator for the game positions
. To define the positions of the game (let’s call it MyGame) one should implement a MyGamePosition class which is derived from the abstract class GamePosition. MyGamePosition encapsulates all the information about a position of the game. Given a MyGamePosition and a player (Left/Right) it should be possible to list moves this player can make from the given position. For example, in the implementation of the game Nim [48] a NimPosition can be constituted of a vector of numbers denoting the number of chips in each heap. To define the moves of the game one should implement a MyGameMove class, which is derived the abstract class Move. Given a MyGamePosition object a MyGameMove object and a player (Left/Right), it should be possible to determine the game position resulting from playing this move by the given player from the given position. For example in Nim, a NimMove can consist of two integers denoting the number of the heap and the number of chips removed from this heap. The designer also derives a MyGameRules class from the abstract class GameRules. This class defines the logic of the game in terms of MyGamePosition and MyGameMove. In particular MyGameRules should define methods for specifying all moves a player can make from a given position and the position resulting from playing a certain move from a given position. It can also specify the initial position of the game and the player who should be the first to play. In games for which minmax-like strategy should be used there is also a need to define a method for evaluating the positions of the game. This is done by writing a MyGameEvaluator class that implements the StaticEvaluator interface. This interface defines a single method that gets a game position and the identity of the next player to play and return a real number that corresponds to the value of the position
. The value is always taken from the viewpoint of the Left player – high values indicate that the position give an advantage to the Left player. 

To make a working game out of the above 4 classes, one should use several additional classes supplied by JPlay, in particular StrategyGame, Player and Strategy. An instance of StrategyGame refers to some game played by two players, it refers to process of the game and not to the notion of the game. A StrategyGame is constructed with two Players and a GameRules object. A Player holds the information about a participant in the game. Part of this information is the Strategy of the player. A Strategy defines the way in which a player plays the game. The programmer can implement a Strategy that is specific to the game he designs or choose one of the various generic strategies provided by JPlay. An example of a generic strategy is MinMaxStrategy – it is constructed with a StaticEvaluator which is specific to the game and selects the best move for a player by evaluating the tree spanned by the given position to a certain depth
. AlphaBetaPruning is another generic strategy that implements the common ((-pruning algorithm (5.4.1). PAB and PABStar (5.4.3) implement parallel versions of the ((-pruning algorithm that is suitable for the Popcorn paradigm. When the designer sets the strategy of one of the players to be PAB or PABStar the game-tree evaluation will be carried out in a distributed manner over the Popcorn system specified by the environmental settings. In order to get the input from human players we also use some kind of Strategy. This strategy will be derived from UserInputStrategy and be specific to the game we implement. This strategy will block until the user has made his move, verify the legality of the move and return it as its chosen move. 

JPlay also support the building of GUI for the game. The main components of JPlay are designed as JavaBeans [39], thus if the designer wants to display the process of the game he can register his display components to listen to the StrategyGame component and they will be notified whenever a move was taken. Similarly if one wants to visualize the process of the game-tree evaluation he can use a GameTreeViewer and add it as a listener to the Strategy in use.  

Chapter 1 Basic Parallelism of GTE

The natural unit of parallelism for a game-tree evaluating program, is the static-evaluation of a leaf of the tree. Parallelism can also occur in other places, but these do not scale well. Alas, even with a very complex static evaluator it is not justified to send a single evaluation task for remote execution over the Internet. Hundreds or thousands of static evaluations are more likely. Moreover, as the description of tasks (=computelets) should also be compact, it is also inefficient to send computelets involving the evaluations of many unrelated leafs. The obvious conclusion is to use the evaluation of sub-trees (of some depth) as our unit of parallelism. This is the approach taken by the basic popcorn parallelism of GTE: the buyer program span the game-tree to some intermediate depth. We call the leafs of the tree which is local to the buyer intermediate nodes – i-nodes for short. The evaluation of each i-node is encapsulated by a computelet and is sent for remote execution. Their remote evaluation involves spanning the game-tree rooted at this i-node with depth which is the difference between the total required depth and the intermediate depth. When a result return, we synchronically update the intermediate value at the parent node (min or max) and when the results for all children of the parent have returned, we propagate the result up the tree. 

The choice for the size of the intermediate depth versus the remote depth should take into account several factors: 1. The remote depth should be big enough so that the amount of work done by each computelet would account for the overhead regarding its remote evaluation. 2. If the intermediate depth is too big, the task of spanning the buyer tree and sending/receiving the computelets can be time consuming and become a bottleneck. On the other hand if the depth in small the buyer program may not use the amount of parallelism given by the system. 3. As the tree is evaluated in parallel, it should be actually held in memory thus when selecting a high intermediate depth we should guarantee that it should fit into the memory. 4. If the amount of work of a remote evaluation is too high, failures of computelets can greatly delay the completion of the evaluation of the tree. To make the choice more flexible, the evaluation of few i-nodes can be packed to a single computelet.

In theory this scheme can be generalized by applying hierarchical computations; the total depth will be split into a series of intermediate depths – d=d1+ d2+…+ dk. The buyer program will span a tree of depth d1, each i-node of this tree will be sent for remote evaluation, this remote evaluation will span a tree of depth d2 and send its i-nodes for remote evaluation and so on until the evaluation of i-nodes of highest depth, which will be evaluated local to their hosting sellers. As our system doesn’t support as yet hierarchical computations we don’t implement this generalization.     

Technically, in order to use the strategy suggested above in JPlay for a given player, all that is needed is to set the strategy of this player to a DistributedMinMax strategy that is constructed with the suitable static-evaluator. However, if the description of positions of this game is complex, it may be advantageous to define the way in which the position is packed and unpacked when transmitted over the network in a way that will reduce the size of messages that should be sent for distribution of each computelet. 

The type of parellelization described above is ideal for popcorn: we have a large number of sub-computations, we can set the overhead/work ratio arbitrary small (by selecting an appropriate intermediate depth) and the computations are completely independent of each other. There are some techniques – notably ((-pruning – that can considerably reduce the amount of leafs that should be considered in the evaluation of a game-tree. In the following sections we examine to which extent these techniques can be applied in a globally distributed implementation of GTE.  

Chapter 1 Distributed Algorithm for Game-Tree Evaluation

Chapter 1  The Alpha-Beta Pruning Algorithm

Evaluating all nodes of a game-tree is a time consuming task. Fortunately there exists a method for reducing considerably the number of nodes that should be evaluated. Consider the game-tree of Figure 16 were the numbers below the positions denotes their value given by the static-evaluator. Suppose we evaluate the tree from left to right. After we evaluated p121, we know that v(p11)=2 and as p1 is a minimizing node v(p1)( 2. v(p121)=4 and as p12 is maximizing v(p12)(4. As p1 is a minimizing node it will not be affected by the exact value of p12 hence there is no need for evaluating p122. Similar reasoning shows that the evaluation of p212 and p222 is redundant. In this example when evaluating p12 we had to examine only the upper level (p1) to decide whether to continue the exploration. In trees of greater depth so called deep cutoffs can occur requiring the examination of several levels. 

Figure 16 – The cutoff principle

The Alpha-Beta Pruning procedure (Figure 17) [50][51] effectively evaluates game-trees by skipping redundant evaluations. It evaluates the tree from left to right while updating two threshold values, alpha and beta. The alpha value represents the lower bound for the value a maximizing node may be assigned while still being important for the evaluation of higher nodes. Beta represents the upper bound for the value a minimizing node can be assigned. We begin to evaluate the root position with no bounds for the values of the nodes, i.e. ((((, ((((. Suppose we are currently evaluating a leaf minimizing node p, if the value of p exceeds ( it will not affect the evaluation of the tree. Thus, if a grandchild of p (which is also minimizing) will exceed ( it too cannot affect the evaluation, otherwise p must also exceed ( (check). Similar reasoning show that a grandchild of a maximizing node cannot go below (. So the value of ( and ( are propagated down the tree. Formalizing the case of the example from Figure 16 shows that for a maximizing node, ( is the maximal value of its children and for a minimizing node, ( is the minimal value of its children. This gives us a method for updating ( and (. The algorithm is sketched in Figure 1.

To evaluate a position P, compute AlphaBetaPruning(P,((,(()

prodecure AlphaBetaPruning:

    Input: A game-position P, 

           a heuristic-function h,

           (,( limits.

    Output: The value of the position P

    If P is a leaf return h(P)

    While ( < (:

        Examine the next child Pi of P.

        Compute v=AlphaBetaPruning(Pi, h, (, ().

        If P is a maximizing level and v>(:

             Set (=v

        If P is a minimizing level and v<(:

             Set (=v

        If P is maximizing return (, otherwise return (.

Figure 17 – The sequential Alpha-Beta Pruning algorithm

The effectiveness of Alpha-Beta Pruning (hereafter ABP) depends on the ordering of the nodes. For some trees the branches can be ordered such that all leafs will be evaluated. For other trees every ordering will yield the minimum number of evaluations (e.g. if all leafs have the same value). ABP works best if the game-tree is best ordered, i.e. for any minimizing node, its children are ordered according increasing values and for any maximizing node its children are ordered according to decreasing values. Slage and Dixon [52] showed that for such trees only n(d/2(+ n(d/2( -1 leafs should be evaluated. In practice there is no way to best order the tree without evaluating it, however ordering the nodes according to the same heuristic-function for the leafs yields good results. Fuller, Gaschnig and Gilogly [53] showed that for trees with randomly assigned values ABP gives a branching factor of n0.72 which is still a dramatic improvement over minmax. In practice the number is somewhere between the best case and n0.72d, usually closer to the former but depending on the chosen heuristic-function.

ABP rely on the sequential left-right evaluation of the game-tree, therefore its parallelism is not trivial. Naive parallelism of minmax cannot match the great saving of ABP even if millions of processors are employed. The next section deals with the problem of applying the alpha-beta cutoff technique to the distributed implementation of GTE.

Chapter 1  Difficulties in implementing ((-pruning for Popcorn

Most suggested distributed algorithms for alpha-beta pruning, assume a shared-memory or a message-passing model, which are common in existing distributed systems. Popcorn cannot support these models and also pauses several other implementation restrictions. We list 3 main difficulties regarding the implementation of ((-pruning which are particular to a Popcorn implementation.

The unit of parallelism

As mentioned in section 5.3 we cannot use the static evaluation of a leaf in the game-tree as our unit of parallelism. Instead we should use the evaluation of sub-trees spanned by intermediate nodes. As we show hereafter, when treating leafs of the tree separately, we can evaluate many nodes in parallel, with no fear of doing redundant work. The same thing, cannot be guaranteed when the computation is done on the level of sub-trees. Hence we are expected to evaluate more leafs in the Popcorn implementation. 

Homogeneity

Consider Figure 18 where each leaf represents an actual leaf in the tree (and not an i-node). Nodes 1-10 can be safety evaluated in parallel (they cannot affect each other evaluation). If one of the nodes takes longer to evaluate however, the evaluation of the parent node is delayed. The evaluation of the parent node affects the alpha-beta bounds of many nodes in the tree. If we will send these nodes for evaluation without waiting for the delayed node, we may do redundant work. On the other hand, if we delay their evaluation, we are not using all the parallel potential of our system (This situation is not special for the leftmost leafs of the tree). 

Figure 18 – Example for the importance of homogeneity

If the nodes represent sub-trees (i-nodes), the evaluation of a node can affect that of another node from 1-10. However, it can only decrease the amount of work required for other nodes and not eliminate the need for their evaluation. The evaluation of the parent node, on the other hand, can eliminate the need for evaluating other nodes in the tree. If we want to reduce the number of remote evaluations, we would still be better off, if the evaluations of 1-10 will take similar times.

The amount of work required for the evaluation of a leaf or an i-node can vary, but in actual games the variations are small. If so, we can expect that the main factor for the remote evaluation of a node, will be the speed of its assigned processor and the system overhead (the later can differ from one computelet to another, depending on the distance of the seller processor and economical trends in the market). 

The Popcorn environment is very heterogeneous. The variations in the computing time of nodes in the tree, will be much greater than those expected on common distributed systems. In theory, we can specify in the contract of the computelets requirements for processors with similar speeds and (network) distance, but this will add complexity to the system and reduce the amount of available processors. We accept the heterogeneity of the system as a fact and see if we can still implement an efficient GTE program despite this feature.

Failures

To make things worse, computation losses can occur in Popcorn due to communication problems and due to disconnecting sellers. Consider again Figure 18; if the evaluation of one of the nodes 1-10 had failed, the evaluation of the parent node will be delayed until this failure was detected, the node was resent for remote execution and returned with the result. Such failures if not detected early, can lead to serious delays and disefficiencies. As a general solution for failures and system heterogeneity we can send more than a single copy for each computation. 

Chapter 1 Alpha-Beta Pruning Algorithm for Popcorn

This section suggests an algorithm – we call PAB – for distributed implementation of alpha-beta pruning in a way that conforms with the Popcorn paradigm requirements. Before describing the algorithm, we give some intuition by describing several trials which led us to this algorithm. 

Zero’s trial

What is the relative importance of ((-cutoffs in the buyer’s tree? If we have an unlimited amount of processors, wouldn’t it be enough to perform regular minmax in the buyer’s processor and sequential alpha-beta pruning in each computelet? We give several claims versus this approach:

1. It does not scale: if we use hierarchical computations in our implementation (i.e. let each computelet span a sub-tree of some depth and send its leafs for remote evaluation) then ((-cutoffs will occur only at the far-end computelets resulting in minor improvement over minmax.

2. When applying (( to the tree spanned by the buyer program, we’re not only avoiding redundant sending of computelets but also most of the nodes we send for remote evaluation are sent with finite (/( bounds. In this way we avoid a lot of redundant evaluations done at the computelets themselves.

3. The remote evaluation of a node is more costly than the (local) evaluation of a node at the computelet, so cutoffs are more effective at the higher level. Moreover, as the tree spanned by the buyer program is evaluated concurrently, it should actually be stored in memory. If we take for example a Chess program, where the branching factor is about 35, then spanning only a depth of 4 by the buyer will require 1.5*106 remote evaluations and considerable memory allocation for the tree. In addition the generation of the tree will require a considerable amount of time. 

Keeping track of (( bounds and cutoffs doesn’t add much complexity to a distributed implementation of minmax. The important point is in which order and in what timing should we send the nodes so that maximum number of cutoffs will occur. We list two trials for the order of evaluation before describing the derived algorithm.

First trial

Assuming the tree is best-ordered, alpha-beta achieves the minimal number of evaluations when scanning the tree from left to right. We can simply scan the tree in the same order as the sequential alpha-beta algorithm does, only evaluating n nodes at a time. This may be sound as a good idea, however a second examination shows that this would not be a wise choice: The evaluation of a node can lead to the immediate cutoff of its brother nodes. For some of the nodes, their evaluation will also affect the value of their parent value, leading to possible cutoffs in additional nodes, and so on. The closer in the tree a node is to a given node, the greater the chance its evaluation will be affected by the evaluation of that node. If we scan the tree in in-order, then after initiating the evaluation of a given node, we choose to evaluate in parallel exactly the node that is most likely to be affected (or even cutoff) by this node. In this way we cannot expect many cutoffs to occur. Measurements we’ve done support this claim.

Second trial

The previous trial failed because we tried to evaluate together nodes that were too close to each other. Let’s try the opposite approach: evaluate in parallel nodes, which are as distant as possible from each other: first expand all child nodes of the root node. Continue by expanding recursively the first t nodes of each node (see Figure 19). Send the i-nodes for remote evaluation in parallel. Whenever a node is evaluated, it updates the alpha/beta values of its parent node and these values are propagated up and down the tree. If the value of the parent node cannot be deduced, we expand another child in the same manner as before. Measurement we’ve done show that this method achieves better results than the former one, but still evaluate much more nodes than the sequential alpha-beta algorithm. The reason for the inefficiency of this method is that it treats all nodes in the tree symmetrically. If we follow the sequential ABP algorithm we see that nodes on the right side of the tree have better chances to be cutoff. If we begin by equally expanding all the nodes in the tree, we force the evaluation of many nodes that would otherwise be cutoff in some stage of the sequential algorithm.

Intuition

In order to find a better ordering for the evaluation of the tree, we should have a better understanding of the relationships between the nodes in the tree. In other words, we want to answer the question: “the evaluation of which nodes is affected by that of a given node?”. Let us look at the tree in Figure 20 and consider a sequential alpha-beta evaluation of its nodes. For a maximizing node, we call its ( bound a major bound and its ( bound a minor bound. Alternatively ( is the major bound of a minimizing node and ( is the minor bound of such a node. We say that the major bound of a node is finite if the node is a maximizing node and (<(( or if it is a minimizing node and (>((. Note that the evaluation of a node updates its minor bound and a cutoff occurs at the parent node if  (((, thus a cutoff can occur only if the parent node has a finite major bound. 
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Figure 19 - Initial nodes spanned in the first trial

When we begin evaluating node v, its bounds are (=((/(=((. This is a maximizing node, so the evaluation of v1-vn updates only its ( bound. Throughout the evaluation we will have (<( and thus all nodes v1-vn must be evaluated. Similarly we start evaluating v11 with bounds ((/((. It is a minimizing node so only its ( bound is updated. Thus all nodes v11-v1n must be evaluated as well. In general the major bound of a node whose all ancestors are leftmost child is infinite and thus all its children must be evaluated. We call such a node a pioneer. After v11 is evaluated, it updates the ( bound of v1. This ( bound is transferred to v12 before its evaluation. v12 is a maximizing node so a high value of a child of his (say v111) can make its ( value exceed its ( and cutoff the rest of his child nodes. In general a non-pioneer child of a pioneer child has a finite major bound (it is the current minor bound of its parent that was updated at least by its pioneer child) and thus can cutoff its brother nodes. We call such a child anxious. v21 is a son of an anxious node, its major bound is the same as its grandparent, which is a pioneer. So its major bound is infinite and all its children must be evaluated. Its children themselves are anxious as their major bound is like that of the parent of this node, which is finite. We call such nodes confident.  

We have three types of nodes pioneers, anxious and confident. The root of the tree is a pioneer. The leftmost child of a pioneer is a pioneer. The rest of the children are anxious. The first child of an anxious node is confident. All children of a confident node are anxious. All children of a pioneer or a confident node must be evaluated and the leftmost child of an anxious node must be evaluated. The total number of leafs that must be evaluated by a sequential alpha-beta algorithm is given by n(d/2(+ n(d/2( -1 where n denotes the expansion at each node and d the depth of the tree [52]. Figure 21 demonstrates which nodes must be examined in a tree of depth 5 with a branching factor of 3.
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Figure 20 - Relations between nodes in the tree

Consider the case where the first child of an anxious node didn’t cause the cutoff of his brothers. His brother now has finite major and minor bounds and thus his children are also in the threat of a cutoff. So when an anxious node is evaluated and doesn’t cause the cutoff of his brothers, his brother should not be expanded carefully – expanding first only its leftmost child.

Figure 21 – The nodes that must be evaluated by ((-pruning

Algorithm description

We are no ready to describe our suggested algorithm – hereafter referred as PAB. PAB uses a priority queue we call ready-queue. The ready queue holds terminal nodes which are ready for evaluation. A leaf x is prior to y if x is examined first by a left-to-right scanning of the tree. In the initialization phase of the algorithm we expand that portion of the tree that must be considered by a sequential alpha-beta evaluation of the tree (as discussed in the previous paragraph) and insert all generated terminal nodes to the ready-queue. 

There is an independent thread that repeatedly deletes nodes from the ready-queue and sends them for remote evaluation. In each cycle, the node at the top of the queue is chosen. It is checked if the parent node of this node was already evaluated. In such case the evaluation of the node is redundant and it is being discarded. Otherwise, the node is sent for remote evaluation with the most updated alpha/beta (held in its parent node). PAB let only a limited number of nodes to be evaluated remotely at any given moment. This number is parameterized and can be set according to the throughput of the system. 

Whenever a remote computation returns or whenever the value of any other node in the tree is set we do the following (synchronously):

1. If the node is the root of the tree, the evaluation of the tree is concluded

2. The (/( bounds of the parent node are being updated

3. If ((( for the parent node, or the parent node has no more childrens, the value of the parent node is set and these steps are applied recursively upon the parent node (steps 4-5 are not considered in this case).

4. We propagate the (/( values of the parent node down the tree for nodes that were not already evaluated.

5. We recursively expand the leftmost child of the next child of the parent node (updating its (/( values) and put the resulting i-node onto the ready-queue. (If we haven’t reached a terminal node, because one of the nodes on the way didn’t have any more nodes to open, the original node can be evaluated).

Figure 22 sketches the algorithm. 

PAB(position root)

   Construct a priority-queue Q

   Expand-initial-nodes (inserting the leafs to Q)

   while root has not been evaluated:

      delete the first leaf v from Q

      send v for remote (asynchronous) evaluation

      (if Q is empty wait for more leafs to be generated)

   return the value of root.

   Whenever a result of a remote evaluation of a leaf v returns:

      do Node-evaluated(v) (synchronously)

   Node-evaluated(v):

      If v is the root notify the main loop

      Let p be the parent of v

      If v.value is better than p.minor-bound

         Update p.minor-bound, p.value

         Propagate the new bound down the tree already spanned by p

      If p.( ( p.( or all of p children have been sent and evaluated

         discard all nodes in the sub-tree spanned by p

         Node-evaluated(p) (p.value=p.minor-bound)

      If all currently expanded children of p returned

         recursively expand the next leftmost child of p

         if a leaf was reached insert it to Q

         (otherwise p is evaluated..)

   Expand-Initial-Nodes:

   Label the root node as ‘pioneer’

      Recursively expand root as follows (starting with v=root)

      v.(=((, v.(=((
      If v is a leaf:

         insert v to Q

         return

      If v is labeled pioneer:

         create all children of v and label them ‘anxious’

      If v is labeled ‘anxious’:

         create the leftmost child of v and label it ‘confident’

      If v is labeled confident

         create all children of v and label them ‘anxious’

      recursively expand all children of v

Figure 22 – The PAB algorithm

Chapter 1  Performance Analysis of the Algorithm

The analysis of the performance of PAB (presented in 5.4.3) involves many parameters:

 We can measure the amount of leafs evaluated by the algorithm against various numbers of processors

 Measure the total amount of time required for the evaluation of a tree for various numbers of processors

 Measure the utilization of processors

 For each measurement we can test the algorithm with different depth and expansion in each node. In addition we should do the measurement for a different partition of depth of the tree, to the depth of the tree spanned at the buyer and the depth of the trees spanned by each computelet.

 All the measurements can be done in various levels of system heterogeneity, regarding the execution speed of the different processors and their network delays. In addition we can check the behavior of the algorithm for different rates of computelets failures and miss-behaved sellers.

 Different games yields different advantages for ((; for games which we have a good heuristic function, we can order the nodes in a way that will be close to their best ordering, thus (( will give very good results. On the other extreme, for some game we have no way of arriving at a good ordering of the nodes and the success of (( will be close to the case where the values of the leafs are chosen at random.

 An important test is to study the performance of the algorithm when hierarchical computations are applied. This is a significant test as only in this way can we really exploit the power of Popcorn for GTE. 

We provide data for some of the measurements from the above list. All the results discussed in this section, were obtained by simulations of the popcorn system. The next section explains the technical details of these simulations. Section 5.5 give the results of the execution of the algorithm on a real distributed Popcorn system.

We begin by examining the amount of work done by the algorithm.  Figure 23 displays the result of measurements of the amount of leafs considered by the algorithm when run with different number of processors. For the measurement we used the evaluation of the opening position in a game of Chess, with a depth of 5-plys and restricting the expansion of each node to 10 positions (see Section 5.4.5 for technical details). The constant line (at 2050) represent the amount of leafs considered by the sequential (( algorithm. 
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Figure 23 – Number of leafs evaluated by the algorithm for various amounts of processors

We see, that with few processors the amount of work done by the algorithm is very close to that of the sequential ((. As we add processors the amount of redundant work increase rapidly, but then stabilize and converge asymptotically to some bound. Notice that this bound is not high – with 200 processors the amount of work is only about twice as much as that of ((; compare this with the 100,000 leafs that would have been evaluated by minmax.

Recall that we begin by considering only nodes that must be evaluated by (( and expand a new node only when the return of a result didn’t cause an ((-cutoff. Why then are we evaluating more leafs when evaluating the tree in parallel? The reason is that a cutoff of consequent children of a node depends both on its minor bound (affected by the tree it had spanned so far) and its major bound (affected by the tree it is part of); when we evaluate the tree with many processors, it frequently happens that the result for the evaluation of a node returns before the major bound of its parent node has been updated (the updating of this major bound depends on the return of many results of evaluation initiated earlier). When this happens, we expand a new node that may have been avoided if delayed. 

If we exclude the use of a priority queue for the leafs that are ready for evaluation, we get a similar behavior also with a small number of processors. In fact the number of evaluation stays around 4,400 regardless of the number of processors. This is accounted for by the same explanation stated in the previous paragraph, but it suggests that if we start with the correct set of leafs, we can expand the rest of the tree a bit out of order and still the total amount of work would not be too high. The implication of this is that the heterogeneity of our system should not damage much the efficiency of our algorithm afterall. Indeed, measurement that we’ve done, show that the heterogeneity plays a major factor when only few processors are employed, but its effect it almost unseen when the number of processors is large.

The measure of the total work done by the algorithm is somewhat illusive; if we look at the total evaluation time of the tree, we see that the speedup we achieve is quite limited (Figure 24). For few processors the increase in the speedup is linear, but as more processors are added the increase is restrained and beyond, say 25 processors, the adding of more processors barely affect the speedup. Precisely when the number of processors is large and the change in the total amount of work is small, the change in the speedup is also small! This apparent contradiction is resolved when we look at the usage rate of the processors along the evaluation of the tree. The implementation of the algorithm ensures that no more than n leafs will be evaluated concurrently, it does not ensure however, that the number of concurrent evaluations would not drop below n. Figure 26 show the usage rate of the processors for various execution of the algorithm with different maximum number of processors. 
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 Figure 24 - The speedup achieved with varying number of processors
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Figure 25 - Usage rate of the processors

Observe for example, the result of running the algorithm with 50 processors (Figure 25 bottom-left). At the initialization phase, we know that there are 10(5/2(+10(3/2(-1=1099 leafs that must be evaluated; these leafs are inserted to the ready-queue. Each processor has about 20 leafs to evaluate before all the initial leafs are evaluated, so they are all busy for some time. We see that even after all the initial nodes were evaluated, the ready-queue can still supply enough work for all of the processors – the initial nodes constitute about 25% of the total number of leafs that were evaluated (4044 in total) and the fall starts at 80% (the area under the graph till the point of the first fall). This means that at the beginning, for most leafs, the evaluation of a leaf causes the expansion of another leaf so that there are enough leafs in the ready-queue. As more and more nodes are evaluated, the ( and ( bounds of many nodes is set to finite values and more cutoffs occur. A cutoff can lead to a situation in which a node whose evaluation was completed finds out that the value of its parent (or an ancestor) is already set and it is being discarded. This situations decrease the number of leafs in the ready-queue, until there are less ready leafs then available processors. Note that the decent in the usage of processors take the form of a series of falls. A possible explanation for this is the existence of different levels of cutoffs: at the beginning the major bound of nodes of depth 3 is not set for many nodes and mainly nodes of depth 5 are cutoff, gradually the major bound of nodes of depth 3 is set and then cutoffs of nodes of depth 4 also occur, etc. Nodes that were expanded at the beginning of the algorithm would have their major bound set at about the same time and thus have high chances of experiencing a cutoff at similar times, leading to a sudden drop in the number of ready leafs.

The more processors we use the sooner we experience a drop in the number of ready leafs. If we look at the average usage rate of the processors (Figure 26) we see how does it account for the limited speedup of the algorithm when many processors are applied.
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Figure 26 – Average usage rate of the processors

We can try to improve the algorithm, by forcing the full usage of the processors: when the ready-queue becomes empty we expand a new leaf whenever an evaluation of a leaf is completed (if the leaf has an ancestor whose value is already set, we expand the leftmost leaf in the tree which was not yet expanded). However, when trying to do so we find out that the total amount of work done by the algorithm is increases drastically. The problem is that we are initiating more evaluations exactly when the possibility of them being redundant is high. Figure 27 show the amount of work and speedup achieved by this supplement of the algorithm - We call the new version of the algorithm PAB*.
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Figure 27 – Amount of work (left), Total execution time (right)

At around 40 processors, the total evaluation time for both algorithms is similar, but the number of leafs evaluated by PAB* is twice as high. With 200 processors PAB* evaluates the tree in half the time but quadruples the amount of work.    

To get a more precise picture, let look at another aspect. So far in our analysis, we treated the leafs of the tree as indivisible units. We said in section 5.4.2 that in order for our implementation to be efficient each computelet should carry the task of evaluating a whole sub-tree and not the evaluation of a single node. If we use the algorithm in the case each computelet spans a sub-tree, the amount of work done by each computelet would vary depending on the (,( bounds it is initiated with. At the early stages of execution most computelets are sent with infinite bounds, limiting the likelihood of cutoffs in the tree spanned by the computelet. As more nodes are being evaluated, the (,( bounds of many nodes are improved and so a computelet sent at later stages of the execution should experience many more cutoffs (including cutoffs of highest level). Notice that in PAB* the computelets will be sent with lesser bounds leading to less savings in the computelets themselves. Because of technical reasons (regarding the large depth of the tree) we do not have clear measurements to support this observation. However, early measurements we’ve done in the real distributed popcorn system show that the time required for the evaluation of a computelet in the beginning of the algorithm is larger in an order of magnitude than that required for the evaluation of a computelet at the end of the algorithm (of course this gap increase as the depth of the tree spanned remotely increase). If hierarchical computations were applied this gap would be increase much more. This observation favor the use of PAB and not PAB*.

Chapter 1 Measurements Technical Details

All measurements presented in the previous section were carried out by a single processor that simulated a distributed popcorn system. On the one side the use of a simulated system gave us a convenient way of focusing on specific parameters while hiding the effect of others (like system heterogeneity). It also let us test the algorithm with a large number of simulated processors. On the other hand care should be taken in the implementation of the simulations so that they will loyally reflect to a real distributed popcorn system. This section gives the technical details of these measurements. Section 5.5 presents measurements done on a real distributed popcorn system.

We’ve implemented several games to be used for our experiments: a Chess program, a simpler Nepally game we call ‘Tigers and Goats’ and several trivial games. Our Chess program used a static-evaluator that was based on a document describing a heuristic used by GNU-Chess. The heuristic is fairly complex, taking into account many aspects of a chess position (material-value, mobility, hung-pieces, pawn’s rank, passed pawns, backward pawns, X-ray mobility of bishops and queens, safe-checks, adjustment of special pieces and many other parameters). We haven’t applied many optimizations to our code, thus the implementation of the Chess program is very slow. Because of this we could not afford to use it as is, in our simulations. On the other hand we wanted to preserve the complexity of the static-evaluator which is important to the behavior of ((-pruning (the diversity of values, the frequency of cutoffs, ordering of nodes). To achieve this we’ve build a database of game positions and their corresponding values. In the simulations we load the database into the memory and lookup the value of each position in the database. Because of the limitations on the size of the database, it holds the tree spanned from a fixed initial position with limited expansion and a maximum depth of 7 plys.

In order to simulate a popcorn system with many sellers we’ve used a local-distributor mechanism (see 3.5.3); when receiving a computelet, the distributor execute it and delays the notification for its result for a given interval of time. This interval is chosen according to normal distribution, with mean value and standard-deviation that are proportional to the actual measured execution time of the computelet. The computation of the delay interval was parameterized and was set so that the delay would account for the executing of many computelets in parallel and all the overhead of the simulation. 

Chapter 1 System Measurements

This section display the results of performance measurements of our program for GTE on our implementation of a popcorn system. These measurements were carried out on a revised implementation of the popcorn system. The new implementation improves the communication protocols of the previous system [3] and is redesigned with a component oriented approach. However, the new implementation is not complete. Specifically it does not include the implementation of a market mechanism for matching buyers and sellers according to economical grounds. Instead the computelets are distributed to the sellers according to a simple Round-Robin basis. 

Figure 28 shows the result of measurements of the speedup achieved by the system for varying amount of processors. The application used for the tests was the game-tree evaluation of game positions of a game called ‘Tigers and Goats’ (this is a fairly simple Nepally game which reminds Checkers). In this test we used the basic distributed minmax algorithm (described in 5.3). For each position we evaluate a tree of depth 4, maximum expansion of 10 and an intermediate depth of 2 (the buyer spans two levels and each computelet the next two levels). Each value in the graph represent the average evaluation speed of game-positions (in boards per second) taken over 5 different executions of the test. For the measurement we used 13 Pentium-II 233MHz 64MB PCs and 14 Pentium-Pro 200MHz 64MB PCs. The processors were connected via a 10Mb Ethernet LAN. The buyer processor is a Pentium-II 233MHz 64MB as well and the Popcorn market itself is executed by a Pentium-200MHz 64MB. All machines use JDK1.1.4 VM with no JIT-Compiler installed. The size of a chosen computelet was relatively short in terms of Popcorn – less than half a second.

Figure 28 – The speedup achieved by the system

In all we get a speedup of about a factor of 15 when using 27 processors. It turns out that the main reason for the flattening-off of the graph (near 13) is not the increased overhead due to the increased number of the system, but rather the relative increase in the time needed for the spanning of the tree: when the number of processors is small, the buyer program spend most of its execution time in waiting for the return of results, as the number of the processors increase, the results return frequently and the task of spanning the intermediate tree and ordering its node (according to the static evaluator) becomes a bottleneck. When we tried to execute in parallel the Ramsey application [34] (with similar sizes of computelets) for whom the generation and handling of computelets is trivial, the system could handle efficiently 50 processors. We believe that these results can be improved considerably by applying some optimization to our implementation of the game and by employing more efficient VM implementations – in particular by using JIT-compilers.

Unfortunately, we don’t have clear results for the performance of PAB and PAB* in a real distributed system. In order to get meaningful measurements for these algorithms, the size of the intermediate tree should be big enough. Our implementation of the games has made free use of high constructs (such as Hashtables and Vectors) and it turned out to be memory consuming. This fact paused difficulties on our testing. 
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�  Popcorn – Paradigm Of Parallel Computing Over Remote Networks


�  No other way for assigning the computelet exists; moreover, there is no method for getting the reference to the computelet outside the constructor. The rational behind this is to tight the computation-packet with the computation.


�  Such a problem arise for example in Lagragient computations in Physics.


� Invoking execute() directly will not work, the reason for this is explained in the next section


�  The implementation of the security model as described here, is designed with the JDK 1.1 security model in mind. With JDK 1.2 the implementation is much more straightforward: we invent a new set of Permissions and plug them into the regular security model.


�  This feature is provided only by subclassing the SecurityManager class, and we cannot construct a new SecurityManager if one already exists - namely, that of the browser in which the seller-applet is running


�  This is typically done by selecting a random key for an efficient symmetric-key cryptosystem (such as DES) and exchanging it using a public-key cryptosystem (such as RSA)


� Events are not fired in the absence of suitable listeners, so there is not efficiently loss in this case.


�  In part, this paragraph is inspired from “On Numbers and Games”/ J.H. Conway, Chapter 7, p. 71.


� The infrastructure of � REF _Ref418993278 \r \h � \* MERGEFORMAT �5.2� can be generalized to include such games.


� Apparently many known games contain cycles. For example in a game of Chess, the two players can reverse their last two moves and return to a previous held position. However the official rules of Chess disallow the recursion of such moves. We refer to a position in a more general form; a position include all information needed to determine if a successive position is legal, in the case of Chess a position will held information about several previous positions to eliminate the possibility of endless recursion.


� Although the values of positions are not necessarily real numbers, we restrict ourselves to real-valued heuristic-functions.


�  Some strategy games are not suitable for regular game-tree evaluation (that apply a static evaluator at the leafs). For these the programmer need to implement a Strategy class instead of a StaticEvaluator. 


�  The information of the player whose turn to play, is usually redundant, but it can sometimes help the design of a more efficient static-evaluator.


�  We emphasis that this is a simplified description, there are many types of customizations that is given for minmax-like strategies.
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100 processors



		expansion		d_leafs		sigma		mean		d_time		outers		depthPerPacket		d_value		totalDepth		packets		l_leafs		l_value		slowdown		l_time

		10		4031		100		500		104578		50		0		136		5		4031		2050		136		1		188

		10		4027		100		500		104360		50		0		136		5		4027		2050		136		1		312

		10		4344		100		500		97859		100		0		136		5		4344		2050		136		1		235

		10		4303		100		500		98297		100		0		136		5		4303		2050		136		1		609

		10		2613		100		500		156031		10		0		136		5		2613		2050		136		1		16

		10		2628		100		500		157516		10		0		136		5		2628		2050		136		1		15

		10		4331		100		500		95485		200		0		136		5		4331		2050		136		1		16

		10		4402		100		500		96438		200		0		136		5		4402		2050		136		1		16

		10		3504		100		500		115969		25		0		136		5		3504		2050		136		1		31

		10		3483		100		500		116297		25		0		136		5		3483		2050		136		1		15

		10		4054		50		500		103281		50		0		136		5		4054		2050		136		1		16

		10		4056		50		500		101921		50		0		136		5		4056		2050		136		1		15

		10		4304		50		500		95453		100		0		136		5		4304		2050		136		1		16

		10		4289		50		500		95359		100		0		136		5		4289		2050		136		1		516

		10		2637		50		500		157735		10		0		136		5		2637		2050		136		1		16

		10		2645		50		500		159000		10		0		136		5		2645		2050		136		1		31

		10		4432		50		500		97375		200		0		136		5		4432		2050		136		1		16

		10		4399		50		500		104344		200		0		136		5		4399		2050		136		1		1078
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				Processors		PAB*		PAB		Sequential

				10		4482		2632		2050

				25		6569		3485		2050

				50		9755		4044		2050

				100		14465		4276		2050

				200		16904		4390		2050

				Processors		PAB		PAB*

				10		324		493.953

				25		238		277.391

				50		218		203.843

				100		201		154.874

				200		201		102.609
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2050

14465

4276.3333333333

2050

16904

4390

2050



		10		10

		25		25

		50		50

		100		100

		200		200



PAB

PAB*

Number of processors

Time (sec)

Total Evaluation Time

324.4

493.953

237.6175

277.391

217.7616666667

203.843

201.355

154.874

200.935

102.609



				sigma		mean		Push Time		Processors		Push		Sequential

				50		500		246875		10		4478		2050

				50		500		247078		10		4485		2050

		10 ממוצע		50		500		246976.5		10		4482		2050

				50		500		139000		25		6583		2050

				50		500		138391		25		6555		2050

		25 ממוצע		50		500		138695.5		25		6569		2050

				50		500		102109		50		9787		2050		4390

				50		500		101734		50		9722		2050

		50 ממוצע		50		500		101921.5		50		9755		2050

				50		500		77656		100		14552		2050

				50		500		77218		100		14378		2050

		100 ממוצע		50		500		77437		100		14465		2050

				50		500		51047		200		16878		2050

				50		500		51562		200		16930		2050

		200 ממוצע		50		500		51304.5		200		16904		2050

		ממוצע כולל		50		500		123267		77		10435		2050

				100		500		240078		10		4349		2050								Processors		Regular		Push

				100		500		241078		10		4375		2050								10		64880		98790.6

				100		500		136891		25		6496		2050								25		47524		55478.2

				100		500		136672		25		6477		2050								50		43552		40768.6

				100		500		107828		50		9635		2050								100		40271		30974.8

				100		500		100125		50		9565		2050								200		40187		20521.8

				100		500		74657		100		13534		2050

				100		500		76953		100		13724		2050

				100		500		56406		200		16910		2050

				100		500		51297		200		16912		2050

				150		500		236078		10		4302		2050

				150		500		236078		10		4278		2050

				150		500		133406		25		6364		2050

				150		500		135406		25		6198		2050

				150		500		94860		50		9062		2050

				150		500		94609		50		9027		2050

				150		500		66703		100		12459		2050

				150		500		65797		100		12378		2050

				150		500		50454		200		16616		2050

				150		500		53813		200		16664		2050
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				processors		bps

				1		393

				2		750

				4		1415

				6		1990

				10		3511.2

				13		4134.2

				17		4185.6

				21		4019

				27		4842.6





גיליון1

		



bps

Number of processors

Speed (boards/sec)



גיליון2

		



Pentium-II 233MHz

Pentium-Pro 200MHz



גיליון3

		






_957192049.xls
גיליון2

		

						Processors		Usage rate

						10		9.62

						25		15.45

						50		20.23

						100		22.93

						200		24.96
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100 processors



		expansion		d_leafs		sigma		mean		d_time		outers		depthPerPacket		d_value		totalDepth		packets		l_leafs		l_value		slowdown		l_time

		10		4031		100		500		104578		50		0		136		5		4031		2050		136		1		188

		10		4027		100		500		104360		50		0		136		5		4027		2050		136		1		312

		10		4344		100		500		97859		100		0		136		5		4344		2050		136		1		235

		10		4303		100		500		98297		100		0		136		5		4303		2050		136		1		609

		10		2613		100		500		156031		10		0		136		5		2613		2050		136		1		16

		10		2628		100		500		157516		10		0		136		5		2628		2050		136		1		15

		10		4331		100		500		95485		200		0		136		5		4331		2050		136		1		16

		10		4402		100		500		96438		200		0		136		5		4402		2050		136		1		16

		10		3504		100		500		115969		25		0		136		5		3504		2050		136		1		31

		10		3483		100		500		116297		25		0		136		5		3483		2050		136		1		15

		10		4054		50		500		103281		50		0		136		5		4054		2050		136		1		16

		10		4056		50		500		101921		50		0		136		5		4056		2050		136		1		15

		10		4304		50		500		95453		100		0		136		5		4304		2050		136		1		16

		10		4289		50		500		95359		100		0		136		5		4289		2050		136		1		516

		10		2637		50		500		157735		10		0		136		5		2637		2050		136		1		16

		10		2645		50		500		159000		10		0		136		5		2645		2050		136		1		31

		10		4432		50		500		97375		200		0		136		5		4432		2050		136		1		16

		10		4399		50		500		104344		200		0		136		5		4399		2050		136		1		1078
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				Number of processors		Number of Leafs (Distributed)		Number of Leafs (Sequential)

				1		2124		2050

				2		2141		2050

				5		2275		2050

				10		2632		2050

				25		3485		2050

				50		4044		2050

				100		4276		2050

				200		4390		2050





גיליון1

		



Number of Leafs (Distributed)

Number of Leafs (Sequential)

Number of processors

Number of Leafs

Evaluated Leafs / Processors



Sheet1

		exp		d_leafs		sig		mean		d_time		dpp		d		outers		packets		l_leafs

		10		2118		40		200		442344		0		5		1		2118		2050

		10		2128		40		200		439437		0		5		1		2128		2050

		10		2127		40		200		439281		0		5		1		2127		2050

		10		2124		40		200		440354		0		5		1		2124		2050

		10		2141		40		200		223141		0		5		2		2141		2050

		10		2137		40		200		220703		0		5		2		2137		2050

		10		2145		40		200		224875		0		5		2		2145		2050

		10		2141		40		200		222906		0		5		2		2141		2050

		10		2291		40		200		97187		0		5		5		2291		2050

		10		2264		40		200		95437		0		5		5		2264		2050

		10		2270		40		200		96609		0		5		5		2270		2050

		10		2275		40		200		96411		0		5		5		2275		2050

		10		2636		40		200		65109		0		5		10		2636		2050

		10		2623		40		200		64344		0		5		10		2623		2050

		10		2637		40		200		65187		0		5		10		2637		2050

		10		2632		40		200		64880		0		5		10		2632		2050

		10		3487		40		200		48281		0		5		25		3487		2050

		10		3482		40		200		46766		0		5		25		3482		2050

		10		3485		40		200		47524		0		5		25		3485		2050

		10		4050		40		200		46266		0		5		50		4050		2050

		10		4028		40		200		42344		0		5		50		4028		2050

		10		4055		40		200		42047		0		5		50		4055		2050

		10		4044		40		200		43552		0		5		50		4044		2050

		10		4268		40		200		41094		0		5		100		4268		2050

		10		4275		40		200		39266		0		5		100		4275		2050

		10		4286		40		200		40453		0		5		100		4286		2050

		10		4276		40		200		40271		0		5		100		4276		2050

		10		4395		40		200		40312		0		5		200		4395		2050

		10		4385		40		200		40062		0		5		200		4385		2050

		10		4390		40		200		40187		0		5		200		4390		2050

		10		3101		40		200		131843		0		5		43.3636363636		3101		2050
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				expansion		d_leafs		sigma		mean		Processors		Time				l_leafs

				10		2118		40		200		1		442344				2050

				10		2128		40		200		1		439437				2050

				10		2127		40		200		1		439281				2050

		1 ממוצע		10		2124.3333333333		40		200		1		440354		1.00		2050

				10		2141		40		200		2		223141		1.97		2050

				10		2137		40		200		2		220703		2.00		2050

				10		2145		40		200		2		224875		1.96		2050

		2 ממוצע		10		2141		40		200		2		222906.333333333		1.98		2050

				10		2291		40		200		5		97187		4.53		2050

				10		2264		40		200		5		95437		4.61		2050

				10		2270		40		200		5		96609		4.56		2050

		5 ממוצע		10		2275		40		200		5		96411		4.57		2050

				10		2636		40		200		10		65109		6.76		2050

				10		2623		40		200		10		64344		6.84		2050

				10		2637		40		200		10		65187		6.76		2050

		10 ממוצע		10		2632		40		200		10		64880		6.79		2050

				10		3487		40		200		25		48281		9.12		2050

				10		3482		40		200		25		46766		9.42		2050

		25 ממוצע		10		3484.5		40		200		25		47523.5		9.27		2050

				10		4050		40		200		50		46266		9.52		2050

				10		4028		40		200		50		42344		10.40		2050

				10		4055		40		200		50		42047		10.47		2050

		50 ממוצע		10		4044.3333333333		40		200		50		43552.3333333333		10.11		2050

				10		4268		40		200		100		41094		10.72		2050

				10		4275		40		200		100		39266		11.21		2050

				10		4286		40		200		100		40453		10.89		2050

		100 ממוצע		10		4276.3333333333		40		200		100		40271		10.93		2050

				10		4395		40		200		200		40312		10.92		2050

				10		4385		40		200		200		40062		10.99		2050

		200 ממוצע		10		4390		40		200		200		40187		10.96		2050

		ממוצע כולל		10		3101.2727272727		40		200		43.3636363636		131842.954545455				2050
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