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Abstract

The Shared Object POPCORN System provides a simple method of carrying out a general distributed application over an Intranet network.  The system provides any programmer connected to an Intranet with a single virtual parallel computer composed of all processors which care to participate at any given moment. The programmer is capable of carrying out a general distributed program using this virtual computer. The system provides a market-based mechanism of trade in CPU time to motivate hosts to provide their CPU cycles for other people’s computations.  “Selling” CPU time is as easy as joining a certain web site with a Java-enabled browser.  “Buying” CPU time is accomplished by writing a parallel program using the Shared Object Popcorn paradigm. The “Market” is the entity in which buyers and sellers of CPU time meet and trade. The Shared Object POPCORN system is fully object oriented, thus allowing a robust shared object mechanism and failure handling to supports distributed computations. This Project is based on the POPCORN project with the addition of a Shared objects mechanism. The system has been implemented at the Hebrew University.
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1. Introduction

The growing widespread use of the Internet and Intranets within organizations has introduced a new opportunity and a new challenge for distributed computing. A CPU consumer on the Internet or within an organization may have network access to a large number of computers, many of which may be idle at any given moment. It would be an appealing idea for such a CPU user to utilize these machines to carry out his tasks.

The idea of utilizing a number of computers on a local network for carrying out a CPU intensive task has been successfully attempted by rather many systems by now, especially due to the influence of the work done in “Network of Workstations” (NoW) [2].  The motivation for distributed systems operating on the local area network, is to allow reliable distributed applications to be built and carried out over a large number of machines, thus achieving a shorter execution time than that of a single machine.

Applying distributed computing over the Internet which we will term as “global computing”, introduce new challenges. Apart from the technical difficulties of the implementation of such a system, there are two important matters to be considered. 

The first difference is a matter of scale: The Internet is much more “distributed”: The communication bandwidth is smaller, the latency higher, the reliability lower.  Processors come and go with no warning and there is no way to control them.  The positive side of global computing is the huge number of the potential processors available.  Although the Internet cannot currently hope to serve as a totally general-purpose efficient parallel computer, it can still provide excellent computational resources for a wide variety of computational problems.[Chapter 2][55]. 

A more interesting difference arises due to the distributed ownership of the processors on the Internet.  Since each processor is owned and operated by a different person or organization, there is no a-priori motivation for cooperation (why should my computer work on your problem?).  Clearly a motivation for cooperation (such as payments for CPU time) must be provided by a global computing system. In addition, processors on the Internet may be malicious or faulty, and thus should verify each other’s results and need be protected from each other.

Intranets inside organizations are another, even more promising environment for distributed computing to take place. Although the number of machines on the network may be small compared to the whole Internet, the network is much faster and the reliability of network and even of the computers themselves is higher than in the Internet. While “Global Computing” over the Internet cannot currently allow a general distributed application to be carried out, it would be appealing to allow a general distributed computation to take place over an Intranet. 

The challenges facing such a system include the issues concerning the Global Computing (such as distributed ownership of processors) as well as issues more classical in terms of distributed systems.  Among these are fault tolerance, load balancing and distributed shared memory. [50][51][52]  

In this paper, we introduce the Shared Object POPCORN system.  This system is intended to carry out general distributed applications over Intranets.

 1.1 Requirements of a Distributed System

A distributed computation system operating over a network of computers is expected to offer reliable communication between the different executing parts, be sustainable to failures and work efficiently, utilizing all of the available machines.  The programmer of a distributed system is offered an environment in which he could carry out the computation.   The distributed computation takes care of such issues and offers the programmer an interface to take advantage of those features. 

The main requirements of a distributed system include:

- A reliable communication mechanism and/or some sort of shared memory mechanism to be available between the different components of the program.

- A load balancing mechanism which balances the load between available computers, throughout program execution.

- A fault tolerant mechanism allowing the system to recover from partial failures of computers.

In addition to these requirements, the programmer of a distributed system should be kept in central focus of the overall considerations. The programmer views the system through his machine that is connected to the network.  The programmer expects his tasks be divided to different machines, and be carried out as fast as possible.  The API of such a system should be simple and should resemble a familiar multi-threaded paradigm.  It is important for the programmer that issues mentioned above such as load balancing and fault tolerance be handled by the system.

In the context of distributed systems operating on the local area network, there have been many systems which solve some or all of the above requirements, offering the programmer an environment to carry out reliable distributed applications over a large number of machines.  Some of these are PVM[36] MOSIX[56] Arjuna[57] Horus[37] NOW[2].

In the context of “global computing”, not all of the requirements are achievable due to the distributed nature of the Internet.  In order to deal with the loss of generality, the system either offers a different programming paradigm that isn’t general, or alternatively, leaves the programmer to deal with these problems on his own.  The loss of generality is compensated by the potentially huge amount of processors that are available.

1.2 Distributes Systems over the Internet – the POPCORN Project

There are currently millions of processors connected to the Internet. At any given moment, many if not most of them are idle. An obvious and appealing idea is to utilize these computers for running applications that require large computational power. This would allow what may be termed “global computing” – a single computation carried out in cooperation between processors worldwide. 

Applying distributed computing over the Internet is complicated when compared to a distributed system over a network of workstations.  First, there are major technical difficulties due to code mobility, security, platform heterogeneity, and coordination concerns.  Some of these problems are solved by the recent availability of the Java programming language[3] embeded in popular browsers. At least two fundamental differences exist between global computation (like POPCORN) and locally distributed computations.  The first is the “distributed” nature of the Internet and the second is the distributed ownership of the processors on the Internet, as described above.

1.2.1 POPCORN Overview

POPCORN's basic function is to provide any programmer on the Internet with a simple virtual parallel computer. This virtual machine is implemented by utilizing all processors on the Internet that care to participate at any given moment. In order to motivate this participation, a market-based payment mechanism for CPU-time underlines the whole system.  The system is implemented in Java and relies on its ubiquitous “applet” mechanism for enabling both wide-scale as well as safe participation of remote processors.   

There are three distinct entities in the POPCORN system: 

1. The parallel program written (in Java) using the POPCORN paradigm and API. This program acts as a CPU-time “buyer”.  The programming paradigm was designed as to fit “global computing”.

2. The CPU-time “seller” which allows its CPU to be used by other parallel programs. This is done as easily as visiting a web-site using a Java-enabled browser, and requires no download of code. 

3. The “Market” which serves as a meeting place and matchmaker for buyers and sellers of CPU-time.   

The POPCORN programming paradigm, used by the buyer program, achieves parallelism by concurrently spawning many sub-computations, termed “computelets”.  The POPCORN system automatically sends these computelets to a Market (chosen by the user), which then forwards them to connected CPU-time sellers who execute them and return the results.  The matching of buyers and sellers in the Market is dynamic, is done according to economic mechanisms, and results in a payment of the buyer to the seller.  

The system is clearly intended for very coarse-grained parallelism.  The efficiency is mostly determined by the ratio between the computation time of computelets to the communication effort needed to send them and handle the overhead.   To achieve high efficiency, computelets should be relatively heavy in terms of computation time.

1.2.2 Limitations of the POPCORN system

While the POPCORN system offers the programmer an environment to carry out lightly interacting sub-programs, the system does not allow the programmer to carry out a general distributed program, which may need to continually communicate information between its sub-programs.

An example of a program, which does need the ability for its sub-programs to continually communicate, is the algorithm for the famous “LIFE” problem[Chapter 3.6]. LIFE is a general problem used by many applications in the scientific world, such as modeling of physical systems. LIFE is composed of a large world that is, in its parallel version, divided between many processes.  Each process needs to communicate with its neighboring processes constantly.  If one of the processes fails it is not possible to resume the whole computation.

1.3 The Shared Object POPCORN (SOP) Project


Intranets inside organizations offer an appealing environment in which to carry out distributed computing. This is so because of the many computers available on such networks, most of which are often idle.  Compared to the Internet, the network is fast and relatively more reliable.  

Applying distributed computing over the Intranet is problematic for reasons of both “global computing” systems and NOW distributed systems.  The distributed ownership problem discussed above is one of the “global computing” problems.  Issues such as fault tolerance, load balancing, and distributed shared memory are dealt with in classical distributed systems.

1.3.1 SOP Overview

The SOP system provides a programmer on an organization Intranet with a simple virtual parallel computer on which the programmer could carry out a general distributed computation.  This virtual machine is implemented by utilizing all processors on the Intranet that care to participate at any given moment. 

There are four distinct entities making up the SOP system:

1. The Parallel program written in Java using the SOP paradigm and API.  This program acts as a “CPU-time buyer”.

2. The “CPU-time seller” which allows its CPU to be used by other parallel programs. This is done as in the manner of the POPCORN project, by visiting a web-site using a Java-enabled browser. This requires no download of code.

3.   The “Market” which serves as a meeting place for buyers and sellers of CPU-time.

4. The “Shared-Object Server” holding and managing shared objects of the CPU buyer (to be elaborated on later).

The SOP programming paradigm, used by the buyer program, achieves parallelism by sending off the buyer’s thread-like tasks, termed “computeletThreads”. The SOP system sends these computeletThreads to the Market, which then forwards them to connected CPU-time sellers who execute them. .  The matching of buyers and sellers in the Market is dynamic, and done according to economic mechanisms, and results in a payment of the buyer to the seller.

Each of the computeletThreads may communicate throughout its execution through the shared object mechanism termed “popSharedObjects”. The PopSharedObjects are objects located on a shared server for computeletThreads to contact and make requests upon.  The programmer may also receive updates of the program by calling on the shared objects.

1.3.2 Load Balancing in SOP

The computeletThreads have the ability to be stopped and moved to a different machine where they continue execution. An entity within the Market called the “LoadBalancer” is responsible for the process of moving ComputeletThreads between different computers in order to carry out the computation efficiently.  

When speaking of efficiency, we may actually mean two things: the first has to do with performance and machine’s load. The second has to do with economical efficiency and market rules.  The goal of the LoadBalancer is to combine these two approaches.  On the one hand, allow machines to be evenly loaded while on the other, follow the market rules.

The LoadBalancer of the SOP system allows the system to be dynamic, follow market rules, keep machines evenly loaded as best as possible, allow new machines to be added into the system and allow machines to leave the system.

1.3.3 Fault Tolerance in SOP

Failures are anticipated within a system that enables computers on the network to join it, in order to carry out a common distributed task.  These failures may evolve due to operating system’s problems, network problems and other reasons.  In contrast to the POPCORN system, a single failed computation may jeopardize the whole system. The reasons are: 

1) Each single computeletThread may affect the PopSharedObjects and 

2) Due to the interaction between the ComputeletThreads, the state of each ComputeletThread is important for the whole computation’s continuation.

In order to deal with partial failures, an entity within the Market called the “Snapper” is continuously taking ‘snapshots’ of the system (to be described in detail in chapter 5). These snapshots enable another entity named the “Reviver”, invoked in case a participant computer has failed, to retrieve the system to the last ‘snapshot’ taken before the failure.


In order to allow such a mechanism to take place, an infrastructure for taking single ComputeletThread snapshot was formed. (This infrastructure is used for the load-balancing mechanism as well).  Once this mechanism was in place an appropriate snapshot algorithm was used to take the snapshots of the system.  The algorithm of Chandy & Lamport[39] is a possible candidate for the SOP system’s fault tolerant mechanism. 

1.4 Main Results and Contributions

The SOP system allows a programmer to carry out a general distributed application over an Intranet.  The system, which is based on the Popcorn project with the addition of a Shared objects mechanism, allows the programmer to write a general distributed program for the infrastructure to carry out.  In order to achieve this, a programming paradigm and API was formed on top of the POPCORN project so that writing a program for the distributed SOP environment is as simple as possible. The API was then implemented and tested.

Once the programmer runs the program, the SOP infrastructure is responsible for carrying it out.  The SOP infrastructure allows machines to easily join the system by simply entering a web page using a Java enabled browser.  The SOP infrastructure is then responsible for the distribution of the program’s tasks among the joined computers, constantly load-balancing the system so that participating computers are evenly loaded, taking care of partial failures and running the system according to economic criteria and “market rules”.  These aspects make the SOP system suitable for carrying out general distribution applications.

The Load Balancing approach used in the SOP project combines economic factors and machine load to dynamically balance the tasks between hosts. This is done to keep up with the market rules, but to a certain limit so as not to slow the system down and therefore diminish profits, ultimately ending up with a non-efficient economy. 

The checkpointing and rollback approach used in the SOP project demonstrates the natural checkpointing within a fully object oriented system.  This natural approach allows different algorithms to take place.  The system demonstrates the use of the Chandy & Lamport algorithm[39] to enable a no-freeze checkpointing application.

The SOP project is a fully object oriented system.  The tasks as well as the shared objects used for communication, are made up of objects. Using objects and object snapshots make the system simple and powerful.  The results of the testing show a linear growth of performance as a function of the computers joined to the system, in the activity borders of the system.

1.5 Thesis Structure


Chapter 2 describes the POPCORN project, which was the starting point of the SOP project.  The work on the POPCORN project was done by Prof. Noam Nisan, Shmulik London, Ori regev and myself [55]. 

Chapter 3 describes the SOP system, the programming paradigm adopted, the API constructed, the system architecture, some of the features of the system, comparison to existing distributed mechanisms to SOP, and performance evaluation.

Chapter 4 describes the load balancing and economic efficiency issues within the SOP system. 


Chapter 5 describes the Fault Tolerant mechanism within the SOP system.


Chapter 6 gives an overview of the field of shared objects and object snapshots.

2. Overview of the POPCORN system

2.1. Introduction

The SOP system is based on the POPCORN project and forms an extension to it.  This extension changes the programming concept of the global POPCORN paradigm suitable for the internet. The SOP system is aimed toward writing a general distributed program closely resembling a single multithreaded program, suitable to run on a network of computers. Because of this close relationship, the POPCORN project is explained here in detail. This POPCORN overview is taken in part from [55].

The POPCORN project provides an infrastructure for “global computing” over the Internet.  There are millions of processors connected to the Internet.  Since a large number of them are idle at any given moment, it is appealing to utilize these computers for running applications that require large computational power.  This would allow what may be termed “global computing” – a single computation carried out in cooperation between processors worldwide.

In the context of a single local network, this idea has been successfully attempted by rather many systems by now, especially due to the influence of the work done in “Network of Workstations” (NoW)[2]. However, the situation is more complicated when it comes to the whole Internet.  First, there are major technical difficulties due to code mobility, security, platform heterogeneity, and coordination concerns.  The recent wide availability of the Java programming language [3] embedded in popular browsers goes a long way in solving many of these technical difficulties by providing a uniform and secure mobile code platform.  However, even after the technical difficulties are solved, we are left with significant problems that are inherent to global computation. At least two fundamental differences exist between global computation (like POPCORN) and locally distributed computation (like NoWs).

The first difference is a matter of scale: The Internet is much more “distributed”: The communication bandwidth is smaller, the latency higher, the reliability lower. Processors come and go with no warning and no way to control them. On the positive side, the potential number of processors is huge. We believe that while the Internet currently cannot hope to serve as a totally general-purpose efficient parallel computer, it can still provide excellent computational resources for a wide variety of computational problems. We sketch some of these applications in section 4.

A more interesting difference is due to the distributed ownership of the processors on the Internet. Since each processor is owned and operated by a different person or organization, there is no a-priori motivation for cooperation (why should my computer work on your problem?). Clearly a motivation for cooperation (such as payments for CPU time) must be provided by a global computing system. In addition processors on the Internet may be malicious or faulty, and thus should verify each other’s results and need be protected from each other.

2.1.1 POPCORN Overview

POPCORN's basic function is to provide any programmer on the Internet with a simple virtual parallel computer. This virtual machine is implemented by utilizing all processors on the Internet that care to participate at any given moment. In order to motivate this participation, a market-based payment mechanism for CPU-time underlines the whole system.  The system is implemented in Java and relies on its ubiquitous “applet” mechanism for enabling wide scale safe participation of remote processors.  A preliminary poster report of our implementation appeared in [4]; the system has been operational and available though the Internet during mid 1997 till mid 1988.  Further, and up to date, information can be found on our web site [1].

There are three distinct entities in the POPCORN system: 

4. The parallel program written (in Java) using the POPCORN paradigm and API. This program acts as a CPU-time “buyer”.  The programming paradigm was designed as to fit “global computing”.

5. The CPU-time “seller” which allows its CPU to be used by other parallel programs. This is done as easily as visiting a web-site using a Java-enabled browser, and requires no download of code. 

6. The “market” which serves as a meeting place and matchmaker for buyers and sellers of CPU-time.   

The POPCORN programming paradigm, used by the buyer program, achieves parallelism by concurrently spawning off many sub-computations, termed “computelets”.  The POPCORN system automatically sends these computelets to a market (chosen by the user), which then forwards them to connected CPU-time sellers who execute them and return the results.  The matching of buyers and sellers in the market is dynamic, is done according to economic mechanisms, and results in a payment of the buyer to the seller.  

The system is clearly intended for very coarse-grained parallelism.  The efficiency is mostly determined by the ratio between the computation time of computelets to the communication effort needed to send them and handle the overhead.   To achieve high efficiency, computelets should be relatively heavy in terms of computation time.  Currently, seconds of CPU-time per computelet are a minimum, and tens of seconds seem more typical.  For very large-scale computations, even hours make sense.

2.1.2 Global Computing made easy with Java
Only recently, with the availability of the Java language, has a general mechanism for global computing been possible.  The basic idea of using the Java virtual machine embedded in browsers to execute, using the “applet” mechanism, sub-computations of a remote computation, was adopted at the POPCORN project and enable it to utilize the internet’s computing power.  

2.2. POPCORN’s Programming Paradigm for Global Computing 

2.2.1 Requirements

Let us consider the situation in globally distributed computation.  The application programmer has his own processor, which is trusted and available for his use, and wishes to utilize in addition as many processors from all over the Internet as possible.  He has only very little control over these processors: their power and number is unknown, they come and go with no warning and may not be trust-worthy.  In addition, the communication latency to these processors may be high, the bandwidth low, the reliability low and they may not be able to freely communicate with each other.  Finally, the programmer may need to pay for these processors’ services in some form.  The bright side though is that the potential number of processors may be huge.

Let us enumerate some of the characteristics of the programming paradigm, which thus seem to be required:

1. Distinction between the central (local, trusted, free) computer and the remote ones.

2. Transparency of the number and type of remote processors.

3. Communication is expensive and should be well regulated.

4. The remote computations should be very well encapsulated as to allow their verification, re-computation, as well as well-defined pricing.

2.2.2 The Basic Paradigm

A POPCORN application proceeds along a single main thread (which runs on the local processor).  This thread keeps spawning sub-computations to be executed remotely.  Each such sub-computation is executed asynchronously on some remote processor.  A “Computelet” object encapsulates a remotely executed sub-computation. The computelet is transmitted to the remote computer and gets executed there.  We should emphasize that a computelet is a true object: it includes both the code to be executed as well as the data that this code operates on. The computelet gets constructed at the local host, is sent to a remote host, and a pre-specified method gets executed there.  The result, which can be any object, is then sent back to the local host.  

The distributed POPCORN program deals with a somewhat higher-level abstraction than the computelet; an object termed a “Computation Packet”.  The heart of a computation packet is indeed the computelet that executes its main function.  However, the computation packet encapsulates in addition all information regarding the local processing of this computelet: How it gets constructed, the price offered for it, how it is handled locally when the answer arrives, how it is verified, what if the remote computation fails somehow, etc. When a computelets’ result arrives, the enclosing computation packet receives an event notifying it of this and handles the result.  This, in turn, may result in new computation packets getting constructed.  Full details can be found in the POPCORN tutorial [16].

2.2.3 Technical Details

Technically, in the simplest form, a POPCORN application programmer is expected to subclass the two basic classes: popcorn.ComputationPacket and popcorn.Computelet. In the computelet subclass he must override the Computelet.compute() method with the code to be executed remotely. In the computation packet subclass he overrides the ComputationPacket.completed() method with the code which handles the results when they arrive. In addition, a main program is written which generates the computation packets needed for the whole computation. Below we list an example of a complete POPCORN program that finds the maximum of a function over some domain using simple brute force search of all possibilities. Full technical details can be found in the POPCORN tutorial [16].

import popcorn.*;

public class FindMaxPacket extends ComputationPacket{

  static int maxarg;

  public static void main(String[] args) {

     maxarg=0;

     for (int a=0; a < 10000; a+=100)

         new FindMaxPacket(a,a+99).go();

     collectAll();

     System.out.println(maxarg);

  }

  public FindMaxPacket(int from, int till) {

    super(new FindMaxComputelet(from,till));

  }

  public void completed() {

     update(((Integer)getResult()).intValue());

  }

 static synchronized void update(int candidate){

     maxarg = (FindMaxComputelet.g(candidate) >

                      FindMaxComputelet.g(maxarg)) ? 

              candidate : maxarg;

   }

}

class FindMaxComputelet implements Computelet {

    private int from,till;

    public FindMaxComputelet(int from, int till){

        this.from=from; this.till=till;

    }

    public Object compute() {

        System.out.println("computing...");

        int maxarg=from;

        for (int x=from; x<=till; x++)

            maxarg = (g(x)>g(maxarg)) ? x : maxarg;

        return new Integer(maxarg);

    }

    // the function we want to maximize

    public static int g(int x) {

        // ...

    }

}

2.2.5 Comparison of POPCORN and existing distributed mechanisms

The basic idea of object level distributed computation infrastructure is widespread and some of the most common tools for writing a distributed program include CORBA [42] and RMI[14], remote method invocation [14] (the object oriented variant of RPC [15]). While these tools offer a good solution for a system who’s components are well known in advance, these tools do not offer the desired job when the system’s architecture is not known in advance. Hence it may not be possible or desired to set up the components in advance.  Furthermore, it may not be possible to set up a server on such machines, and advertise their location. (for example, applets of users).

The POPCORN system allows, in RMI terms, to dynamically create advertised RMI servers for computelets on any computer that wishes to join the system.  The code of the program need not be located on that server, and so, this server would be dynamically created, operated and  do that while the computer reserves the owner’s security by working through an applet.  This way, while in RMI, the identity of the processor executing the code (i.e. providing the service) is known to the invoking one, and is important; computelets, on the other hand, are not at all aware of the location in which they execute.

The objects used by an RMI server are assumed to be known in advance, hence in RMI the remote processor provides the code for the message invocation (the “service”). In POPCORN on the other hand, a computelet contains the code to be executed remotely.  This computelet’s code is generated by the “buyer” of CPU and is not well known in advance. The data is passed in a different manner as well.  While In RMI, the data is communicated as arguments; in computelets, it is part of the computelet object itself.


A semantic difference between RMI and the computelet mechanism is the concurrency model used. An RMI server receives method requests in a synchronous fashion, while the computelet mechanism used in POPCORN is asynchronous.  This eliminates any need for explicit use of any other types of concurrency, and provides a very easy event-driven model of programming.

2.2.5 Failure and Verification

Throughout the computation, computelets are sent out and their results returned.  The order by which they return, and the time lag until they do so are not predictable.  The main program must thus be written in an asynchronous manner so it can progress well despite unpredictable order of computelets’ result arrival.  The situation is actually even worse: computelets may not return at all due to communication breakdown, remote processor failure, etc.  The POPCORN system detects such a situation (using timeouts or other information available from the OS) and informs the program when a computelet is such lost.  The POPCORN application programmer is, thus, promised the following well-defined semantics: for each computelet sent, either an answer arrives (and then the “completed()” method of the enclosing computation packet is called), or a notification of failure is given (by calling the “failed()” method of the enclosing computation packet).  The simplest thing to do in this second case is to simply re-send the computelet for computation, likely to a different processor.  Alternatively, the main program may decide that it can live without this computelets’ result, and simply ignore it.

A more problematic situation may occur when a result arrives, but is incorrect (i.e. the computelets’ code was not executed correctly on the remote computer).  This may happen due to bugs in the remote processors’ implementation of Java, due to deliberate cheating by the remote processor, or due to communication problems of various sorts.  Programs that need to be protected from such errors must verify the correctness of the computelets’ answer.  It is currently the programmers’ responsibility to do this verification when it is needed.  Here are several general possibilities for such verification:

1. Send out each computelet several times and check equality of results.  If a well-defined penalty for cheating is agreed by all participants, then random spot checks (of, say, one packet every hundred) will suffice.

2. Some computelets may return answers that are easily verified correct.  E.g. a computelet, which solves an equation using some complex method, may be easily verified by plugging the solution back into the equation. In other cases a modification of the computelet to return some extra information (like a NP-type proof) would make verification easy.

3. A general theory of how to use unreliable sub-computations to obtain reliable results has been developed (self-testing and self-correcting computation) [17][18][19].   These theoretical results may be practically applicable in many cases.

4. The computelets may be designed in a way that certain characteristics of the answer are known in advance to the main program, but hard to deduce just from the computelets’ code.  In these cases, an answer that has these characteristics may be assumed correct.

2.3. A Micro-Economy of CPU time 

Processors that are to “donate” their CPU time are to be motivated for this.  There are many possibilities for such motivation starting from friendly co-operation ranging to real cash payments.  In any case, any general enough mechanism will result in what may clearly be called a market for CPU time: the process by which seekers (which are now buyers) and providers (which are now sellers) of CPU time meet and trade. It seems very likely that such totally automated electronic markets will play a large role in many forms of internet cooperation (not just for CPU time), and that general mechanisms for such markets need to be developed and understood.  

2.3.1 The Goods 

The first thing one must ask in such an electronic market is what exactly we are trading in.  The answer “CPU time” is not exact enough since it lacks specifics such as units, differences between processors, deadlines, guarantees, etc.  A basic tradeoff is between allowing the traders very specific description of the goods, and between maintaining a small number of uniform types of goods with larger market size.  Our approach has been to emphasize uniformity in the initial implementation, but building the infrastructure to allow specialization in later versions (with hopefully larger market activity.)

Our basic goods are the “JOPs” – Java Operations.   This is the Java equivalent of the commonly used, though imprecise, FLOPS.  Of course, there are different types of Java operations, with different costs in different implementations, so we define a specific mix of computations and use this mix as a definition. Each computelet takes some number of JOPs to execute, and the price for a computelet is proportional to the number of JOPs it actually took to compute remotely. This is measured (or actually, approximated) using a simple benchmark we piggyback on each computelet. The benchmark functions as follows: Its core is a thread repeatedly performing and timing some computation chosen to have the correct mix of instructions.  This benchmark is run in separate high priority thread.  Most of the time this thread is sleeping and thus takes no CPU time, but when it periodically awakes, then due to its high priority, it preempts all other threads and thus provides a true reading of the underlying Java implementation speed.  This information is reported back to the market.   

Our experience suggests that this mechanism works well.  Still, two main disadvantages are obvious: first, the benchmark is run on the sellers’ computer and this computer may cheat and report higher numbers.  (Such cheating entails modification of the browser used on the sellers’ side, but is still possible with some effort.)  Second, it is imprecise by nature, as well as has an overhead.  We have thus also provided a second type of “good” which can be traded: simply the computation of a single computelet.  This does not require any benchmarking, but may be troublesome for the seller since he has no a-priory control over the of computation time of the computelet.  Still, this simple mechanism is very proper in many situations such as the case of a repeat buyer of CPU time, the case of “friendly” non-financial transactions, or the case where computelet size is set administratively. 

2.3.2 The Money 

One may think of several motivations for one processor to provide CPU-time to another.  They may belong to the same person or organization, one might donate its CPU-time “for a good cause”, the processor may get something in return, or it may get CPU-time in return at a later time. As in real life, all of these motivations, as well as others, may be captured by the abstract notion of money.  This “money” may be donated, traded, bartered, loaned, converted to other “currency”, etc. 

This is the approach taken in POPCORN: we define an abstract currency called a popcoin.  All trade in CPU time is ultimately done in terms of popcoins.  In our current implementation popcoins are just implemented as entries in a database managed by the market, but they can be easily implemented using any one of the electronic currency schemes.  Each user of the POPCORN system has a popcoin-account, paying from it for CPU time required, or depositing into it when selling CPU time.  The market automatically handles these financial aspects throughout the computation.  Once this mechanism exists, all of the motivations described above are obtained by administrative decisions regarding how you view popcoins: If you want to get true payment for CPU time just provide conversion between popcoins and US$ (we do not…).  If you are in a friendly situation just ignore popcoin amounts. If you want to loan CPU cycles, just buy CPU time with popcoins and at another time sell your CPU time for popcoins. 

2.3.3 Buying and Selling CPU time

The programmer writing a parallel POPCORN application is in fact buying CPU time.  Basically, the parallel program must offer a price for the computation of each computelet.  The payment is executed on sellers’ return of the answer to the market, and is deducted from the buyers’ account in the market (which must be specified before the computation can proceed).  Technically, each computation packet constructs a “Contract” object that encapsulates the offer.  The contract specifies the prices offered, whether the price is per computelet or per JOP, and the market mechanism required for this transaction (see below).  The contract may be hard-coded into the program; alternatively we provide a user-level tool for specifying the contract.  

Selling CPU time is done as easily as visiting a page on the web with a Java-enabled browser.  This page contains an applet that starts working on the sellers’ computer and which repeatedly receives computelets and computes them.  In the most direct form, a seller visits the market’s web site, where he is asked to provide his account information (name and password).  Once this information is provided, a “start computing” button starts the CPU-selling process and all popcoins earned are deposited into this account.  By default, each seller simply auctions his CPU-time to the highest bidding (per-JOP) prospective buyer.  Optionally, the seller may also enter his preferences for the trade, e.g. specifying pricing information (see below).

An alternative mechanism exists which does not require the seller to hold an account, or to be compensated in popcoins.  In this variant a “seller” visits a web page that is of some interest to him.  In addition to this interesting information, the page contains the “POPCORN logo”. See the POPCORN paper for more details [55]

 This logo has two main functions.  First, it is an applet that receives computelets and executes them.  Second, this logo explicitly informs the user that this is going on.  In this situation the seller is in fact bartering his CPU time for the information on the web page.  This can be an on-line game, a picture, or any other type of information.  We maintain a little “gallery” of such web-pages (currently we have a couple of simple games as well as some digital art. [20])

2.3.4 The Market

The most immediate function of the market is to simply serve as a well-known location which buyers and sellers come to, instead of trying to look for each other in the whole Internet.  (There can be many different markets, but supposedly, each is in a “well-known” location.)  Obviously, this makes the market a communication bottleneck of the whole system, but as long as the computation done by each computelet is CPU-time-consuming enough relative to the market overhead, a single market can handle large numbers of buyers and sellers. The market is a trusted intermediary and is responsible for matching buyers and sellers, for moving the computelets and results between them, as well as for handling all payments and accounts.  The implementation of the market involves a server that buyers can connect to as clients, as well as a set of web pages with applets embedded in them (and a supporting server) for the sellers to connect to.

The most important aspect of the market is to match buyers and sellers according to economic criteria. There are two basic design goals for the market mechanism:

1. The allocations should be economically efficient, i.e. maximize the global utility by allocating CPU-time to those with the highest utility for this time.  A necessary condition for this is the second requirement.

2. The market mechanism should motivate the buyers and sellers to reveal their true utility of the CPU time (i.e. the mechanism should be “incentive compatible” [34].) This frees them from strategic considerations and, we feel, is especially important in an electronic market setting, in which the bidding is pre-programmed rather than interactively done by humans. 

We have three different mechanisms currently available.  They are handled as separate internal markets and each buyer and seller chooses which of these mechanisms he desires (in addition to choosing whether the payment is per JOP or per computelet).  All our mechanisms are of the sealed-bid type (“fire and forget”).   They thus require only a single round of communication.  In addition, the mechanisms are all efficiently computable (usually requiring just a few hashing and priority queue operations per computelet.)

These mechanisms include a repeated Vickrey auction, a sealed-bid double-auction and a repeated Clearinghouse double auction.  See the POPCORN paper for more details.

2.4 Applications 

We list here several of the applications of the POPCORN system. These applications are ones that we feel can utilize well the CPU-time available on the Internet using the POPCORN system. A common characteristic of them all is that they are “loosely coupled”: they can be broken into rather independent sub-computations, each heavy in terms of CPU time, but relatively light in terms of data transfer.

1. Brute Force Search and Code Breaking

An obvious type of application which simply tries out, in parallel, many different possible solutions, until one is found.

2. Simulated Annealing and Genetic Algorithms

Algorithms of the type: start with some initial sub-optimal solution, then iterate over a basic step which tries to locally improve it until a good solution is found.

3. Planning and Game-Tree Evaluation.

Algorithms which involve look-ahead into a large tree of possibilities.

2.5 Implementation 

We have implemented the system in pure Java and have a demo market online on the web which can be visited and used [5]. More information can be found on our web site [1].  

Some of the ongoing work, which  the SOP is a part of, is possible due to careful modular system design.  The general design was made do that the POPCORN system can server as a test bed for future research and modification. 

3. The Shared Object POPCORN Infrastructure

This chapter provides a summary of the Shared Object POPCORN system. We first present the motivation of the SOP. We then introduce the programmer’s view of the system, which includes the programming model and API for writing shared objects and for defining computation threads.  Then, we describe the system and its components, as well as the load balancing, fault tolerance and rollback mechanisms.  We then compare what SOP provides, compared to existing tools for writing distributed programs.  We then introduce the “Life” case study as an example for a commonly used distributed program, and finally, we present performance evaluation of the system.

3.1 The Shared Object POPCORN (SOP) Goals 

The SOP Project is aimed at providing an infrastructure for carrying out a distributed program over a network of computers.  In order to carry out such a program, aspects of communication, load management, synchronization and partial failures must be addressed.  Joining of computers into the system must be carried out and managed by the system.  The programmer writing the distributed program has to address these problems each time a program is written. These aspects take up a large portion of code, as well as of the time and effort spent for development.  Furthermore, the programmer is usually familiar with and expects an environment that resembles one machine running many tasks. When executing the distributed program, it may be essential to provide market incentives for other computers to help out in the computation.

The SOP Project is based on the POPCORN project[55] with the addition of a Shared objects mechanism. This addition allows any programmer to write a general distributed program for the infrastructure to carry out.  In order to achieve this, a programming paradigm and API was formed “on top” of the Popcorn project so that writing a program for the distributed SOP environment is as simple as possible. The API was then implemented to support the SOP API.

Partial Failure is essential to address because of the nature of a distributed shared-object system. Since the system involves many computations dependent of one another, the state of each of the components may be crucial for the continuation of the whole program.  Another aspect that is essential to address is the load balancing issue.  During a program’s execution, new computers may be added to the system and the load of the computers may change (perhaps because of other jobs).  Tasks that are dependent on others may slow others running on fast machines and slow the whole program.  Therefore, the Issue of load balancing is essential to address within a distributed system.   The SOP infrastructure is responsible for placing computations on different hosts, placing shared objects on shared object servers and making them available to the computations.  The SOP system is responsible for dynamic load balancing and is fault tolerant in case of computer failures. 

Economic criteria play an important role when a large number of computers are to be used.  In many cases, an abundance of lightly loaded machines are available (perhaps at an enterprise) and there is a possibility of using these machines if some king of incentive were to be offered.  Another important aspect for this is the ease of joining to the system.  The SOP system provides a market-based mechanism of trade in CPU time to motivate hosts to provide their CPU cycles for other people’s computations.  “Selling” CPU time is as easy as joining the system’s web site with a Java-enables browser.  The writer of a SOP distributed program “Buys” CPU time.  This is done by writing a parallel program using the Shared Object Popcorn paradigm.

The “Market” is an entity where buyers and sellers of CPU time meet and trade. The Market is responsible for placing shared objects in the shared objects servers (to be described).  The Market is responsible for the load balancing, and partial failure mechanism.

The SOP project is a fully object oriented system.  The shared-Objects, user threads, communication entities are all made using objects.  This greatly simplifies the issues of a distributed system.

3.2 A Programming Paradigm for the SOP system

3.2.1 Requirements

When considering and planning a distributed program over several different machines, the application programmer views the execution environment through his own machine, connected via a network to different machines.  The programmer wishes that his program be divided into separate tasks be distributed and carried out as fast as possible, preferably without his intervention.  The programmer also wishes for a simple API resembling a multi-threaded program.  Finally, the programmer prefers that partial failures be handled by the system.

Let us enumerate some of the desired characteristics of such a programming paradigm:

1. A simple API, resembling a multithreaded program.

2. Transparency of the number and types of machines, as well as easy joining of additional machines.

3. A system that will carry out execution as fast as possible.

4. Transparency of failures.

3.2.2 The Basic Paradigm

An SOP Application starts out at the programmer’s machine, written using the SOP API.  The application program creates objects which may be accessed by all components of the program.  These objects are defined by the programmer by using the class Shared Object.  These objects are then sent to a shared object server where requests upon them are carried out.  The application program creates SOP threads.  These threads may access the shared objects defined by the program. The SOP threads are defined by an encapsulating ComputeletThread object. The ComputeletThread is transmitted to a remote computer where it would start to be carried out.  We emphasize that both the  SharedObjects and the computeletThreads are true objects, places at remote machines and their methods being called in an Object Oriented fashion.  Doing this includes both the code to be executed as well as the data that this code operates on.

The Computelet Thread’s role is to act as a thread, which may execute for as long as the application program runs.  In order to allow the SOP system to stop, store or retrieve each thread at the system level, an iterative paradigm has been adopted.  This iterative paradigm is designed in such a way as to allow a simple consistent way of pausing a computation and storing it.

The SOP API is an extension of the POPCORN API and in the same manner of a computelet  and a Computation Packet encapsulating is, we have here a ComputationThread Packet encapsulating the Computlet Thread. The heart of the Computation thread packet is indeed the computeletThread to be executed. However, like in the POPCORN API, the computelet thread packet encapsulates, in addition, the price offered for it, what happens when it is finished etc.  

3.3 The SOP API

3.3.1 The PopSharedobject – writing a shared object

A PopSharedObject is conceptually an object that may be manipulated throughout the system.  A typical PopSharedObject is created by the CPU buyer within the buyer application.   The PopSharedObject is then passed as parameter to multiple ComputeletThreads (related to  computelets in POPCORN).  The ComputeletThreads are then transferred to CPU sellers where the PopSharedObject’s  methods are invoked.

 A PopSharedObject of class “MyClass” is created at the buyer side using a call of the form:

PopSharedObject shared = new PopSharedObject("MyClass", launcher);

Once the PopSharedObject is created, any one of its methods may be invoked by calling the invoke() method with the proper parameters.  At the buyer side, invoking a method called “callMe()” with an Integer as a parameter is done as follows:

      Object param = new Integer(10);

      Object[] parameters = new Object[] {param};

      Object answer = shared.invoke("callMe", parameters);

The PopSharedlet object may be sent to one or several computeletThreads as a parameter and then be sent off to a distant machine.  Once there, the computeletThread may call the invoke() method of the PopSharedObject and operate on the same logical object as the one created before. Any number of computeletThreads may receive a PopSharedObject and invoke methods on it.  Methods may be called simultaneously, so use the synchronous keyword within the shared class where necessary.  The user program at the buyer may also call methods of the PopSharedObject simultaneously as well.  The ComputeletThread receives the PopSharedObject as a parameter and invocation of its methods are made in an almost identical way to the above description.

The shared object class “MyClass” is not aware of it serving as a PopSharedObjects and it is encapsulated by the system.

3.3.2 The ComputeletThread – writing a remote thread

A ComputeletThread is essentially a thread that invokes remotely.  The thread definition means that this program unit executes continuously and does not need to complete for returning values.  Instead the ComputeletThread may communicate its values through the PopShareObject mechanism.  A ComputeletThread may receive one or more PopSharedlet objects as parameters upon creation at the client thread.  These PopSharedObjects may be invoked upon, within the ComputeletThread throughout the remote execution of the ComputeletThread.

3.3.2.1 The Programming model

Writing a ComputeletThread is not done in a similar way of implementing a method, as is done in the Thread.run() method in Java. A ComputeletThread is being executed by calling a method repeatedly instead of allowing it to work through a while(true) loop.  Although the programming paradigm is somewhat changed from the Thread paradigm, essentially this still forms a thread as it has its own constant virtual CPU, but indeed it does not have the same stack throughout iteration calls and so all stack variables must be member variables.  This change of paradigm has been made in order to allow each thread to get into a stable state so it could be stored and continued.

The ComputeIterate() method, in which the actual program is executed, is designed in such a way as to allow a simple consistent way of pausing a computation and storing it.  This method is invoked sequentially over and over, thus the computation should be constructed in a manner that satisfies this granular approach.   In order to comply with the system, each iteration should be made into a computation step. For example,  if a loop is made, a single loop step should be an iteration, while the loop variables should be held at the object definitions.  An iteration should always return a null when ending the iteration, except when the execution should stop.

3.3.2.2 Writing a new ComputeletThread

Writing a new ComputeletThread is done by extending the ComputeletThread class. The abstract class ComputeletThread  includes two methods. One of which is compulsory to be defined, called computeIterate().  The other, computeInit() which is not compulsory.  The computeIterate() method should be programmed as a unit of program that is called continuously. Its means that this sub program, is to be re-entrant and its local and loop variables should be kept at the object level.

This method of programming allows for snapshots and enables to stop the computation at a stable point.  If defined, the computeInit() method will be called the first time the computelet starts running remotely. It may be essential because constructors which need the PopSharedObject may only be created remotely. This is because the PopSharedObjects are different entities at the seller and at the buyer (at least in this implementation). 

At any point of execution, the ComputeletThread may complete by returning any object. If a null is returned, the iteration() method would continue to be called.

An example of a computeletThread is found below:

class RemoteThread extends ComputeletThread implements Serializable{ 

  int loopVariable, toCount;


  PopSharedObject shared;

  Board board;

  public RemoteThread(int fromCount, int toCount, 

       PopShareObject shared) {   // of type WholeBoard

    loopVariable = fromCount;

    this.toCount = toCount;

    this.share = share;

  }

  public void computeInit() {


board = new Board(loopVariable, shared);

  }

  public Object computeIterate() {             

      /* run a single program iteration */

      if (loopVariable <= toCount) {

         /* wholeBoard.doWork(loopVariable) */           // want to achieve

         shared.invoke(“doWork”, new Integer(loopVariable));   // instead

         loopVariable++;        

         return null;              // means computeIterat() will be called again

      }             

      return new Integer(loopVariable);  // stops program. 

   }

}

3.3.2.3 The ComputationThread – a wrapper of a ComputeletThread

In order to define a computeletThread, a ComputationThread is defined to handle the computelet initialization, sending off, receiving back, and error handling, just as the case is with computationThread with computelets in POPCORN.  The computeletThread is initialized by the computationThread.. It accepts parameters from the computationThread.

3.3.2.4 Buyer’s and Seller’s perspective.

The buyer requesting the computation may now call the PopSharedObjects of the system and so there is no need for the ComputeletThreads to stop in order to report results.  The buyer may therefore only monitor the computation through the PopSharedObjects. It is of course possible for the buyer to make calls upon the PopSharedObjects to influence the computation. 

Due to flexibility properties desired for the system, there is no need for a buyer or seller to set up any server, use any naming and so forth as is done in RMI.  Furthermore, the actual buyer’s code is transmitted automatically by the system, to the sellers computing the ComputeletThreads and to the SharedObject server holding and carrying out commands upon the PopSharedObjects.

3.4 System Description

The system architecture is made up of the Market, which coordinates the computations between the buyers and the sellers, as in the Popcorn project.  The ComputeletThreads are sent to computers ready to contribute CPU time and the PopShared objects reside on a stable server which offer their CPU and memory for the task of holding data and making computation on it for the different entities of the system.

With this architecture in mind, we will now see the system model and the fault tolerance leveled approach which is taken in the system.

3.4.1 System Architecture

The SOP system is an extension of the POPCORN project and its architecture is made of four distinct entities:

1. The Parallel program written in Java using the SOP API.  This program acts as a “CPU-time buyer”.

2.  The “CPU-time seller” receiving ComputeletThreads and carrying them out.

3. The “Market” which serves as a meeting place for buyers and sellers of CPU-time.

4. The “Shared-Object Server” holding PopSharedObjects of the CPU buyer and performs methods on it requested by the buyer and ComputeleThreads.

The System works as follows:

A buyer connecting to the system sends off his computeletThreads and shared objects to the Markets. The Market then sends the computeletThreads to CPU sellers and the shared objects to the shared objects server. The Market decides which computeletThreads are sent to which sellers according to economic rules of the market.  Once the computeletThreads and shared objects are in place, each ComputeletThread may proceed running and send requests to shared objects, while the shared objects may execute their tasks.

3.4.2 Location independent computing

Just as in the POPCORN case, although the computeletThreads interact with each other, there is no essential difference where each computeletThread executes, as long as it is alive and continues to run.

3.4.3 Load balancing issues

Due to the indifference of the execution place, it is possible to stop each computeletThread at any time and move it to a different machine to continue execution.  This is an important feature in the SOP system where the computeleteThreads may be strongly dependent on each other.  In such a case, if one computeleteThread resides on a very slow machine, it may drag the whole system to a snail-pace.  This calls for a possibility of load balancing managed automatically by the system. 

An entity within the Market called the “LoadBalancer” constantly looks at the computations executing to see if it is possible to move a ComputeletThread to a different machine to improve program performance.  This issue is especially relevant is a machine is slow relative to others or if new machines are added.  If such a ComputeletThread is found, it is stopped and returned to the Market where it is decided upon load and economic issues where it should continue execution.  This mechanism is further described in chapter 4.

3.4.4 Fault tolerance and rollback mechanism

In contrast to the POPCORN system, it is of high importance to the whole system if a single computation fails.  This is so because: 

1) Every computeletThread has the capability to affect the PopSharedObject on its own.

2) Because of the interaction between the ComputeletThreads, the state of each ComputeletThread is important for the whole computation.

It is therefore essential that a fault tolerant mechanism be devised. We could have had the programmer handle this issue, but a much more elegant solution would be a fault tolerant mechanism on the system level.  Such a general fault tolerant mechanism is possible to achieve due to the nature of the separated computations, their messaging channels through the central Market and the way the SOP was designed.

An entity within the Market called the “Snapper” is continuously taking ‘snapshots’ of the system (to be described in detail in chapter 5). These snapshots enable a different entity named the “Reviver” to retrieve the system to the last ‘snapshot’ taken, in case a participant computer has failed.

3.4.5 Serialization mechanism for object level distributed System.

The serialization mechanism defined by Java in the JDK 1.1 allows to turn a Java object implementing the serializable interface into a serial stream of bytes.  Once in byte format it may be stored or sent to another machine, where this stream of bytes can be turned back into the original object. 

This serialization feature is used by SOP for forming a fully distributed system by using serialization for distributing the computations, change their location once they already run (load balancing for example)  as well as for storing the whole computation for fault tolerance and later retrieving it.

The programming paradigm of the ComputeletThreads using the ComputeIterate() method was used specifically so that the thread-object executing may be brought to a stable state and so be serialized.   

The thread-loop of the computation being executed at the seller is made of the following steps: 

1. If a snapshot request was made, make a snapshot and send it to the Market. (at this stage wait to be resumed or killed by the Market) 

2. If this is the first call of  the computeletThread call ComputeInit().

3. Call computeIterate(), and get the result.

4. Report the JOPs executed.

5. If the result from the computeIterate isn’t null, return it and stop.

 The above executing steps allow for:

1. Load balancing – if the Market decides the computeletThread is to be moved, it sends a snapshot request and a kill request.

2. System snapshot – if the Market decides to store a snapshot of the current computeletThread, it sends a snapshot request and a resume request.

3. Reviving the system.  If a computeletThread is to be restored from the Market’s saved state, a recent snapshot is sent to be resumed by the seller’s program just like when an object is moved due to load balancing.

Furthermore, object-serialization is used by the shared-object server in order to send and receive object parameters.  It is used for taking snapshots of the shared-objects.

The object-serialization mechanism is responsible for the data of the objects involved, but not their code. In addition to the object-serialization mechanism, a mechanism of dynamic class loader was composed in order to allow for a fully distributed system without the worry of any prior installations.  

3.5 Comparison of SOP and existing distributed mechanisms 

The basic idea of object level distributed computation infrastructure is widespread and some of the most common tools for writing a distributed program include CORBA[42] and RMI[14]. While these tools offer a good solution for a system whose components are well known in advance and that may be set up and work on designated machines, these tools do not offer the desired job when the system’s architecture is not known in advance. Hence it may not be possible or desired to set up the components in advance.  Furthermore, it may not be possible to set up a server on such machines, advertise their location,(for example, applets of users),  and place code there in advance.

The SOP system allows, in RMI terms, to dynamically create advertised RMI servers on any computer that wishes to join a computation.  The code of the program need not be located on that server, and so, this server should be dynamically created, operated and  do all this while the computer reserves the owner’s security through an applet for example.

When implementing a system using RMI[14] or CORBA[42], these packages enable execution of thread on remote servers but the subject of machine load is left out for the programmer to handle.  Furthermore, if one of the RMI[14] or CORBA[42] servers has crashed, the user is the one who needs to take care of this and resume the program.

The SOP system allows for Load balancing and fault tolerance on the system level.  Using SOP the user is not aware of the number of machines actually participating in the system, the thread distribution or any of the machines at fault.

3.5.1 The Java Programming Language and Distributed Applications

The Java programming language has introduced many new concepts of distribution in a program at an object-oriented environment.  Such concepts as object serialization and RMI, allow the writer of a distributed program to avoid some of the common redundant work and problems encountered in writing distributed systems.

The Java language is fully object oriented, enabling storing objects and retrieving them locally and remotely.  The Java Programming language supports multi threading and synchronization within the language.  It offers the RMI package for performing a distributed method call on an object residing on a remote machine, sending local objects as parameters and returning remote objects back as a result of the method call.  The Java virtual machine runs on most common platforms solving the problem of taking care of different platforms and operating systems.  These features make the Java programming language appropriate for distributed computing.

RMI offers a static server implementing a well known interface and located in a well-known machine. Using RMI requires setting up the server program in a known place in advance.  Setting up the RMI server requires special compilation with the “rmic” tool and registry naming  and is generally a procedure that is not flexible in terms of transparency and requires a system setup.

Some of the characteristics of RMI are:

1) Synchronous calls.

2) May be called on by multiple machines.

3) Serves as a database server.

4) Requires server setup and naming registry.

3.5.2 SOP added value

The features Java offers for carrying out distributed computing make it suitable to offer an infrastructure for writing distributed programs, but, as mentioned above, there still is much left to be desired – which is what SOP attempts to fulfill.

The two object entities used in the SOP are ComputeletThreads and PopSharedObjects.  A PopSharedObject serves as an object that could be manipulated from any part of the user’s program in the system. The PopSharedObject is stored on a shared-object stable server, an RMI-like server which carries out requests for requesting clients.  Since the PopSharedObject is not required to follow any interface or be set up in advance as the flexibility of the POPCORN paradigm allows,  RMI cannot be used for its implementation.

 The ComputeletThreads are POPCORN-like computelets running on remote machines in a dynamically allocated fashion.  As discussed in the POPCORN project, they are RMI-like in that they all execute the init() and iterate() methods through their  known interface – the ComputeletThread interface.  But, Since the ComputeletThread is being executed by Applets which are not allowed to run an RMI server, register for servicing or run an HTTP server, the RMI package cannot be used for its implementation.

3.5.3 Complementary RMI and POPCORN Computelets combined

If we turn to the POPCORN model of computelets from chapter 2, we see that, compared to RMI, the computelet’s and the sellers carrying them out have characteristics that are complementary to RMI:

1. Computelets are asynchronous calls of the program while calls upon an RMI server are synchronous.

2. A computelet is a single computation taking part in a large computation while in RMI, one object is used by multiple computations.

3. Sellers are used as a database client  while RMI acts as a database server.

4. A seller may be added and deleted dynamically, while an RMI server needs a static setup.

These two complementary approaches are combined here to enable the distributed programmer to write distributed POPCORN-like threads using RMI-like shared objects in a simple, straight-forward manner.

3.6 “Life” case study

The problem which was used to test the SOP implementation was the famous “LIFE” problem.  LIFE was chosen because it is a general problem used by many applications in the scientific world. Technically, this problem forms a multi-process tight communication problem with need of fault tolerance.

LIFE is composed of a large world that is, in its parallel version, divided into many processes.  Each process needs to communicate with its neighboring processes constantly.  If one of the processes fails it is not possible to resume the whole computation.

3.6.1 LIFE detailed explanation
The ‘world’ of the LIFE problem is a rectangle of individual cells. Each cell can either be alive or dead. The execution starts out with an initial population. 

During every iteration the population of the next generation is calculated according to the basic rules depending on the current population, the rules of birth and death of living cells.

The programming was done according to the following guidelines:

1) The world is divided into units, each holding a small fixed size rectangle of cells.

2) There are latitudinal and longitudinal unit strips. Each ComputeletThread is responsible for a longitudinal strip.

3) Adjacent processes’ communication has to be made in order to pass population status.  To minimize the number of communication calls, this update takes place once in  a constant number of iterations, causing the amount of data to grow accordingly, while allowing several consecutive iterations to take place.   

 The program, written in Java is formed of the following important classes:

MasterBoard: 

holds all borders of the communicating boards.

  

all the updates are going to it and are received from it.

BoardUnit: 

an object thread sharing the workload of Life, sending and receiving messages through the MasterBoard. Works using an iteration() method.  Has a run() method calling the iteration method repeatedly.

Each iteration operates as follows: 

1) Send an update of my border columns.

2) Receive the overlapping columns of my left and right brother.

3) Do next number of iterations allowed according to the overlapping columns number.

Board: 

an implementation of a board, used by the MasterBoard and by sub-boards within BoardUnit.

BoardShell: 

initializes the LIFE program in either thread mode or SOP mode.

The same program can run in two modes differing in minor details (using a flag to differentiate them).  The first mode does not use the SOP infrastructure but instead, uses Java threads to execute LIFE. Each thread runs a BoardUnit through its run() method. Communication between adjacent threads is made through a shared board object of type Masterboard, while actual communication is not needed.   The second mode uses the SOP infrastructure to carry out the execution. Each computeletThread runs the iteration() method of a BoardUnit object.  The MasterBoard forms a PopSharedObject, manipulated by the BoardUnits remotely.  

3.7 System Performance evaluation

The LIFE program was carried out both on a single machine using Java-threads and with the SOP environment on multiple machines.  The program was tested with several different parameters to test different features of the SOP system.

The tests were performed running the program with the Netscape Navigator 4 browser.  Both the Java-thread and the SOP were executed with Netscape Navigator, while the Java-thread was also run from the command line, for use as a reference.

Test 1.

Objective:

Since the system is working on tightly bound computations, the high amount of communications taking place may, in certain cases, make running the program on the SOP system not worthwhile to begin with. The first test, therefore, was designed to establish when the system is working for a longer time than the communication overhead takes place.


The difference in time between the Netscape Java-threads and the Netscape SOP was regarded as “communication”  (all communication OH including serialization).

Tests made:


Several tests were made in order to check the overhead associated with the SOP system. For all tests the communication was kept the same.  In each test two measurements were taken under the conditions, which are the total number of cells being computed.  The two tests were:

Test 1: Execution of the program within the Netscape browser using a Java-threads version.

Test2: Execution of the program within the Netscape browser using the SOP environment.

For all the tests the following applies:  

Number of rows: 100 – meaning that the communication for all tests is the same.

Board overlap: 1; Update every generation = 10; Logical units = 1; 

Number of processes = 12

Max neighbors = 5; Min neighbors = 3; Max parent = 5; Min parents = 3.
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From the graph it is noticeable that the time difference between the threaded version and the SOP version is a constant one of 8 to 9 seconds.  Therefore, we can say that this 8-9 duration is accountable for communication and the rest of the time is accountable for communication.  This follows that the communication is the crucial factor to be taken into account, since in small and large computations with the same communication the overhead is the same.


The results show that the number of cells computed in a second on a single machine (Pentium II 266 Mhz) was 400,000 ± 7%

The results show that the communication takes up 100,000 ±20% per second.  (This is when we use 32 bit words for communication e.g. board overlap = 32).

conclusion:

 In order to use the SOP system efficiently, each thread’s board should be large enough so that computation time takes considerably more time than communication does.  For “LIFE”, the numbers to keep in mind are computation of 400,000 cells per second and communication of 100,000 cells per second in 32-bit words, for LAN.  To begin with, the computation overhead should be a small relative to the whole computation, so that multiple machines would divide this total execution time (of one machine) by the number of machines participating.  The efficiency of this participation is made in the next test. 

Test 2.

Objective:

Once the system works within the SOP system efficient boundaries, we wish to check the improvement achieved by adding more machines to the computation.  Keep in mind that test 1 was made using a single machine.  

Tests made:


Several tests were made in order to check the improvements of the SOP performance when additional machines are used. For each test, 5 tests were carried out under the same conditions using different number of machines.  First test was made using one machine, another with two, then with three, four and six.  In most cases all tests were performed.  The results were normalized to the time it took one machine to carry out the computation in the SOP environment.
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Results:

The results were normalized to the time it took one machine to carry out the computation in the SOP environment.  A total of six tests were made, while the last one is an average of the six.  The results show that once we are within in the SOP system’s efficient boundaries, improvements over one machine’s performance is about 95% for each additional machine added to the system.

Conclusion:


The SOP system can efficiently carry out distributed computations over a network of machines running web browsers.  Working within the SOP environment’s efficient borders, each added machine may improve execution time by almost fully utilizing the new machine’s strength.

This is the case when computations are evenly dispersed between machines of equal processing power, which translates to the fact that they don’t need to wait for other computations to complete.

4. Load Balancing Vs. Economic Efficiency

4.1 Approaches toward load balancing

A distributed system should be prepared to deal with changes in machines availability as well as changes in each machine’s load. A distributed system’s goal is to carry out the tasks in the most efficient way.  Efficiency though, does not always mean the same thing. The first approach towards efficiency relates to the computational efficiency: how do we divide the computations among the different machines so as to get the best performance (and the whole computation finished faster as a result). The second approach is of economical efficiency: how do we divide the computations among the different machines so as to get the best economical efficiency for the players (the cheapest deal for the buyer, the best price for the seller).


The POPCORN approach for dividing the computations between machines has been to spread out the computations to different sellers according to economic criteria.  The motivation of a seller would be to compute more to earn more and so, the seller would want to complete computations as soon as possible in order to get more done.  In the Internet paradigm of computations where some computations may not return, this approach is applicable. Furthermore, this approach protects us from being affected by local inefficiencies by giving up on inefficient computations. A natural load balancing is actually achieved when fast sellers get more atomic computation units (because they finish them faster) and slower ones get less.

The SOP paradigm of computations would not work efficiently in the above case.  In the SOP case, each seller receives one (or several) computations according to the economic criteria, but instead of making a single computation, the seller continues to compute many iterations of that computation. The computations that were placed on CPU sellers based on economic criteria may not be related in their CPU consumption, to the actual computation strength of the machines.  Since the computations are dependent on one another through the shared object mechanism, this division may actually cause a slowdown of the whole computation.  For example, if a strongly dependent computation is spread out evenly between 10 machines and one is only half the strength of the rest, it will slow down the whole computation by a factor of 2.(!)

The dynamic addition of machines is another issue that should be looked into. If a new machine is added to the system after the computations have been distributed between the machines, that machine should be utilized by the system.  This issue does not cause a problem with the POPCORN paradigm as well,  because in this case, new computations are sent out continually.

The SOP system must therefore address the issues of computation distribution, while taking into account economic factors and machines load, in order to dynamically balance the tasks between hosts. The motivation is to combine the load factors and the economic factors and insert them into the computation location decision mechanism that would be operated dynamically.  Thus, the semantics of the insertion of load factors into the computation placing mechanism is to make the global computation efficient by changing the local profit criteria and thus improving the execution times and making the system economically efficient.

4.2 Load Balancing in the SOP System

The POPCORN system is a market central one where contracts of each seller and buyer, along with the market matching algorithm are used in order to disperse the buyer’s computations among the sellers. In the SOP system, we used the contract and matching mechanism in order to achieve load balancing.  In this chapter we will now describe the buyer’s and seller’s contracts.  Then we will discuss the market’s role and the matching algorithm for placing computations at sellers dynamically.

4.2.1 The Contracts and their Interpretation

4.2.1.1 The Buyer’s Contract

The buyer’s contract includes the price he’s willing to pay for a unit of JOPs J calculated for him, Pi.  The buyer states the speed under which the computation should be performed, Si.  

4.2.1.2 The Seller’s Contract

The seller’s contract includes the machine computation speed, Sj, as well as the price, Pj he’s asking for a unit of computation J he’s performing.

4.2.1.3 Contract Interpretation

The semantics of the buyer contract is that the buyer will pay Pi if the computation has been computed in speed Si.  If the computation takes place in speed Si’ < Si, then the buyer is willing to pay  Pi * Si`/Si   per unit of computation.  The semantics of the seller contract is that the seller is requesting a minimum payment of Pj for executing the computation in speed Sj, but may get more than that if the buyer offered more. (as of a starting bid).   If the actual speed was Sj’ < Sj, then he’s willing to accept Pj * Sj` / Sj as a minimum payment.

4.2.2 The Market’s role

The market’s role is to match the buyers and sellers as well as to charge the buyer and pay the seller when the computation is done.  The market receives the buyers` contracts with their corresponding Pi and Si, as well as the sellers` contracts with their corresponding Pj and Sj.

The matching algorithm works as follows. For each computation arriving from the buyer, we’ll check which of the available sellers would perform it in a price lower than Pi.  Out of these sellers, we’ll pick the seller that will finish the computation at the best speed. 

Once the computation completes, the market checks if the seller has kept the Sj computation speed. If he did, the seller will get Pi per computation unit.  If not, the seller would get Pi * Sj` / Sj, where Sj` is the actual speed the computation took place.

Implementation of the above is done by passing the speed and price PiSi and PjSj to the market.  The market then gets the seller with the best Sj who is within  the price of the buyer, Pi. 

When the computation completes, the market measures the actual time the computation took place and the number of JOPs calculated.  This is achieved by measuring the start and end time of the calculation for the time measurement, and by taking the machine speed in the interval time of the calculation.  For instance, if we have the speed in the beginning Sb and at the end Se, we’ll denote the average speed the computation took place by Sti by calculating (Sb + Se) / 2.

We’ll denote the total time computation (i) took place by Tti ,(EndTime – StartTime).

The total JOPs calculated for computation (i), Ji, is estimated: Tti * Sti.

If the actual speed the computation took place, Sti was greater than Si the buyer requested, then the seller receives Pi * (Ji/Jx) for the computation. If not, the seller receives Sti/Si * Pi.* (Ji/Jx), where Jx is the amount of JOPs in a computation unit.

Note: implementing the speed measurement is done by activating another thread in parallel to the rest for a short time, and measuring the time it takes to compute a known number of JOPs.

4.3 Matching Analysis

The Load-Balancing algorithm described above deals with both machine load and economic efficiency.  At this point we will review some situations and discuss the behavior of the matching algorithm for those cases.

4.3.1 Not enough CPU sellers in the system

The case where not enough CPU sellers are present in the system, occurs when a computation is added to the system and no seller can carry it out in the time according to the matching algorithm, while at least one seller machine may complete the computation when it is not overloaded by computeletThreads.  

In the case where there isn’t enough CPU sellers,  two ways may be applied.  The first is to accept all computeletThreads and depend on the matching algorithm for computeletThreads computing (some compensations for the sellers may be considered, since they may loose from stretched computation time).  The second approach is to leave the new ComputeletThreads out of the system until more CPU is available, either by new joint machines or by completion of ComputeletThreads.  A threshold may be applied for stopping ComputeletThreads from entering the system. 

A drawback for the second approach is that tightly bound computations of a single buyer have to be processed simultaneously.  In order to carry this method out, a queue of waiting computelets should be held at the market, and computeletThreads may be send the sellers to the back of the queue using the matching algorithm, by denoting the market as a seller in the algorithm.

4.3.2 Matching algorithm case studies

The matching algorithm matches between sellers with different contracts and load to ComputeletThreads with different contracts.  Considering the case where the contracts of the ComputeletThreads are identical,  the matching narrows down to matching identical ComputeletThreads to sellers with a load that is in reality a combination of each seller’s load and his contract, as defined by the matching algorithm. This means that the ComputeletThreads are sent to the “least loaded” seller, where “loaded” is a superset of load and contract.  Considering the case where the contracts of the sellers are identical, the matching is made between seller’s load and ComputeletThread contract, meaning that the ComputeletThread which is offering more currency, will be processed on a less loaded machine.  In general where sellers contracts and computeletThreads contracts are different, the matching algorithm attempts to match sellers and computeletThreads in respects to seller and ComputeletThread Contracts as well as the seller’s machine load. 

4.3.3 Matching algorithm efficiency

Assuming that there is a possible assignment of ComputeletThreads to sellers, in order to compute the computation in time T, we will check the deviation from that assignment made by the algorithm.  We will assume for simplicity that the seller’s contracts are identical, and that the ComputeletThread’s contracts are identical as well.

Definition: The Threshold factor is the factor that determines if a computeletThread is to be moved between a heavily loaded machine and a lightly loaded machine.

Lemma 2: given the above assumptions, and that the threshold factor is X, then the system will complete the computation in time <= T*X.

Proof: Assume that the computation takes longer than T*X.. At least one seller,  S1,  took longer than T*X time to compute a ComputeletThread. It is given that the whole computation could be carried out in time T.  This means that one seller, S2,  within the computation was loaded less than 1/X than S1 , meaning there was a factor of X between the heavy seller S1 and the light seller S2 , in contradiction to the threshold definition, and the market matching algorithm.

4.3.4 Report of False Information


Due to the fact that a central market entity manages all transactions between Buyers and sellers of CPU, allows the system to be tolerant to false information transmitted by malicious CPU sellers.  Assuming that a Seller of CPU joins the system and reports a falsely low load for his machine.  This seller will, as a result, receive one or several computeletThreads to execute.  When one of these ComputeletThreads completes an iteration, the market knows the actual time the iteration took place and perceives the false load reported, allowing the market to transfer all ComputeletThreads from that seller.

4.4 Implementation Issues

Throughout the execution of programs on the SOP system, an entity called a “LoadBalancer” located at the market center is responsible for load balancing in the system.  The LoadBalancer tries once in a while to take the computation executing the slowest and see if it could be computed on a faster machine.  This test is made using the regular computation placing mechanism.  If the slowest computation could be computed faster (by a factor as a threshold), this computation is stopped and returned to the market, where the computation placing mechanism places the computation to its new host. There the computation continues to execute from where it was stopped.

The computation placing mechanism acts here as a load balancing mechanism, which is based on an economic criteria and the computer load. Assuming the price for all computations are the same, the load balancing mechanism places computations where they would be completed the fastest. This means that load between the available computers would be shared according to each of the machines` computation strength.  The different  pricing requested to carry out computations forms a barrier for a machine to be entered into the load balancing considerations.  

4.5 Load Balancing Performance Evaluation 
The load balancing mechanism was implemented using the above guidelines.  The LoadBalancer object wakes up once every minute and initiated the following checkup.   If the speed of the slowest computation is 1/3 (1/2.5 over 1000) or less than the fastest computation, then the slowest computation is stopped and returned to the market.  (assuming same price for computations and seller charges).  The market then decides using the computation placing mechanism where to place the computation.

In the setup tested, four machines of different strength were used, so that without the load balancing mechanism the whole computation is slowed down considerably – based on the slowest executing computation’s speed.  The machines used: machine #1 is a Pentium 100 machine running win95.  Machines 2,3,4 are Pentium II 350 machines running winNT 4.

Running test: life divided into 12 processes, world of 500 rows and 9600 columns, overlapping between worlds is 3.

Note: the computation speed is achieved by dividing 10^7 by the load. (in units of computations per millisecond).

Objective: 


The SOP system’s load balancing mechanism is intended to improve overall execution time by changing computation location between different machines.  In order to establish this improvement, we first tested our system without the load-balancing mechanism.  We then tested the system with the load-balancing mechanism turned on.  The objective of the tests is to determine the load-balancing efficiency improvements.

Tests made:

Two tests were made without the load-balancing mechanism turned on. In the first, computations were evenly spread out between the different-strength machines. In the second test, the computations were not evenly spread out.


We then made two tests in a similar setup to the previous two, this time with the load-balancing mechanism turned on.   

Results:


In the first two tests, where no load balancing was performed, the results were close to one another, because one machine was considerable slower than the others, and this machine slowed the whole computation in both tests.

Run1

No load balancing  applied.  

Initial computations sent:  

Machine 1: 2 
machine 2: 2 
machine3: 2 
machine 4: 6

Load: 2500      load: 350
load:
350
load: 800

Average time for 30 computations:  243 seconds.

Run2

No load balancing applied.

Initial computations sent:

Machine 1: 3 
machine 2: 3 
machine3: 3 
machine 4: 3

Load: 3300      load: 350
load:
350
load: 350

Average time for 30 computations:  356 seconds.

In the next two tests, load balancing was activated, and the results were close to one another as well.  This time, because the computations were taken off of the slow machine into the faster machines. 

Run3

Load balancing applied.

Initial computations sent:

Machine 1: 3 
machine 2: 3 
machine3: 3 
machine 4: 3

Load: 3000      load: 350
load:
350
load: 350

After a minute:

Machine 1: 2 
machine 2: 3 
machine3: 3 
machine 4: 4

Load: 2200      load: 350
load:
350
load: 300

After a minute:

Machine 1: 1 
machine 2: 3 
machine3: 4 
machine 4: 4

Load: 3000      load: 350
load:
390
load: 360

After a minute:

Machine 1: 0 
machine 2: 4 
machine3: 4 
machine 4: 4

Load: ----      load: 350
load:
400
load: 500

Average time for 30 computations:  97 seconds. (at the last stage)

Run4

Load balancing applied.

Initial computations sent:

Machine 1: 2 
machine 2: 6 
machine3: 2 
machine 4: 2

Load: 2900      load: 700
load:
330
load: 340

After a minute:

Machine 1: 0 
machine 2: 6 
machine3: 3 
machine 4: 3

Load: ----      load: 1200
load:
480
load: 460

After a minute:

Machine 1: 0 
machine 2: 5 
machine3: 3 
machine 4: 4

Load: ----      load: 1380
load:
440
load: 490

After a minute:

Machine 1: 0 
machine 2: 4 
machine3: 4 
machine 4: 4

Load: ----      load: 780
load:
670
load: 830

Average time for 30 computations:  95 seconds. (at the last stage)

Run 3 is illustrated in the next graph: The numbers in the graph represent the number of computations at each measured point.  The graph shows the machines’ load as a function of the time while the program executes.
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Conclusion:

In tightly bound computations, the slow machine dictates the progressing rate of the whole computation. Therefore, if we wish to carry out a long-termed computation, it is essential to have a load balancing mechanism.

Note on implementation decisions:  

Deplacement decisions: a decision about deplacement of computations is made in the following way: For load of less than 1000, if the lightest computation at seller times 3 is lighter than the heaviest computation at seller, then the heavy computation is moved.  For loads above 1000 the factor is 2.5 instead of 3.

The actual decision to place a computation at a seller is made as follows: We hold the number (C1) of processes actually computing at seller when the load measurement was taken.  The processes at the seller now (C2) and the load L.  We compare L/C1 * C2 between the sellers.

5. Fault Tolerance: Checkpointing and Rollback

5.1. Introduction

Failures are anticipated within a system that enables computers on the network to join their CPU to carry out a common distributed task.  These failures may evolve due to operating system’s problems, user interventions network failures etc. The SOP system allows the programmer writing a distributed SOP application, to leave the partial failures and rollback issues for the SOP infrastructure to handle.


The need for a mechanism that deals with partial failures arises when dealing with a system where a component is dependent on another, where each of the component’s internal state is crucial for the validity of the whole system.


The solution to the problem of partial failures may be approached in many different ways.  Some of these are described in chapter 6.  The SOP system does not force a single approach to be used.  In order to carry out the handling of partial failures, different approaches may be used.  


The SOP system is fully Object Oriented.  This quality allows for easy checkpointing, since storing an object is of a higher level than storing variables, and because mechanisms to  store objects are available (see RMI[14] and CORBA[42] for example).  Furthermore, the SOP threading paradigm, which was designed with object snapshots in mind, enables to take the needed snapshots of all the threads at a known stable state.


In order to achieve a robust approach towards checkpointing, one which does not force a system freeze and that is as even throughout the system as possible, an algorithm of the flavor of Chandy and Lamport’s classic algorithm [39] was adopted, with some modifications for the SOP system.


In this chapter we will describe the Chandy and Lamport algorithm, then we will describe how this algorithm was adjusted to fit the SOP system and finally we will describe the implementation and the results observed.

5.2 The Chandy Lamport Algorithm 


In this chapter we will review the Chandy Lamport [39] algorithm for taking a Global Checkpoint of a distributed system, while the system continues to run and no system freeze is necessary. In chapter 6 we will further describe several approaches to checkpointing .

For the algorithm to initiate, one centralized process triggers the checkpointing request. The initiating process informs the other processes of the checkpoint initiation by broadcasting a chkpoint_request message.  Along with every message sent in the system, a checkpoint interval number is added,  based on the marker technique:  When a message from checkpoint interval generation i arrives at a process of checkpoint interval i – 1 , this i – 1 generation process is forced to snap itself  before the message is taken by it.  In this way the recovery line remains consistent and global freezing does not occur.  Messages in transit during chkpoint_request are logged. When all processes have taken a checkpoint, the initiating process is informed so it could end the snapshot process, and may start a new system checkpoint.


To put the snapshot algorithm in a code-like manner, the global state detection algorithm is as follows:

Rules for process P to send a marker: 

For each channel C from process P, P sends a marker along C after P records its state, and before P sends more messages on C.

Upon receiving a marker for process Q through channel C:

If Q has not recorded its state then

    Q records its state

    Q records the state of channel C as empty

Else

    Q records channel C as messages received along C after q’s state was recorded, and before Q received the marker on C.

For further information refer to chapter 6 and the Chandy & Lamport algorithm [39].

5.3 Checkpointing Requirements in the SOP project

The SOP project is fully Object Oriented.  Therefore, storing the state of an object is what takes place when a checkpoint is to be taken.  Since an object includes its code and member variables, storing a state of an object at some point in time, defines the state for that object entity at that time. This quality greatly eases the state storage considerations, since this allows us discuss object entities which are the basic units of SOP (in threads and shared objects).

The three entities of the SOP system to be considered in relation to a program’s checkpoint are:

 The shared objects

 The running threads

 The message objects sent between the running threads and the shared objects. (see shared object implementation).

The Shared Objects are objects which, at any given time (as a message is received by a shared object) may be copied onto stable media and recorded.  The running threads are in fact objects implementing a threading paradigm which allows to record a state at each iteration of the thread.  This enables to record the state of the thread once in an iteration and not at all times.  The messages between the shared object server and the joined computers carrying out ComputeletThreads are objects which may be stored and recorded at any given time.  In order to achieve a checkpoint of the program, that may be used to restore a partially failed program , all three components need to be taken into consideration. 

 
The Chandy and Lamport algorithm allows a continual execution while taking a checkpoint.  Since the SOP system composed of a central market configuration, we shall see the applicability of the algorithm even more strongly.

5.4 The Chandy Lamport Algorithm adopted for the SOP system



Taking a snapshot in the Chandy and Lamport algorithm obligates each component to be ready to be snapped at all times.  The SOP system allows the shared objects and message objects to be snapped at all times, but the ComputeletThreads’ snapshots may only take place between iterations.  During each iteration, the ComputeletThread may call one or a number of calls to shared objects.   While these calls take place, a snap of the ComputeletThread may not take place.  This compels us to make a change in the algorithm in order to make it fit for the SOP system.

The SOP system allows its ComputeletThreads to communicate with shared objects located at shared object servers.  Since the communications within objects of the system is only made with the shared objects server, the system snapshot may be simplified.


We will now review two algorithms which may take place in order to make a snapshot of the system.  For each of these, we will show how the system may be restored from the snapped components.

5.4.1 The central algorithm:  

The central algorithm is based on the fact that the system is of a central configuration .  In this scheme, a snapshot is initiated by updating the shared object’s generation from i-1 to i.  The requests sent by each of the ComputeletThreads are then returned with generation i.  Once a ComputeletThread receives a generation (i) greater than its generation,  the ComputeletThread is marked for a request for a snapshot, still, the response is taken by the ComputeletThread.  At the end of the iteration the ComputeletThread is snapped and saved, its generation updated.


The shared object server receiving the messages, keeps all the messages that reached it from the beginning of the snapshot process to its end in the following way: If the message is of generation i-1, it is placed into the message queue.  If the message is of generation i, the message’s properties are placed into the queue without the contents.  At the end of the snapped process there are all the ComputeletThreads snapped, the message queue and the snapped shared objects.


The Revive process works as follows: The snapped shared objects are first placed back.  The messages from the message queue Qm are played to the shared objects until a message of generation i is reached.  At this point the snapped ComputeletThreads are sent and resumed, at which point they start to communicate with the shared objects.  For each message reached from generation i from the ComputeletThreads, check if this message is the next message in the message queue Qm.  If so, let the message through and delete it from the queue, if it isn’t, hold it in the waiting message reserve Qr.  Following a receive of a successfully expected message, play all messages of generation (I-1) to the shared object server. Then, the next waiting message in the queue Qm is compared against the messages of generation i reserved in Qr. The playing process continues until a message of generation I, which was not yet received is in the front of the queue Qr.  The Revive algorithm is complete when the message queue Qm is empty.

5.4.2 The direct C & L snapshot scheme:

The next algorithm focuses on each of the seller’s for message storing, while central algorithm’s approach focuses on the shared object server.  The snapshot process, again, begins by updating the shared object’s generation from i - 1 to i.  The requests made by each ComputeletThread are now returned with generation i sent along with the returned message.  Once the ComputeletThread receives a generation i, greater than its generation, the ComputeletThread is marked for a request for a snapshot and then the response is processed.

     Let us now take a snapshot of a ComputeletThread before each iteration step.  We save each one of the messages received while the iteration takes place as well.  Now, if a request for a snapshot is received (through a message of generation I higher than the ComputeletThread arriving from the shared object server), the components saved for this snapshot would be: 1) the snapshot of the ComputeletThread before the iteration began and 2) the messages received from generation (i-1) to the ComputeletThread and their responses.  Note that there is no need to store any messages at the shared object server.


To put the snapshot algorithm in a code-like manner, the global state detection algorithm is as follows:

Upon snapshot initiation the Shared Object server returns all ComputeletThreads requests with a marker.

Note: only the Shared Objects server sends a marker to ComputeletThreads.

Upon Receiving a marker for ComputeletThread C:

If C has not recorded its state then


C marks the message as a new generation message. 


C marks a snapshot request.


Work continues as usual until the end of the iteration.

At the End of the iteration:

If C is marked for a snapshot


Store the snapshot made previous to the iteration


For each message received before the marked message



Store the messages received from the shared objects server.

Note: another marker will not arrive to C.

The rollback algorithm works as follows.  First, the snapped shared objects are first placed back.  Then the snapped ComputeletThreads are sent and resumed.  For each ComputeletThread, having m messages stored from the snap process, play the these messages instead of working through the shared objects. Once no more messages are waiting, the ComputeletThreads starts to work directly with the shared objects server.

There still is the open issue of taking a snapshot at the beginning of each iteration.  This is definitely not desired as it would be very costly.  In order to solve the problem, the snapshot is made in two stages.  At the first stage, the system notifies all ComputeletThreads for an upcoming snapshot.  Subsequently, when all ComputeletThreads have reported that at least one iteration has finished so that there is at least one snapshot taken, then the second stage starts. These two stages allow the system to turn itself into the mode described above, thus enabling us to make the snapshot process light.

5.5 Analysis of  SOP checkpointing.

5.5.1 Analysis of the central algorithm


The central algorithm does not closely resemble the C & L algorithm.  The theme of the algorithm is to mimic the order of events that occurred at the time the snapshot, during the reviving of the system.  This process is possible to achieve due to the system’s centrally located shared objects server.  All messages pass through the shared objects server.  From the time of the initiation of the snapshot process, all messages are recorded along with their generation number.  If the computation is deterministic then the same order of events occurring during the reviving process, would restore the system properly.  

5.5.2 Analysis of the direct Chandy & Lamport snapshot scheme


The direct Chandy & Lamport algorithm closely resembles the Chandy & Lamport algorithm.  When the system initiates a global checkpoint, the shared objects are first snapped. Following their snapshot, all the messages they receive from a ComputeletThread would cause the ComputeletThread to get a snapshot marker and be snapped while no other entity would come between the ComputeletThread and the shared objects server.  This isolation of ComputeletThreads follows from the centrally located shared object servers.  In this scheme a ComputeletThread takes a snapshot before each iteration while all messages of old generations sent from the message server are saved for it.  We will see that this snapshot resembles taking a snapshot immediately upon receiving a request to do so, as is done in the Chandy & Lamport algorithm.  Since no other component communicates with a ComputeletThread, no messages need to be taken at the shared objects servers.  


Reviving of the system is done like in the Chandy & Lamport algorithm.  Playing of the stored messages for each ComputeletThread (at the seller) allow the system to return these objects to the state of when the snapshot was taken.

Lemma 1:


The direct Chandy & Lamport snapshot algorithm takes a global checkpoint of a distributed system.

Proof:


We will see that the direct Chandy & Lamport (C & L) snapshot algorithm correctly takes a global checkpoint of a distributed system, following the C & L algorithm.

First, we will make two observations based upon the C & L algorithm:

Observation 1. Regarding the rules for process P to send a marker, only the Shared Objects server sends a marker to ComputeletThreads.

Observation 2. Regarding the rules taking place upon receiving a marker for process C, another marker will not arrive to C following the marker received from the shared object server.  This is because communication for ComputeletThread C is made with the shared object server only.

Let us now assume that a snapshot was taken, n messages of generation i-1 were received following by a marker and m messages of generation i at which time the iteration ended.   Let us now observe two aspects:

1. The program runs normally.  After the marker is received we pretend the snapshot had occurred right now and we continue execution. This allows continuous execution if no failure occurs.

2. The actual snapshot taken in respect to the rest of the system is similar to a snapshot that would be taken when the marker was received and before the next message was processed.  

This could be seen by comparing the next two entities: The first, an actual ComputeletThread, snapped after the n messages were received.  The second, an isolated ComputeletThread disconnected from the system at a state before the n messages were send by it, along with the n message’s replies in the same location.  The second ComputeletThread makes requests but instead of going to the shared object server, they are stopped and the stored replies are played for each of the n requests. The argument is that these two ComputeletThread objects would be identical, because if they are not, then the system must be non-deterministic, since the interaction of the ComputeletThread is sequentially made with the shared objects server and it receives the same replies the first snapped ComputeletThread has.  (Note: there is a deterministic assumption here, as well as in the C & L algorithm).  Therefore, in respect to the rest of the system, the second ComputeletThread acts as the first ComputeletThread.

Now that the ComputeletThread is determined to be identical to an object taking a snapshot right before receiving the marker, and that no more of the C & L algorithm’s issues may occur as noted by observation 1 and observation 2, we conclude that the direct C & L snapshot algorithm correctly takes a global checkpoint of a distributed system.

5.5.3 Advantages and disadvantages of the schemes


The central algorithm is easy to implement since there is a need to restore messages at the market only.  The direct Chandy & Lamport algorithm on the other hand is simpler and it is only necessary to store the messages of the old generation.

5.6 The Chandy Lamport Algorithm adopted for the SOP system: Implementation Issues

Throughout the execution of programs on the SOP system, an entity called a “Snapper” located at the market center is responsible for initiating the system’s checkpointing, and for the collection of all entities to form a checkpoint.  Each message sent between the shared object server and the joined computers running the ComputeletThreads includes a checkpoint generation field.  The Snapper initiates a snapshot by adding a unit to the current checkpoint generation of the shared objects. Just before doing this, the Snapper takes a record of the shared objects.


A ComputeletThread (C) may be marked for taking a snapshot.  Before each iteration starts, if the ComputeletThread is marked for snapshot, the snapshot is taken, transmitted to the Snapper and the iteration is carried out. 
For simplicity, the first algorithm was implemented, but the second one is not much more difficult.


In order to check for partial failures and to revive the system when needed, an entity called a “Reviver” was formed.  The “Reviver” is located at the market center and is responsible for constantly checking whether one or more machines carrying out a task is not responding.  When a partial failure occurs, the whole computation has to be resumed from the last stable snapshot taken.  This is done in the following way: 1)  All running ComputeletThreads at sellers are sent a “kill9” message, forcing the computation to be killed.  2) the shared objects are restored, messages are played to them if needed. 3) the ComputeletThreads are sent to the sellers in the normal fashion of a starting computation (through the market distribution system).  The “Reviver” then continues to work normally, looking for failed machines.

5.7 Experimental Results

The Snapper and Rollback mechanisms were tested on the LAN configuration used in the previous tests.  The Snapper entity is fired every several minutes (this is adjustable) and its duration or rather its slowing of the system compared to the normal progress was checked. (This is so because the system continues to work normally during a snapshot). The Reviver in normal operation only checks that machines are responsive and so does not slow down the system.

The slowdown during normal operation due to a snapshot being carried out is mainly due to the communication of the entire ComputeletThread object from the seller to the market to be stored.  Therefore, the size of the board of “LIFE” contained at each ComputeletThread was the factor that took up the time.  Since such a snapshot goes on at sellers once, the total slow down of the system is actually the time it took for one such snapshot to take place.  This is the main advantage of taking a snapshot while the system continues to work normally. 

6. Related Work


The Shared Object POPCORN system’s goals and techniques relate to several research areas.  These include DSM systems, shared object systems, market mechanism for trade in CPU, load balancing systems, global-computing and NOW systems.   We will describe systems from each of these categories in respect to the SOP system.


The Network of workstations [2] and many related projects offer a software infrastructure allowing several hosts to function as one large virtual computer.  Some of these systems rely on message passing to allow cooperation of tasks.  Some of these systems are PVM [36] Chandy’s world-wide distributed system using Java and the Internet[38] and IceT [40].  The SOP system allows objects to be shared throughout the system, eliminating the need of message passing and allowing a natural API for the programmer using objects to communicate with other tasks.


Another approach for allowing cooperation of tasks is RPC[15] systems.  A major leap has taken place when CORBA[42] and RMI[14] were introduced.  This allows Objects to be remotely operated on, thus, allowing Object level communication from remote hosts. Some of the  systems making use of this mechanism are Atlas[41] WebWork[43] and Legion[9].  


Distributed shared memory is offered by different systems to allow cooperation of tasks.  Such systems employ different mechanisms to offer a virtual distributed memory and force different programming techniques for using it.  Such systems are Calypso[52], Treadmarks[51] and Millipede[50].  The SOP system uses shared objects instead of DSM.  The SOP system does not need a new language to be used as in some of these cases.


Shared Objects are being used by systems to allow task cooperation.  This has many benefits for Object Oriented systems since objects are used throughout the system.  Such systems are the TIE[45] system, the ParaWeb[12] system the Charlotte[11] system and the Mocha system[44].   The TIE[45] system supports shared objects by object caching and entry consistency, while in SOP we use shared objects repository servers.  The ParaWeb system modifies the Java interpreter to provide a global shared address space using DSM techniques.  The Charlotte system provides fault tolerance by submitting a task to several hosts. The Mocha system provides object sharing support by associating and locking shared object replicas through the API.


Global computing systems include the POPCORN system (see chapter 2) and Javelin[13] but these do not allow general computation to take place easily.  The SPAWN[8] system provides a market mechanism for trade in CPU-time in NoWs.  Thes Legion[9] project aims at wide area sharing of CPU-time but lacks market mechanisms and automatic participation.


Checkpointing and Rollback plays a central part in distributed programming and in the next section we will see some of the problems arising due to partial failures and their solutions.  Rollback-recovery methods using consistent checkpointing chandy and Lamport[39] Koo and Toueg[46] Silva[47]  record the states of each process separately on a stable storage as a process checkpoint and coordinate the checkpointing of the processes such that a consistent system state is allways recorded by the collection of process checkpoints.  The checkpointing of a process recordsall its relevant informationnecessary to recreate it.  To recover from any failure, each process can simply be restarted on any available processor from the state recorded in its most recent checkpoint.

We will now look more closely into the are of shared object snapshots and rollback.  This issue is an important subject in the design of the SOP system, because object sharing between tasks requires a fault tolerant mechanism.

6.1 Survey on Distributed Snapshots of Shared Objects

6.1.1 Definitions and terms

We’ll first define the term Consistent Global State which we’ll use throughout this section, and is used at the paper as well.   

An event can be a transition of state of a process or of a message, be sent or received.  We will say that event a directly happens before event b if and only if  (1) a and b are events within the same process and a occurs before b or (2) a is the sending of a message m by a process and b is the receiving of m by another process.

A local state of a process p is defined by p’s initial state and the sequence of events that occured at p.  A global state of a system is the set of local states, one from each process.  The state of the channels corresponding to a global state s, is the set of messages sent but not yet received in s.

A time diagram describes the occurrence of events by using horizontal lines as time axes of processes, points are events and arrows represent sending of messages. In this representation a global state is a cut dividing the time diagram into two halves.

[image: image4.png]


C represents a Consistent line while C` is non-consistent.


A cut (global state) is consistent if no arrows start on the right hand side and ends on the left hand side of it.  Cuts c and c` are consistent and inconsistent respectively.

A checkpoint is a saved local state of a process. A set of checkpoints, one per process of the system is consistent if the saved local states form a consistent global state. Such a consistent global state is called a recovery line.

While the different local states are saved, they form a tentative checkpoint, which is committed as permanent when all the checkpoints of a recovery line are saved.  At least one permanent checkpoint is necessary for rollback.

The State of channels at checkpoint time must be consistent with the other states.  Some approaches toward checkpointing empty the channels prior to checkpointing, others shut down the communication first while others send markers through the channels to determine their state.

The application consists of several processes. The fault tolerance software handles recovery units which are components which hold state, communicate by message passing, may fail and if so, should be recovered.

6.1.2 Checkpointing Problems 

The Domino-Effect

If checkpoints are taken independently of each other the following problem may occur:
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The Domino-effect.

When failure in process p occurs (at the cross above),  p rolls back to its latest checkpoint (vertical dash).  p would expect a message from q which would never arrive, so q also needs to roll back (to vertical dash state).  q would expect a message from p etc.  Finally, p and q roll back to their initial state.

Some of the solutions to this problem are: 1. message logging is stored and used to rollback, 2. the checkpointing of the processes is coordinated and 3. a combination of these two solutions is made.

Message Problems that occur when restoring states
When process states are restored, attention should be made to avoid inconsistencies. For example, if a message m was sent from process p to q.  if p is restored in a state where m is already sent and q is restored to a state where m is not yet received then m becomes missing or a lost message.  This should be avoided or m should be available from a message log.

Another problem may arise if q is restored as received m and p restored as not yet sent m, then m becomes duplicate.  This should be discarded using send sequence numbers added to the message.

Livelock problem

If the rollback of the processes is not synchronized a situation can occur in which one single failure produces an infinite number of rollbacks. For example, if processes p and q send messages m1 and n1 respectively, where the number indicates the incarnation number.  If a failure occurs in process p before n1 is received, then p rolls back to last checkpoint, informs q and continues operation, which means send m2, then it receives n1 which was already sent.  Now q needs to undo receive of m1 and q must roll back and resume operation, which means sends n2.  But since p received n1 and q didn’t sent it as far as it is concerned, p should roll back again etc.

This rollback goes on endlessly.  This problem could be avoided by discarding incarnation numbers or by a two-phase commit protocol assuring that processes roll back at the same time.

6.1.3 Different Algorithms for checkpointing and rollback recovery

Some of the aspects that are used to compare different checkpointing algorithms are overhead issues, including the time overhead, storage overhead and communication overhead.  These issues may have impact at normal operation and at the rollback recovery.  The overhead during normal operation should be minimal.  There are other aspects that are more specific to each algorithm, since each algorithm may have specific requirements.

In this section we will deal with checkpointing techniques which are user-transparent. These techniques include Message logging, Coordinated checkpointing and hybrid (both) techniques.

6.1.3.1 Message Logging

Different processes checkpoint independently of each other. All inter-process messages are recorded in a message log.  The rollback recovery restores the previous checkpoint after a failure and plays back the messages in the same order to bring the process back to a consistent state.  

An advantage of this method is that only a node at a time is being checkpointed, which is light on the bandwidth, still many messages need to be logged which causes a lot of overhead.

In order to deal with this overhead two approaches are taken:

1) “Pessimistic” schemes – processes are suspended after each message until it is logged.

2) “Optimistic” schemes – continue their operation during the logging of messages, but needs extra work to know which computation depends on which message and which message has been logged.  Processes may fail before their messages are logged which makes things more difficult to rollback.

Because of the asynchronous nature of our problem, if we focus on optimistic schemes, the synchronization of storing messages is avoided by logging messages. Since the messages are logged asynchronously, it enables computation, communication, checkpointing and committing external messages to proceed without blocking the system. 

In this scheme a process p sends a message m to process q, process p’s computation continues and the message m is later logged.  Meanwhile process q receives m, but it should be possible for process q to undo receipt of m since p may fail.  Process q should know it depends on p.  Still, in this case, the dependency maintenance and overhead is large, and rollback is expensive. Therefore, this scheme is not appropriate to the object snapshots that are meant to be covered by this document.

6.1.3.2 Coordinated Checkpointing

In this scheme, checkpointing all (interacting) processes together to form a consistent recovery line avoids the Domino effect. Within this scheme checkpointing may be done in a global checkpointing when the complete application is checkpoint at once, or in Process-level checkpointing where only interacting processes are snapshot together.

There is no need for determinism that is needed in message logging, because checkpointing a recovery line is made as a whole.  The cost of this small overhead is the blocking of the applications while the checkpoints are taken.

In Global checkpointing, the whole application is frozen to be able to take a snapshot of the entire system’s state.  This is rather expensive since all processes are suspended until the complete snapshot is taken. The communication is also heavy, since storing the checkpoints is needed at once. Therefore, the time between checkpoints should be relatively long.  The advantage is that very small overhead is needed during normal operation. Also the rollback is strait forward.  Few problems may arise in order to determine the recovery line.

In the RAM Global checkpointing there is a stopping of all processes, resetting of communication channels (messages resent after checkpoint is taken). The checkpointing follows a 2-phase commit protocol where first tentative checkpoints are taken.  When it is all saved it is declared as the new permanent checkpoint.

6.1.3.3 Hybrid Techniques

The hybrid schemes are based on coordinated checkpointing but avoid the freezing of the application, mostly by using a marker-rule and by logging some messages (those crossing the recovery line).  This approach is more complex than Coordinated checkpointing, but it allows a checkpoint to be taken for a single process at a time, without blocking.

Scheme 1

 
One technique for global checkpointing without freezing proposes that processes continue to run while taking a checkpoint. Processes take together a non-blocking global checkpoint without 2-phase structure to freeze the application. The checkpointing is based on atomic sending and receiving of checkpoints [53] where unbalanced messages (the sender and receiver make the balance between the messages they exchange) are logged together with the checkpoint.

The disadvantage of this technique is that it needs the logging of each message by its sender. This is so because only at checkpoint time the messages are stored with the checkpoint or discarded. 

Recovery is based on restoring the checkpoint and replaying all the messages lost by the unbalanced state.

Scheme 2

Another scheme for global checkpointing without blocking works as follows[47]: One centralized process triggers the checkpointing. It informs the other processes by broadcasting a chkp_req message.  On every message a checkpoint interval number is added.  Based on the marker technique by Chandy and Lamport (1985) [39] as follows.  When a message from i checkpoint interval arrives at a process of interval i – 1 and it hasn’t been informed it should checkpoint, then it is forced to checkpoint before the message is taken.  In this way the recovery line remains consistent and global freezing does not occur.  Messages in transit during chkp_req are logged. When all processes have taken a checkpoint, the master is informed so it could start a new checkpoint or restart it.

In this scheme, the total number of control messages is small.  Each process has a crash-count number associated with the number of time it had rolled back. If a failure occurs, not all processes should roll back. There are optimizations that could take place:

First, the processes that did not communicate to a failed process since the last checkpoint, do not rollback. (they only update their crash-count number).  Second, if the failed process did not communicate since the last checkpoint, only the failed node is rolled back.  The crash-count value is not changed.

The inter-process communication is stored in a Boolean vector. Restoring checkpoints and resume operation is done in a 2-phase commit protocol.  If a failure occurs, the checkpoint is discarded and the previous one is taken.  Therefore, we need to store two last permanent checkpoints.

Advantages of this scheme are: minimal rollback, lack of determinism requirement. The disadvantages are costs of time space and communication with the bookkeeping of the features, and increased complexity.

The Chandy and Lamport algorithm works as follows:

The Chandy and Lamport algorithm:

Global state detection algorithm:

Rules for process p to send a marker: for each channel c from you

P sends a marker along c after p records its state before p sends more messages on c.

Upon receiving a marker for process q through c:

If q has not recorded its state then

    Q records its state

    Q records the state of c as empty

Else

    Q records c as messages received along c after q’s state was recorded, and before q received the marker on c.

The efficiency is different if the computer system is interconnected or not, due to control message sending. In fully interconnected computer system with n computers we get  O(n^2) , while we get O(n) for mesh connected system.

Scheme 3


Another technique for global checkpointing is the Manetho scheme [48] defining a transparent rollback recovery protocol for distributed computers using an antecedence graph which records the “happened before” relationship of the communication logged.


In this scheme, computations consist of recovery units (RU) communicating by messages.  After a message is sent from RU p to RU q, q changes its state from 6(i) of q to 6(i+1) of q.

The antecedence graph (AG) of a state interval 6(i) of p is a directed a-cyclic graph.  Each node in the graph has two edges entering, one from the previous state and one from the node the message arrived from.
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Execution example and antecedence graph of a state interval 6(i) of p.

For a state interval, the corresponding AG node contains a field with the type of event set to replay the event in recovery time.  Each RU maintains its own AG and keeps the messages it sends.  On reception of messages a new state interval is created and the AG is updated.

Recovery is done using the checkpointed states and events sent to RU s.  Only the failed processes are rolled back. The state message log incarnation number and AG are restored and then the AG is rebuilt in a rather complicated manner, and the messages are requested from the sender’s log and internal events re-executed.

Scheme 4

Staggered checkpoints and coordinated message logging could be used for a consistent logical recovery line.  This is explained in this paper [49].  The checkpoint staggering is useful to reduce the overhead of a recovery scheme.  

Staggering checkpoints means not stopping all processes together but several processes at a time.  This scheme allows for arbitrary staggering.  The solution works by staggering checkpoints and coordinating message logging as follows:

1.send a ‘take_checkpoint’ message to each process, by sending it to a number of processes at a time. Now take a physical checkpoint and send an ack.  All other processes continue their execution.
A process logs each message delivered to it after the physical checkpoint into memory. (or disk)

2.  when the coordinator receives all the acks’ he initiates the consistent message logging phase.  Here it may use any such algorithm like Chandy and Lamports for instance.  Now the logging of messages could be stopped.

 
Recovery after failure is done as follows: each process rolls back to its recent physical checkpoint and re-executes the logged messages. With this algorithm, the number of processes checkpointing at a time could be tuned according to number of IO channels for instance.

Scheme 5


A different technique presented by Koo and Toueg[46] works in two phases: 

The algorithm is as follows: Phase one, the initiator q takes a checkpoint and requests other processes to do so. If q learns all processes have taken a checkpoint, it makes the checkpoint permanent, otherwise in case of an error, it discards the checkpoints and cleans up. In phase two, q’s decision is propagated and carried out by all processes. The most recent checkpoint set is consistent since its it would have been dropped, had it not been permanent.

Modifications to the algorithm: a process takes a checkpoint after q requests only if q received a message from p and p’s latest permanent checkpoint does not have this message. 

The rollback recovery algorithm also has a two-phase protocol. In the first phase the initiator q requests all processes to restart from their checkpoints.  Process q decides to restart all the processes if and only if they are willing to restart. In the second phase q’s decision is propagated and carried out by all processes.

The advantages of this scheme are, that this second phase structure prevents livelocks. Global state is consistent after this since all processes follow the initiator’s decision.

An improvement to the algorithm: if process p rolls back to a state saved before an event occurred, the rollback of process q forces process p to roll back only if q’s rollback undoes the sending of a message to p.

Scheme 6

A paper [54] about the infrastructure necessary to construct achievable webs of distributed asynchronous collaborations explains how any component is allowed to: 1) Archive a global snapshot 2) Record events 3) Replay a distributed computation.

Each process has a freeze method and a throw method to continue, while a process is typically in a frozen state, where it can migrate if wishes.

Archiving distributed states is a variant of the global snapshot algorithm of Chandy and Lamport, and the problem of snapshoting individual processes is explained.  Initially some component records its state.  Each message sent by a component is tagged with a single Boolean which identifies the message as being either 1) sent before the component recorded its state or 2) sent after recording its state.  Every message is acknowledged so the acks are also tagged the same way.  Consider a message that was tagged as being sent after the sender recorded its state. If this message arrives at a receiver that has not sent it, then the receiver is recorded before delivering the message. Acknowledgements are handled the same way as messages.  This way the algorithm maintains the following: a message or acknowledgement that was sent after a component records its state, is only delivered to components which also recorded their states.

During replay, the algorithm issues that messages are delivered to a component in the same order as in the original computation.

6.1.4 Conclusion

In this chapter, some aspects of process snapshots and object snapshots were described.  These snapshots are then used to recover from partial failure in a distributed program.  We first define the terms and talk of the common problems that need to be looked into. We then discuss some classes of algorithms for checkpointing and rollback.  First, the Message Logging, then the Coordinated Checkpointing and finally the Hybrid class which is a combination of the two classes.  We then describe some algorithms belonging to the hybrid technique class.
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