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Introduction


Many combinatorial optimization problems belong to the class of NP-hard problems, i.e. no algorithm is known that provides an exact solution to the problem using a computation time that is polynomial in the size of the problem. Consequently, exact solutions require prohibitive computational efforts for large problems. Less time-consuming optimization algorithms can be constructed applying heuristic techniques striving for near-optimal solutions.


 


The method of  Simulated Annealing has proven successful as a common non-deterministic approach to most of these problems. This method obtains good solutions, even when the convential methods get trapped in local sub-optima.


At the heart of the method of Simulated Annealing is an analogy with thermodynamics, specially with the way that liquids freeze and crystallize, or metals cool and anneal. At high temperatures, the molecules of a liquid move freely with respect to one another. If the liquid is cooled slowly thermal mobility is lost. The atoms are often able to line themselves up and form a pure crystal that is completely ordered over a distance up to billions of times the size of an individual atom in all the directions. The crystal is the state of minimum energy for this system. The amazing fact is that, for slowly cooled systems, nature is able to find this minimum energy state. In fact, if the liquid id cooled quickly or “quenched”, it does not reach this state but rather ends up in polycrystalline or amorphous state having somewhat higher energy. So the essence of the process is  slow  cooling, allowing ample time for redistribution of the atoms as they lose mobility. This is the technical definition of annealing, and it is essential for ensuring that a low energy state will be achieved.





In the Simulated Annealing methods, an analogy is made between the states of a physical system and the configurations of the problem being optimized. The energy of the physical system is identified as the objective function being optimized for the problem. Through the analogy, a temperature is defined as a control parameter. In optimization by simulated annealing the temperature controls the probability that rearrangements which make the problem worse will be accepted in order to have a more exhaustive search. Just as in growing perfect crystals from molten mixtures by annealing them at successively lower temperatures, the optimization process using simulated annealing proceeds by searching at successively lower temperatures, starting at high temperature at which nearly random rearrangements are accepted (the melted state).


 





Parallel simulated annealing methods


The real disadvantage of the simulated annealing method is the massive computing time require to converge to near-optimal solution. Some attempts at speeding up annealing have been based on parallelizations on multiprocessor systems. There are various of ways to apply parallelism in Simulated Annealing.





Problem dependent parallelization


In the past, most work on parallel Simulated Annealing was done designing implementations for fixed problems. In most of  these implementation parallelization is done at data level. Each processor is responsible for one subset and performs sequential Simulated Annealing on its part of the data.


An example for this approach is the parallel Simulated Annealing algorithm of Allwright and Carpeneter designed for TSP. In this implementation each processor is responsible for two opposite parts of the tour and performs trial exchange operations on its parts. After a number of steps,  processors are synchronized and the tour is rotated. All processors work independent of each other performing sequential Simulated Annealing on their parts.





 Figure: The parallelization of SA for the TSP


         according to allwright and carpenter
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In some other parallelzations, there is no fixed assignments of data subsets to processors. Instead, a locking mechanism is implemented where processors lock data they are using. Processors generate neighbour configurations, lock the corresponding data and release them after the calculations have finished.


Example for this method can be found at “Parallel algorithms for chip placement by Simulated Annealing” by Darema, Kirkpatrick and Norton.





Problem independent parallelizations


Before describing several parallel SA-versions, we consider the sequential Simulated Annealing algorithm. The inner loop of the SA-algorithm can be devided into four steps:


(1)  Perturbation of the system from an old to new configuration.


(2)  Calculation of the difference in cost between the two configurations.


(3) Deciding whether or not the new configuration is to be accepted.


(4) Update the system in case the new configuration is accepted.


Steps 1, 2 and 3 can be done in parallel because they do not affect the system, whereas step 4 is not allowed to be executed in parallel because it does affect the current configuration.


Two different parallel SA-algorithms appear at “Problem Independent Distributed Simulated Annealing and its applications” by Diekmann, Luling and Simon.





OneChain


One way to parallelize the inner loop of the annealing algorithms, is to perform steps 1, 2 and 3 in parallel.


Diekmann, Luling and Simon introduce a master-slave relationship between the processors. A number of slave processors repeatedly generate perturbations starting from the same actual configuration, calculate the cost difference and decide about acceptance. If one slave detects an acceptable neighbouring configuration, it informs the master processor. The master initiates a global system update on all processors.





ParChain


The idea behind the algorithm is that at high temperatures there are high acceptance rates, resulting large number of synchronizations. Therefore, at high temperatures it is profitable that each processor performs the whole sequential Simulated Annealing on its own local copy of the problem. Speedup is achieved, because processors perform fewer steps at each temperature. After all sub-computations at a given temperature are completed, a global synchronization is performed, where all the end configurations of all sub-computations are collected. One of  these configurations is chosen as the starting solution for the next computation.


This idea is not good at low temperatures. At low temperatures a large number of steps is necessary to preserve equilibrium. Actually, OneChain is much better at low temperatures.


ParChain combines these two methods. ParChain clusters the processors. In each cluster a number of processors are working together according to OneChain algorithm. The clusters work in parallel, calculating different computations. After a certain number of steps a global synchronization is performed and the actual configuration of all clusters are sent to the “chief” processor. This processor selects one of the configurations as the starting solution of the next calculation and send it back to all clusters. At the beginning of ParChain algorithm, each processor forms its own cluster.


If the rate of acceptance drops below certain value, the clusters are combined. The number of clusters decreases and the length of each sub-computation increases.  This combination is repeated until all the processors form a single cluster.





Figure: Reduction of the number of sub-chains in ParChain
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Environment


The main differences between my work to the previous works of parallel Simulated Annealing is the environment in which the algorithm is designed. Whereas all previous works are implemented at regular distributed systems (i.e. shared-memory multiprocessors, distributed multiprocessors), this work is implemented in a new system named POPCORN.


POPCORN provides a global, Internet-wide, distributed virtual computer.


It utilizes millions of computers connected to the Internet in order to run applications which require large computational power. This is termed global computing - a single computation carried out by cooperation between processors global-wide. The main difference between POPCORN and current distributed systems (from the user point of view) is a matter of scale. The Internet is much more “distributed” than the typical distributed systems. The communication bandwidth is smaller, the latency is higher, the reliability is lower. Processors can come and go with no warning with no way to control them. On the positive side, the potential number of processors is huge. Because of this difference, more speedups are expected in POPCORN, in algorithms that can be made resilient to lose of sub-computations (This kind of algorithms benefits from the huge number of processors, and the disadvantages of global-computation are less significant to it).


Therefore, this environment seems suitable for implementing Simulated Annealing.








The algorithm


 As I have already mentioned, the inner loop of the Simulated Annealing algorithm can be devided into four steps:


(1)  Generate a neighbour state.


(2)  Compute the difference in cost between the two states.


(3)  Decide about acceptance.


(4)  If accept, update the system.





The way in which the algorithm parallelize the inner loop of Simulated Annealing is to perform all steps in parallel.


Each processor performs the inner loop of the sequential Simulated Annealing algorithm on its own local copy of the problem for a fixed number of moves. After  all the computers complete their task,  a global synchronization phase is performed, where the end configurations of all sub-computations are collected. The configuration with the best  cost function is chosen as the starting solution of the next sub-computations.





The algorithm in pseudo-code:





        start with an initial state S


   set T = T0 (initial temperature)


   repeat {


       for i = 1 to M (predetermined constant) do {


           for j = 1 to number of sub-computations do {


               for l = 1 to L (constant) do {


                    choose a neighbour state S’


                    compute (C = C(S’) - C(S)


                    if Accept((C,T)


                        set S = S’


               }


           }


           synchronize phase is performed, in which the               


           best configuration is chosen as the new S


       }


       T = c * T (temperature reduction)


   } until “frozen” (termination condition)








Schematic representation of the algorithm:
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Implementation aspects


I implemented the algorithm for a concrete example -- the traveling salesman problem. This problem is defined as follows:


Given a number N of cities and a n*2 position matrix (xi , yi)i=1 to N, 


The goal is to find the shortest path visiting all cities exactly once and 


to return to the beginning.





As a problem of Simulated Annealing, the traveling salesman problem is handled as follows:


(1)  Configuration: The cities are numbered I = 1...N and each has a                      


       coordinates (xi, yi). A configuration is  permutation of the number    


          1...N, interpreted as the order in which the cities are visited.


(2)  Rearrangements: An efficient set of moves has been suggested by Lin.


      The move consists of two types:


      a) A section of path is removed and then replaced with the same cities   


          running in opposite order.


      b) A section of path is removed and then replaced in between two  


          cities on another, randomly chosen, part of the path.


(3)  Objective function: C is taken as the total length of the journey,


                            N  


                     C = ( ((xi - xi+1)2 + (yi - yi+1)2)0.5


                                                             i=1


               with the convention that point N+1 is identified  with point 1.





The parallel implementation that I wrote is based on a sequential implementation to the problem, that appear at  ‘numerical recepies in C’.





Verification aspects





Through the computation of  POPCORN applications, computelets are sent out and their results returned. A problematic situation may occur when a result arrives, but is incorrect (i.e. the computelets’ code was not executed correctly on the remote computer).   


The algorithm that I used for parallel simulated annealing was designed to be robust against incorrect results of computelets. 


In order to achieve robustness, the design includes the following features:


When randomization is needed, a pre-defined pseudo-random generator is used, with its initial seed chosen by the main program.


The computelet returns the new configuration as well as the value of the cost function.  From this reason, if a computelet invents a solution, the program catches it with little effort. 


Each configuration can be reached from several directions, and therefore handled by several comutelets. This means that no harm is done, if a computelet ‘forgets’ to report about a good solution.  


Experimental results


Criteria of measurement


An important measure concerning heuristic algorithms (like Simulated Annealing) is the solution quality.


    


     Definition: (Solution Quality)


  Let Sopt be n optimal configuration of a combinatorial  


  of a combinatorial optimization problem and si the 


  configuration found by the heuristic algorithm. The 


  solution quality qual(si) of the configuration si is 


  defined as follows:


         


             qual(si) =  C(si)/C(sopt)





It is also important to measure the effort which is put in finding the solution. I define a computation packet (packet for short) for this order.





   Definition: (Computation Packet)


   A computation packet is one iteration of the inner 


   loop of the sequential Simulated Annealing algorithm.


   i.e. doing one time the following steps:


   (1) generate a neighbour state.


   (2) compute (C.


   (3) decide bout acceptance.


if accept, update the system.





Concerning parallel algorithms another important measure is the speedup.


It defines  a relation between the sequential execution time for a certain problem and the time needed by the parallel algorithm.





   Definition: (Speedup)


   Let tseq be the time spent by a sequential algorithm   


   and tm the time needed by a parallel algorithm with m 


   processors solving the same problem. The speedup sp(m)


   of a parallel algorithm using m processors is defined 


   as:


             sp(m) = tm / tseq 


                      


The sequential algorithm


I measured the quality of the solution versus the computational effort 


(i.e. number of packets) which was put in order to find it.
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Final values for these quantities are the average of 100 samples obtained


by repeating the experiment for 10 different collection of cities, 10 times 


for each collection.





Results show that the solution converges to the optimal solution. One can see that after 50000 computation packets the solution is nearly optimal.


Conclusion: It's not reasonable to compute more than 80000 computation packets in order to find the optimal solution.





The parallel algorithm


The parallel algorithm contains the following loop:


       


      for i=1 to number of sub-computations do {         


                          for j=1 to length of sub computation do {


              .


              .


              .


         }


      } 





number of sub-computation and length of sub-computation are predetermined constants.


Extensive tests should be done in order to determine the best values of these parameters. I made some tests in order to find the best values of the parameters for the TSP with 15 cities. In each test, 80000 computation


were performed. (This was concluded to be the maximum reasonable of packets, that one should compute for this specific problem).
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Final values for these quantities are the average of 80 samples obtained by repeating the experiment for 8 different collections of cities.


Results show that the best values for the parameters (for the TSP with 15 cities) are:


                   number of sub computations  =  10


                   length of sub computation = 150





I have also made some measurements in order to check speedups versus the number of computers.
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Final values for these quantities are the average of 80 samples obtained


by repeating the experiment for 8 different collection of cities, 10 times 


for each collection.





Results show that  better speedups are achieved as the number of computers increase. This means that using POPCORN can fasten the computation





Pay attention to the fact that the maximal number of computers which was  used in the tests is three. This is a very small number, especially according to the fact that ‘real’ popcorn applications are expected to use a huge number computers (hundreds and even thousands).  This gives us only


a slight clue to about speedups that can be a
