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1 Preliminaries

Definition 1 A game is said to be a potential game if there exists a function
P : S1 × S2 × . . . × Sn → R such that for every 1 ≤ i ≤ n, for every xi, x

′

i ∈ Si, and
for every x−i ∈ S−i it holds that ui(xi, x−i) > ui(x

′

i, x−i) ⇔ P (xi, x−i) > P (x′

i, x−i). If it
holds also that ui(xi, x−i) − ui(x

′

i, x−i) = P (xi, x−i) − P (x′

i, x−i), then the game is said to
be an exact potential game.

Theorem 2 ([MS96]) Every finite potential game has a pure Nash equilibrium.

In the previous lecture we have introduced the load balancing game, in which the players
are jobs 1, . . . , n, with loads w1, . . . , wn, respectively, that are to be run on m machines.
Every job has do decide on which machine to run (a strategy) in order to minimize its
running time, which is defined to be the sum of the loads of the jobs that run on the
machine (as if all jobs were run in parallel, using time sharing). Thus, for every player
i, the set of strategies Si is the set of the machines. For a job 1 ≤ i ≤ n, we define the
cost function ci :=

∑

j:sj=si
wj and the utility function ui = −ci. Therefore, each player

wants to minimize its cost function. (In the unrelated version of the game, every job has a
different load for different machines. Thus, job i running on machine j has the load wij .)

We have shown a potential function for this game, and a polynomial algorithm for finding a
Nash equilibrium using this potential function. This is true in the case where all the loads
wi are integers. In the case where the loads are real numbers, the existence of a polynomial
algorithm for finding a Nash equilibrium is an open question (and thus, the same could be
said about the membership of the language defined by such games in the class PLS).

2 Price of Stability and Price of Anarchy

As seen before, algorithmic optimization problems can sometimes be viewed as games,
in a way that an optimal solution of the problem is an equilibrium point of the game
(there may be other equilibrium points, that do not represent optimal solutions for the
problem). Furthemore, we have seen that in many cases (particulary, in finite potential
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games) there may be an efficient algorithm for finding an equilibrium point of the game.
Thus we would like to examine how good the solution represented by an equilibrium may
be, relatively to the optimal solution. In other words, we examine whether the solution
represented by an equilibrium point can approximate the optimal solution. To do this, we
have to determine the optimization goal of the problem, i.e., the term we wish to optimize
(minimize/maximize). For example, in the load balance problem, we may choose as an
optimization goal eithwer the sum of the running times of all jobs (

∑n
i=1 ci), a.k.a. the

social welfare, or the load on the most loaded machine (maxi ci), a.k.a. the makespan.
Then, given an optimization goal, we can define the value of an eqilibrium point and the
optimal value for the game, in terms of the goal. Now we define the measures price of
stability (POS)[ADK+04] and price of anarchy (POA)[KP99] as follows.

POS =
value of best equilibrium

value of optimal solution
, POA =

value of worst equilibrium

value of optimal solution
,

where the quality of an equilibrium is defined with respect to the optimization goal.
This definition is valid in case of maximization (the optimal solution is maximizing the
goal). In case of minimization, the definitions are turned over. Anyway, POS, POA ≥ 1.

POS is more relvant in cases where the players may cooperate to achive an optimal equi-
librium. POA is more relevant in the context of the internet, where every party tries to
improve its utility, without taking the global goal into cosideration.

In the following examples, T, B, L, R stand for Top, Bottom (strategies of the rows player),
Left, and Right (strategies of the columns player), respectively. The optimization goal is
the social welfare.

Example 1 In the following prisoner’s dilemma game, sicne there is a single equilibrium
- 〈T, L〉, we have POS=POA=9.

9,9 0,10

10,0 1,1

Example 2 In the following version of the battle of sexes game above, there are two equi-
librium points, 〈T, L〉 and 〈B, R〉, with values 3 and 15, respectively. The optimal value is,
of course, 15. Thus, POS=1 while POA=5.

2,1 0,0

0,0 5,10

We return now to the load balancing game, and define the optimization goal to be the
makespan. Both in the related and the unrelated cases, POS=1, since the optimal solution
(that minimizes the makespan) can always be achieved in an equilibrium point. Never-
theless, in the unrelated case, POA is unbounded. Take for example the case with two
machines: m1, m2 and two jobs :1,2. The loads of job 1 on m1, m2 are w1,1 = 1, w1,2 = 100,
respectively, while tha loads of job 2 are w2,1 = 100, w2,2 = 1. The situation in which job 1
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runs on m1 and job 2 on m2 is an equilibrium point with value 1 (which is also the optimal
value). But the situation in which job 1 runs on m2 and job 2 is run on m1 is an equiliblium
point too (since for both jobs moving to the other machine will cost 101 instaed of 100)
with value 100, and of course, 100 is just an example...

Claim 3 For identical machines, POA ≤ 2 and for every ε > 0 there is a case for which
POA > 2 − ε.

Proof: For proving the first part we assume an equilibrium point with value v and
examine the two possible cases:

1. The load of the heaviest job is at least 1
2v. Thus, the makespan of every equilibrium

point, particularly, the best one, is at least 1
2v, and we’re done.

2. The loads of all jobs are less than 1
2v. This implies that the loads on all the machines

are at least 1
2v, since if there were a machine m with load < 1

2v, then each one of the
jobs running on the machine with load v would prefer running on m, since the result
of adding their load (< 1

2v) to the current load on m (< 1
2v) is < v, which is better

than their current cost, and this is a contradiction to the equilibrium assumption.
Now, since the loads on all jobs are at least 1

2v, it is impossible to arrange the jobs
on the machines in a way that the loads on all the machines is < 1

2v (remember that
the machines are identical), which implies that the makespan of every equilibrium is
at least 1

2v, and we’re done.

For proving the second part, we give a general example. Given ε > 0, let M be a large
integer such that 2

M
< ε. The equilibrium consists of M − 1 machines m1, ..., mM−1 with

M − 1 jobs each, where all jobs are of load 1, and in addition, one machine mM with two
jobs of load M − 1. It is clear that this is an equilibrium with makespan 2M − 2, and it is
clear that moving one of the heavy jobs from mM to m1 and distributing the M − 1 jobs of
m1 between all machines achieves a makespan of M . Thus, POA ≥ 2M−2

M
= 2− 2

M
> 2− ε

and we’re done.

3 The Routing game

Consider a graph G = 〈V, E〉, in which for every i = 1, ..., n there are two special vertices
si, ti, the source and target of player i, respectively. The goal of player i is to find the
’cheapest’ path from si to ti. Thus, the set of strategies for player i, Si, is the set of paths
from si to ti. The cost of player i is calculated as follows. Every edge e ∈ E has a latency
funcion le : N → R such that le(j) for j ∈ N is the cost of using e when it is used by j

players (we say then, that the congestion of e is j). Now, for xi ∈ Si, x−i ∈ S−i define the
cost of player i, ci(xi, x−i) =

∑

e∈xi
le(ne) where ne = |{i : e ∈ xi}| – the congestion of e.
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Example 3 We consider here the social welfare as the optimization goal. In the game in
Figure 1 there are 100 players, two vertices and two edges. The latency function of the upper
edge is the constant function l(j) = 100 + ε for a small ε > 0, and the latency function of
the lower edge is l(j) = j.

100 + ε

j

s1 = s2 = ... = s100 t1 = t2 = ... = t100

Figure 1: Example 3

In the only equilibrium, all players use the lower edge to get from si to ti (which costs them
at most 100, instead of 100+ε, using the upper edge), and the cost sum is 100 ·100 = 10000,
whereas if 50 players use the upper edge and 50 use the lower one, the total cost of the 50
using the upper edge is 50 · (100+ ε) = 5000+ ε′ and the total cost of the 50 using the lower
one is 50 · 50 = 2500, both sum up to 7500 + ε′ ≈ 3

4 · 10000. Thus, for this case, POS=POA
≈ 4

3 .

Example 4 Here, again, the goal is to maximize the social welfare, thus, to minimize the
sum of costs.

j

0

j

s1 = s2 = ... = s100 t1 = t2 = ... = t100

100 + ε

100 + ε

Figure 2: Example 4

In the only equilibrium, all 100 players use the j-0-j path, which costs 100 · (100 + 100) =
20000 in total, whereas in the optimal case, 50 players use the upper path for the total
cost of 50 · (100 + ε + 50) = 7500 + ε′, and the other 50 use the lower path, which costs
50 · (50 + 100 + ε) = 7500 + ε′, too. Thus, the total cost is 15000 + 2ε′ ≈ 3

4 · 20000, and
again, POS=POA ≈ 4

3 .

The last example is related to the Braess paradox [Bra68]. See also [RT00].

We show below upper bounds for POS and POA in the case that all the latency functions
are linear, i.e., of the form le(ne) = ae · ne + be for ae, be ≥ 0.

We would like to show that every game of this kind has an Nash equilibrium. For this pur-
pose, we define a class of games for which we can prove the existence of a Nash equilibrium,
by presenting an appropriate potential function.
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4 Congestion games

A congestion game [Ros73] consists of

• n players.

• a set of facilities - E.

• for every e ∈ E, a latency function le : N → R.

• for every player i, a set of strategies Si ⊆ 2E , and a cost function ci : S1× . . .×Sn → R

defined as follows.
For every pi ∈ Si, p−i ∈ S−i we have ci(pi, p−i) =

∑

e∈pi
le(ne), where ne is the

congestion of e.

Theorem 4 ([Ros73]) Every congestion game has a pure Nash equilibrium.

Proof: We prove that every congestion game is a potential game, which by Theorem 2
implies the required. Consider the potential function P (p1, ..., pn) =

∑

e

∑ne

j=1 le(j). Now
assume that player i moves from strategy pi to p′i. For every e ∈ pi he saves le(ne) and for
every e ∈ p′i he loses le(ne +1). Notice that the difference in his cost is exactly the difference
in P . Thus, the game is an exact potential game.

Theorem 5 ([FPT04]) Computing a pure Nash equilibrium in a general congestion game
with linear latency functions is PLS-complete.

Theorem 6 For every congestion game with linear latency functions, POS≤2.

Proof: Let P be the potential function defined in the proof of Theorem 4. First we
inspect the relation between P (p) and cost(p) (=the sum of the costs of all players – the
minimization goal) for any given p ∈ S1 × . . . × Sn. Recall that

P (p) =
∑

e

ne
∑

j=1

le(j) =
∑

e

ne
∑

j=1

(ae · j + be) =
∑

e

(

ne(ne + 1)

2
ae + ne · be

)

,

cost(p) =
n

∑

i=1

∑

e∈pi

le(ne) =
∑

e

ne · le(ne) =
∑

e

ne (ae · ne + be) =
∑

e

(

n2
e · ae + ne · be

)

.

Thus, for every p we have P (p) ≤ cost(p) ≤ 2P (p). (*)
Now, let p̃ be the argmin of P (note that every local minimum of P is a Nash equilibrium),
and let p∗ be the optimal solution (cost(p∗) = minp cost(p)). Then we have

cost(p̃)
(1)

≤ 2P (p̃)
(2)

≤ 2P (p∗)
(3)

≤ 2cost(p∗),

where (1) and (3) are implied by (*), and (2) is true because p̃ is the argmin of P .
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Theorem 7 ([CK05a]) For every congestion game with linear latency functions we have
POA≤2.5.

Theorem 8 ([CK05a]) There are linear congestion games with 3 or more players with
price of anarchy for the social cost equal to 5

2 .

Proof: We show a congestion (routing) game for 3 players, which can be easily extended
to a game for n players for any n ≥ 3, with price of anarchy 5

2 . In the game (Figure 3),
every player i needs to get from Si to Di. The edges are devided into two subsets, bold
and dashed. The cost of a bold edge e for every player using it is ne, and the cost of a
dashed edge is 0. The optimal strategies are for each player to move in a straight line.
Using these strategies, the cost for every player is 2. At the Nash equilibrium, the players
use the diagonal dashed lines instead of the straight ones in the first, second, and fourth
conflicts. The strategy of player 1 at the Nash equilibrium is shown (the thin line). Using
these strategies, the cost for every player is 5.

Figure 3: A congestion game with POA 5
2

References

[ADK+04] E. Anshelevich, A. Dasgupta, J. Kleinberg, E. Tardos, T. Wexler, and T. Rough-
garden, The Price of Stability for Network Design with Fair Cost Allocation. In
45th Annual IEEE Symposium on Foundations of Computer Science (FOCS),
pages 59-73, 2004.

[Bra68] D. Braess, Uber ein paradoxon der verkehrsplanung. Unternehmensforschung,
12:258–268, 1968.

[CK05a] G. Christodoulou and E. Koutsoupias, The price of anarchy of finite conges-
tion games. In Proceedings of the 37th annual ACM Symposium on Theory Of
Computing (STOC), pages 67-73, 2005.

[CK05b] G. Christodoulou and E. Koutsoupias, On the price of anarchy and stability of
correlated equilibria of linear congestion games, 2005.

5-6



[FPT04] A. Fabrikant, C. H. Papadimitriou, and K. Tulwar, On the complexity of pure
equilibria. In Proceedings of the 36th Annual ACM Symposium on Theory Of
Computing (STOC), pages 604–612, June 2004.

[KP99] E. Koutsoupias and C. H. Papadimitriou, Worst-case equilibria, In Proceedings
of the 16th Annual Symposium on Theoretical Aspects of Computer Science
(STACS), pages 404–413, 1999.

[MS96] D. Monderer and L. S. Shapley, Potential Games. Games and Economic Behav-
ior 14, pages 124-143, 1996.

[Ros73] R. W. Rosenthal, A class of games possessing pure-strategy Nash equilibria.
International Journal of Game Theory, 2:65–67, 1973.

[RT00] T. Roughgarden and E. Tardos, How bad is selfish routing?, 41st Annual IEEE
Symposium on Foundations of Computer Science (FOCS), 2000.

5-7


