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ABSTRACT
While a significant body of work has examined the exploration /
exploitation tradeoff, little has focused on distributed settings. This
paper introduces two novel distributed algorithms that outperform
existing algorithms in this domain. Additionally, this paper pro-
vides a theoretical analysis of one of the algorithms and empiri-
cally validates the predictions, which is the first such analysis in
this problem setting.

1. INTRODUCTION
The tradeoff between exploration and exploitation is a common

topic of study in artificial intelligence, particularly in the context
of reinforcement learning [9] or multi-armed bandit problems [1].
However, such studies have typically focused on single-agent set-
tings. This paper instead examines the question in the context
of the distributed coordination of exploration and exploitation [4]
(DCEE) framework.

The DCEE framework is similar to that of distributed constraint
optimization problems [6, 8] (DCOPs) in that a team of distributed,
cooperative agents work together to maximize a team reward. How-
ever, in a DCEE, agents seek to maximize the team reward over
time (rather than the final reward), and must explore (rather than
having full knowledge provided). As in DCOPs, different amounts
of teamwork can be incorporated into DCEE algorithms, where in-
creased teamwork results in joint decisions between larger groups
of agents. However, unlike in DCOP algorithms [7], increasing
amounts of teamwork can actually decrease the team’s reward, even
without accounting for the increased communication and computa-
tion costs. This result was termed the team uncertainty penalty [10],
where increasing the teamwork can decrease the team’s total reward
in certain circumstances.

The primary contributions of this paper are to 1) discuss an exist-
ing algorithm and show how it may be improved, effectively reduc-

The Sixth Annual Workshop on Multiagent Sequential Decision-
Making in Uncertain Domains (MSDM-2011), held in conjunction
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ing the team uncertainty penalty; 2) introduce a novel algorithm,
SE-OptimisticPairs, which outperforms existing methods; 3) ana-
lyze the SE-OptimisticPairs algorithm to predict the team perfor-
mance in different situations (the first such analysis for a DCEE
algorithm); 4) empirically show that the predictions are accurate;
and 5) help avoid the uncertainty penalty via these predictions.

2. BACKGROUND
In this section we introduce the DCEE framework, one type of

DCEE solution algorithm, and the team uncertainty penalty.

2.1 DCEE Framework
In a DCEE, there is a set of variables that can take on a range of

values, where each variable is controlled by a single agent. In an
experiment, agents are allowed a set number of rounds, in which
every agent can decide whether or not it should change the values
of the variable(s) it controls. For simplicity, we will assume that
an agent controls a single variable. There is a set of binary re-
ward functions between pairs of agents, where the reward on the
constraint between these two agents is determined by the agents’
variable settings. On any given round, the team’s reward is defined
as the sum of all binary rewards. The agents initially do not know
the matrices defining these different reward functions, but will re-
ceive a reward after setting their values (i.e., at the end of a round),
and thus learn the reward functions over time. The goal of the team
of agents is to maximize the on-line reward, such that the total re-
ward received over all rounds is maximized, necessarily balancing
exploring and exploiting the reward functions.

For example, consider Figure 1, which shows a three agent sys-
tem with two constraints. Currently, each of the three agents have
selected variable setting zero (i.e., x1 = 0, x2 = 0, x3 = 0), which
results in a team reward of 22. One or more of the agents may de-
cide to change their variable setting: agent 1 may select a setting in
[0, k], agent 2 in [0,m] and agent 3 in [0, n]. Rewards are assumed
to be iid with a (possibly known) Gaussian distribution and thus
agents have no reason to prefer one unexplored location over an-
other (represented in the figure as a question mark). Without loss of
generalization, an agent may exploit its past knowledge, or choose
to explore by setting its variable to the next unexplored entry in the
reward matrix.

More formally, a DCEE consists of a set V of n variables, {x1, x2,
. . . , xn}, assigned to a set of agents, where each agent controls one
(or, in the general case, more) variable’s assignment. Agents have
at most T rounds to modify their variables xi, which can take on
any value from the domain Di. The goal of such a problem is for
agents to choose values for the variables such that the cumulative
sum over a set of binary constraints and associated payoff or reward
functions, fij : Di × Dj → <, is maximized over time horizon
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Figure 1: This figure shows an example 3-agent DCEE. Each
agent controls one variable and the settings of these three vari-
ables determine the reward of the two constraints (and thus the
total team reward).

T ∈ N. The agents attempt to pick a set of assignments (one per
time step: A0, . . . , AT ) such that the total reward (i.e., the return)
is maximized:

R =

T∑

t=0

∑

xi,xj∈V
fi,j(di,t, dj,t),

where

di,t ∈ Di, dj,t ∈ Dj , and (xi ← di,t, xj ← dj,t) ∈ At.
Because we assume the agents are distributed, agents may only

talk with their neighbors, or those agents with which they share a
binary reward (we assume that agents know who their neighbors
are, and thus who they share a constraint with). An agent knows
the value of its own variable setting, and it knows the reward of
any binary reward functions it is part of, but it must communicate
with its neighbors to learn their variable settings and/or their (non-
shared) rewards. Increasing amounts of teamwork in DCEE algo-
rithms means that increasing numbers of agents agree to take a joint
move, where the set of agents select new variables, and all agents
that neighbor this set do not change variable settings. Such coor-
dination is important — for instance, if every agent selected a new
variable setting on every turn, the team’s reward would not be ex-
pected to improve, even though the agents were gathering more and
more information about the reward functions.

Experiments in this paper use the released DCEE simulator1 for
its experiments. This simulator models a mobile wireless network
problem, where each agent has a wireless radio. The agents’ phys-
ical location is their variable setting, binary rewards are defined as
the signal strength between pairs of agents (some agents are unable
to communicate directly), and the signal strengths can be modeled
as being randomly drawn from a Gaussian distribution. The agents’
goal is to maximize the signal strength of the network, balancing
the need to maintain a high-quality network with the possibility of
exploring and finding improved settings. Full details of the domain
may be found elsewhere [4]. The details of the simulator are not
important for this paper, but the fact that it is based on a physically
motivated problem (and not written to fit the algorithms introduced
in this paper) bolsters our claim that the algorithms we introduce
and the conclusions we reach may be applicable in real-world sce-
narios.

2.2 SE-Optimistic
Static estimation (SE) DCEE algorithms are a class of approaches

that have been successful in both simulation and on physical robots [4].
SE-Optimistic-1 is a greedy approach where each agent assumes
that if it were allowed to change its variable, it would maximize
each of its binary rewards. Assuming all agents have the same

1http://teamcore.usc.edu/dcop/

Algorithm 1 SE-OPTIMISTIC-2
1: for each neighbor i do
2: Send variable assignment and reward matrices to i
3: Find maximum gain, g, the corresponding neighbor to pair

with, p, and the variable assignment, a:
g, p, a← getMaxGainAndAssignmentForPair()

4: Send OfferPair to agent p
5: doPair← False
6: for all OfferPair messages received do
7: if agent requesting to pair is p then
8: Send Accept to agent p
9: doPair← True

10: if (Did not received Accept from p) or (not doPair) then
11: p← ∅
12: Find max gain and preferred assignment:

g, a← getMaxGainAndAssignment()
13: Send Bid (g, p) to all neighbors
14: Receive n Bids from all neighbors, ignoring message from p
15: G← maxn Bidsn
16: if g > G then
17: UpdateAssignment(a)

number of binary reward functions, and that the maximum reward
is constant for all of these functions, only the agent with the lowest
total reward per neighborhood will be allowed to change its value.
Agents exchange information with those in their neighborhood, and
only a single agent per neighborhood is allowed to change its value.

SE-Optimistic-2 [10] is an extension of SE-Optimistic-1: two
agents can change variables as a pair and no agents that neighbor
the pair change values. The hope is that when agents exchange
more information they will be able to make larger joint moves and
achieve a higher team reward faster than SE-Optimistic-1. These
algorithms are reminiscent of the k-optimal algorithms in DCOPs,
where k agents per neighborhood can change values and higher
values of k result in improved team rewards [7].

The psudocode for SE-Optimistic-2 is shown in Algorithm 1,
where the methods getMaxGainAndAssignmentForPair() and get-
MaxGainAndAssignment() use the optimistic assumption to esti-
mate what their improvement would be if allowed to move. If the
algorithm is amended so that lines 1–9 are removed and doPair =
False, the psudocode is equivalent to SE-Optimistic-1.

2.3 Team Uncertainty Penalty
In DCOP problems, increasing the amount of teamwork would

typically lead to improved team reward, at the expense of additional
messages sent between agents and increased amounts of computa-
tional time. The team uncertainty penalty [10] was found to occur
in DCEE settings, where increasing the amount of teamwork would
sometimes decrease the team’s reward, even when not accounting
for the number of messages sent, nor the increased computation
time. The surprising phenomenon means that it may be very dif-
ficult to decide what algorithm will perform better in a given sit-
uation without empirically testing all candidate algorithms. While
some initial algorithms were introduced to reduce the affect of the
penalty, they all suffered from additional parameters, further in-
creasing the difficulty of using such algorithms in real-world situ-
ations. The penalty seemed to depend most heavily on the number
of binary rewards each agent was connected to: in graphs with few
links, low-teamwork algorithms outperform higher teamwork al-
gorithms. In graphs with many shared binary rewards, the penalty
did not surface and increased teamwork resulted in increased team
reward.
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Figure 2: The y-axis shows the total net gain for each algorithm
(higher is better), scaled so that SE-Optimistic-1 is 1.0.

3. SOLO MOVES IN SE-OPTIMISTIC-2
In DCOP algorithms, increasing the amount of teamwork (i.e.,

increasing k) generally increases the value of the solution found. If
a solution is 2-optimal, it is by definition also 1-optimal. Similarly,
DCEE algorithms were designed so that they were able to use dif-
ferent values of k [4]. In Algorithm 1, line 12, agents can bid to
change their variable without a teammate. If the single agent wins
the bid to change its variable, we term this a Type 1 Solo Move.
The other case in which we found an agent could change variables
alone in a k = 2 algorithm is when two agents successfully pair
(line 9) and one agent wins the bid within its neighborhood, but
the other does not — when one agent in a pair moves but the other
does not, we term this outcome a Type 2 Solo Move. In both cases,
we empirically found that such variable changes happen less than
5% of the time, but they had a non-trivial effect on the algorithm’s
performance, as discussed next.

Figure 2 shows how teamwork and solo movements can affect
the team’s performance. Each bar in the graph summarizes results
from 30 independent trials of 40 agents acting over 100 time steps.
The y-axis shows the net gain of the algorithms, which summa-
rizes the team’s performance, after being scaled so that the net gain
of SE-Optimistic-1 is 1.0. We examine seven different topologies
from a ring graph (2 neighbors per agent) and a 3-regular graph (3
neighbors each) up through a complete graph (39 neighbors each).

First, that the team uncertainty penalty is clearly exhibited in the
algorithm, consistent with previous work. As the number of neigh-
bors per agent increases, the performance of SE-Optimistic-2 in-
creases relative to SE-Optimistic-1. In a ring graph, SE-Optimistic-
2 receives roughly 60% of the SE-Optimistic-1’s net gain, while it
receives roughly 120% in a complete graph. Second, this figure
shows that solo moves can decrease the team performance, par-
ticularly at low graph densities. For instance, in a ring topology,
disabling type 1 solo moves (labeled “Solo2-only”) results in an
improvement over SE-Optimistic-2. Disabling type 2 solo moves
(labeled “Solo1-only”) results in increased team rewards, and dis-
abling both types of solo movements (labeled “No Solo”) signifi-
cantly improves the reward relative to SE-Optimistic-2. For graphs
where there are fewer than 15 neighbors per agent, removing the
solo moves improves the performance of SE-Optimistic-2. For
regular-15 through complete graphs, removing the solo moves de-
creases team performance slightly, or has a negligible effect. Third,
the performance of No Solo algorithm does not suffer as much
from the team uncertainty penalty as SE-Optimistic-2. In particu-
lar, the No Solo algorithm continues to outperform SE-Optimistic-1
in high density graphs, but does not underperform SE-Optimistic-1
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Figure 3: The scaled gain of the SE-Adaptive algorithm
can match, or outperform, both SE-Optimistic-1 and SE-
Optimistic-2.

in low density graphs as much as SE-Optimistic-2 underperforms
SE-Optimistic-1. Thus, No Solo may be a better choice when the
graph density is initially unknown — without other information, it
may be better to use the No Solo algorithm, rather than risk per-
forming poorly with SE-Optimistic-1 or SE-Optimistic-2.

4. AN ADAPTIVE TEAMWORK ALGORITHM
Others [10] have designed algorithms to mediate the team un-

certainty penalty. However, these algorithms have relied on a pa-
rameter that must be manually tuned per graph type, significantly
limiting their usefulness. No Solo is an improvement over these
previous methods because no additional parameter need be tuned.
In this section we introduce SE-Adaptive, which can run either SE-
Optimistic-1 or SE-Optimistic-2 per agent, improving the overall
performance of the team.

An agent running SE-Adaptive can decide whether to use SE-
Optimistic-1 or SE-Optimistic-2, depending on the number of neigh-
bors it has. We use a heuristic based on a per-agent ratio, r =
# neighbors / total # of agents. If r < 1

3
, then the agent uses

SE-Optimistic-1. Otherwise, the agent tries to run SE-Optimistic-2
with any neighbors able to reciprocate, and if that fails, fall back on
SE-Optimistic-1.

Our hypothesis is the per-agent ratio, r, is an important poten-
tial factor in determining the level of teamwork required. We con-
ducted two sets of experiments which include same number of rounds
and variable settings: one set tested the full graph (where each
agent has n− 1 connections), while the other testsed chain graphs.
The number of agents ranged from 3–15. Comparing the perfor-
mance of each test on SE-1 and SE-2, the threshold value of 1

3
was

found empirically.
Figure 3 shows the results of using different numbers of agents

running on different graph topologies for 50 rounds. SE-Adaptive
performs as well as the best of SE-Optimistic-1 and SE-Optimistic-
2 on chain and complete graphs. “Hybrid” graphs are constructed
such that b 1

2
c of the agents form a connected clique, and the re-

mainder of the agents form a chain connected to one agent in the
clique — SE-Adaptive agents in the clique use SE-Optimistic-2 and
SE-Adaptive agents in the chain use SE-Optimistic-1, outperform-
ing both algorithms individually.

5. SE-OPTIMISTICPAIRS
The adaptive algorithm presented in the previous section out-

performs both SE-Optimistic-1 and SE-Optimistic-2. However, it
must be trained on values from a particular reward distribution —

3



Algorithm 2 SE-OptimisticPairs(a)
Require: a – The agent to check
1: T∀a ← PairsOf(a)
2: for T ∈ T∀a do
3: NT ← NeighborsOf(T )
4: WinsBid← True
5: for n ∈ NT do
6: T∀n ← PairsOf(n)
7: for Tn ∈ T∀n do
8: if Gain(T ) < Gain(Tn) then
9: WinsBid← False

10: if WinsBid then
11: return True
12: return False

if the distribution of rewards is not known ahead of time, such
training data may be hard or impossible to come by. This section
introduces the SE-OptimisticPairs algorithm, which constrains the
SE-Optimistic-2 algorithm to dis-allow solo moves. Unlike the No
Solo algorithm, SE-OptimisticPairs uses an extra layer of reasoning
as only pairs of agents change values.

Most significantly, the algorithm SE-OptimisticPairs has been
designed so that it can be theoretically analyzed. To this point,
previous work in the DCEE domain has been strictly empirical.
By providing an algorithmic analysis for SE-Optimistic-1 and SE-
OptimisticPairs, we show that questions in DCEE domains can be
addressed with theoretical, as well as empirical, techniques.

5.1 Pseudocode
SE-OptimisticPairs can be summarized as follows. A team of

two agents will win the ability to change its values if none of its
neighbors change values, which in turn happens if no neighbor is
part of a team with a higher expected gain. In other words, any par
of agents that has the lowest value in its neighborhood will win the
bid to change its values.

The per-agent reasoning in SE-Optimistic-Pairs is summarized
in Algorithm 2. The function PairsOf(a) returns a set of all pos-
sible pairings for agent a. NeighborsOf(T) returns the set of all
agents that are neighbors with either agent in team T . Finally, Gain
is calculated as in SE-Optimistic-2: the pair of agents (optimisti-
cally) assume that if they are allowed to change their values, all
of their rewards will be set to the maximum value. Ties should be
broken consistently (line 8) (our implementation uses unique agent
identifiers).

5.2 Theoretical Analysis of SE-OptimisticPairs
To analyze the SE-OptimisticPairs algorithm, and its relation-

ship to SE-Optimistic-1, we consider the first round of the DCEE
algorithm SE-Optimistic-1 and SE-OptimisticPairs run on DCEE
graphs. We assume that all rewards are drawn i.i.d. from a discrete
distribution that is well approximated by a Gaussian with known
mean µ and variance σ2. We assume rewards to be continuous
values rather than integers so as to remain general, and avoid tie-
breaking issues. In order to conform to the floored Gaussian used in
the simulator [4], we approximate a floored Gaussian with a mean
µ as a continuous Gaussian with mean µ− 0.5 [5].

Let A be the set of all agents and the random variable ri,j be the
reward on the constraint between agents i and j (i.e., between Ai
and Aj). Ri is the total reward of Ai:

Ri ≡
∑

j

ri,j ,where Aj is a neighbor of Ai

We focus on analyzing the first round of the algorithms, when all
rewards are drawn from the Gaussian and are i.i.d. By analyzing
the first round, exact probabilities can be found for any graph. Sub-
sequent rounds, however, will depend heavily on the graph struc-
ture, which makes any explicit analysis difficult in general. In this
paper, we provide a method of analyzing the first-round behavior
given an arbitrary graph. For demonstration, we focus specifically
on Ring and Complete graphs, and note that analysis of of rounds
beyond the first round is left as future work. We define Ai to be
the event that Ai changes values on the first round. For example,
in SE-Optimistic-1, Ai occurs if Ri < Rj , ∀j ∈ Neighbors(Ai),
where Neighbors(Ai) is the set of agents which neighbor Ai.2

We define an agent to be “good” if its current total reward is
above some value g. That is to say Ai is “good” iff Ri ≥ g. One
natural choice of g arises when all agents have the same degree
(number of neighbors).3 Let g = dµ, where d is the degree of
agents; we say an agents is “good” if it is above the expected (ran-
dom) reward.

Below we will consider multiple graph structures and values of
g, finding P (Ai ∧ Ri ≥ g). The notation Ai means that agent
i is allowed to change its variable, meaning that the previous ex-
pression is the probability that agent Ai is both good and changes
values. We will show that, in ring graphs, the expected number
of good agents that change value (on the first round) is higher in
SE-OptimisticPairs than in SE-Optimistic-1. This is significant be-
cause it helps explain the team uncertainty penalty — an increase in
the size of the team (i.e., k) results in an increase of agents changing
variables even when they are in a high-reward position. Further, we
will show that this is not the case in complete graphs. Additionally,
we show how to determine the probability both of an agent moving,
and of that agent moving given that it’s “good” for a general graph.

First, we find the probability that agentAi changes values on the
first round, which is used no find the expected number of agents
that change value. We then find the probability that agent Ai both
change values, and is good, as well as the expected number of
such agents. We compare the results of SE-Optimistic-1 and SE-
OptimisticPairs for several graph topologies and values of k.

5.3 Probability an Agent Changes Values
To determine the probability that agent Ai changes values, de-

noted P (Ai), we exploit the fact that this decision is made locally.
When k = 1, Ai changes values if it could gain more total reward
than any of its neighbors. For higher values of k, however, Ai will
changes value if any of the connected k-tuples of agents containing
Ai decide to change value.

Let T1 and T2 denote two teams of size k that both contain agent
Ai. If the agents in T1 are able to change values then T2 cannot,
due to the shared agent. Let T be the event that team T changes its
value. We therefore observe that

P (Ai) =
∑

T∈TeamsOf(i)

P (T )

where TeamsOf(i) is the set of all k-sized connected teams contain-
ing Ai.

We now describe a process by which we calculate the probability
that some team T changes values on the first round. Consider a
ring graph (see Figure 4) with agents ordered A1 through A8 when
the agents use SE-OptimisticPairs. Let T = (Ai, Aj) be written
as Ti,j and the value of the constraint between them ri,j . To find
the probability that agents A4 and A5 change value, P (T4,5), we

2More formally, Neighbors(Ai) = {Aj ∈ A | ∃ri,j}.
3With minor alterations, g can vary from agent to agent.
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Figure 4: A ring graph with eight agents

first note that T4,5 occurs iff none of {T2,3, T3,4, T5,6, T6,7} occur.
P (T4,5) =

P




r3,4 + r4,5 + r5,6 < r1,2 + r2,3 + r3,4 ∧
r3,4 + r4,5 + r5,6 < r2,3 + r3,4 + r4,5 ∧
r3,4 + r4,5 + r5,6 < r4,5 + r5,6 + r6,7 ∧
r3,4 + r4,5 + r5,6 < r5,6 + r6,7 + r7,8




Simplifying, we obtain:

P (T4,5) = P




−r4,5 − r5,6 + r1,2 + r2,3 > 0 ∧
−r5,6 + r2,3 > 0 ∧
−r3,4 + r6,7 > 0 ∧
−r3,4 − r4,5 + r6,7 + r7,8 > 0




We then rewrite this probability as

P (T4,5) = P




Y1 > 0 ∧
Y2 > 0 ∧
Y3 > 0 ∧
Y4 > 0




for appropriate values of Yi. Because each Yi is a sum of indepen-
dent Gaussians, they are themselves drawn from a Gaussian. How-
ever, the Yi’s are not independent due to the overlap of constraints.
Thus: Y1 ∼ N(0, 4σ2), Y2 ∼ N(0, 2σ2), Y3 ∼ N(0, 2σ2), Y4 ∼
N(0, 4σ2), and the covariance of the random variables are deter-
mined by the number of shared variables. Therefore we have a
vector Y = (Y1, Y2, Y3, Y4)T drawn from a multivariate Gaussian
with mean vector θ = (0, 0, 0, 0) and covariance matrix

Σ = σ2




4 2 0 1
2 2 0 0
0 0 2 2
1 0 2 4




In general, we calculate the mean vector by counting the number
of constraints in each Yi, and construct the covariance matrix by
counting the number of constraints shared pairs of Yi’s. Algorithm
3 (in the Appendix) returns the covariance matrix for any graph,
not just ring graphs. The following is the density function for the
multivariate normal

f(Y|θ,Σ) =
1

2π
α
2 |Σ| 12

exp
(

1

2
(Y− θ)TΣ−1(Y− θ)

)

where α is the length of Y (in our example, α = 4). Thus:

P (T4,5) =

∫

Rα+
f(Y|θ,Σ)dY

Plugging this into the previous equation, and letting YT , θT , and ΣT
denote Y, θ, and Σ created by a k-tuple T :

P (Ai) =
∑

T∈TeamsOf(i)

∫

Rα+
f(YT |θT ,ΣT )dYT

where TeamsOf(i) is the set of all k-sized connected tuples that
contain agentAi. Rα+ is the region defined by (0,∞)× . . . (0,∞),
the cross product taken α times over the positive region of each di-
mension. The function f can be thought of as a multi-dimensional
bell curve that is stretched and compressed in each dimension ac-
cording to the entries in the covariance matrix.

5.4 Calculating the Number of Agents Updat-
ing

We now consider calculating the expected number of agents that
change values on the first round (this method is summarized in Al-
gorithm 4 in the appendix). We will use this value, along with the
expected number of good agents that change values, to compute the
proportion of agents that change values for various values of k and
graph topologies. Let 1Ai be the indicator function of Ai, that is
to say that 1Ai = 1 if Ai occurs and 0 otherwise. Let the random
variable |A| be the number of agents that change value. We observe
that

E(|A|) =

n∑

i

1Ai =

n∑

i

∑

T∈TeamsOf(i)

∫

Rα+
f(YT |θT ,ΣT )dYT

We now find the probability that an agent both changes values, and
is in a good position before doing so. This will let us compute the
proportion of moving agents that are good, which depends heavily
on the value of k and the graph topology.

Consider the example from the previous subsection:

P (A4 ∧R4 ≥ g) = P (T4,5 ∧R4 ≥ g) + P (T3,4 ∧R4 ≥ g)

In general we see that

P (Ai ∧Ri ≥ g) =
∑

T∈TeamsOf(i)

P (T ∧Ri ≥ g)

which is calculated similar to P (Ai). In our example:

P (T4,5 ∧R4 ≥ g) =

P




r3,4 + r4,5 ≥ g ∧
−r4,5 − r5,6 + r1,2 + r2,3 > 0 ∧
−r5,6 + r2,3 > 0 ∧
−r3,4 + r6,7 > 0 ∧
−r3,4 − r4,5 + r6,7 + r7,8 > 0




Let Y0 = r3,4 + r4,5, or in general Y0 = Ri. We note that
Y0 ∼ N(2µ, 2σ2), or in general Ri is drawn from N(dµ, dσ2)
where d is the degree of Ai. We then let Y = (Y0, Y1, Y2, . . .)

T,
and construct Σ as we did previously. Again as before, f(Y|θ,Σ)
is defined as the multivariate Gaussian’s density function.

The integration over the multivariate Gaussian differs slightly
from the previous case because Ri ≥ g whereas all other Yi >
0. We must integrate over the region of the multivariate Gaus-
sian where Y0 ≥ g, and all other Yi > 0. Therefore we let
Ȳ = (Y1, Y2, . . .)

T be the mean vector without the Y0 element,
and obtain

P (T4,5 ∧R4 ≥ g) =

∫ ∞

g

∫

Rα−1
+

f(Y|θ,Σ)dȲdY0
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And in the general case we let YT denote the value Y created by
the connected k-tuple T and obtain

P (Ai ∧Ri ≥ g) =
∑

T∈Ti

∫ ∞

g

∫

RαT−1
+

f(YT |θT ,ΣT )dȲT dYT 0

Similarly to how we calculated the expected number of agents
that change value, we now compute the expected number of agents
that both change values and are good (denoted |Ag|):

E(|Ag|)=

n∑

i

∑

T∈TeamsOf(i)

∫ ∞

g

∫

RαT−1
+

f(YT |θT ,ΣT )dȲT dYT 0

5.5 Results
We have described above how to obtain both the expected num-

ber of agents that change value, and the expected number of agents
that both change value and are good. A procedural approach for ob-
taining these numbers is outlined in the Appendix (if accepted, we
will additionally release the code used to calculate these numbers).
We implemented this algorithm in Python, and used numerical in-
tegration techniques implemented using the R library mvtnorm [3]
to determine the quantities for varying values of g.

Our implementation works for general graphs, and we obtained
numbers for ring and complete graphs with various numbers of
agents. We used the rewards distributionsN(0, 1) andN(100, 162)
to be consistent with past work in the DCEE domain [4]. It is worth
noting that if X is a normal random variable drawn from N(µ, σ2)
then it can be rescaled arbitrarily ((X − µ)/σ is a random variable
drawn from N(0, 1)). Further, we note that the expected number
of agents that change values is independent of the distribution and
its parameters, as no agent is more likely to change values than any
other (assuming all agents have the same number of edges in the
graph and all have the same reward distribution).

We first find P (Ri ≥ g,Ai) for different numbers of agents and
values of g. We normalize these values to obtain P (Ri ≥ g | Ai).
For ring graphs, the number of agents does not matter. This is be-
cause the decision of whether or not to change values is determined
purely by a limited section of the graph, and thus the induced co-
variance matrix is of fixed size. In a complete graph, however, all
agents interact when determining which change values, and the co-
variance matrix grows with the number of agents.
E(|A|) and E(|Ag|) for ring and complete graphs and various

(k, g) were then calculated. Let σ̄ be the variance of Ri and µ̄ its
mean, determined by the graph. In a ring graph, µ̄ is 2µ as every
agent is a part of two constraints, each with mean µ. Similarly, σ̄ is√

2σ. In a complete graph with n agents, µ̄ is (n − 1)µ, and σ̄ is√
(n− 1)σ.
In all cases, more good agents will change value in ring graphs

than in complete. However, more agents in total change value in
ring graphs. In complete graphs, exactly k agents will change value
in each round. Table 2 shows the expected number of agents chang-
ing values in ring graphs, and empirical results show that the pre-
dictions are accurate. Empirical results are averaged over 1,000
independent trials, and the standard error is shown.

Of the agents that change value, we then find the expected per-
centage of them that are good, shown in Table 1. In the same table,
we show the results from running 1,000 simulations and recording
the percentage of agents that moved for different values of g. The
recorded mean and standard errors show that the theoretical cal-
culations match the empirical results. These results help explain
the team uncertainty penalty. In ring graphs, SE-Optimistic-1 will
allow fewer agents to move that are in “good” positions, relative
to SE-OptimisticPairs, while in complete graphs, the opposite is

Table 2: |A| for ring graphs, 40 agents
k = 1 k = 2

Calculated 10.000 12.121
n = 10 2.500 3.032
Empirical 9.987 ± 0.037 12.240 ± 0.059
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Figure 5: SE-OptimisticPairs outperforms SE-Optimistic-2
when agents have few neighbors, outperforms SE-Optimistic-
1 when agents have many neighbors, and is competitive with
No Solo.

true. Further, in Figure 5, we see that SE-OptimisticPairs suffers
less from the team uncertainty penalty than SE-Optimistic-2, and
is competitive with No Solo, even though SE-OptimisticPairs has
no tunable parameters.

6. CONCLUSION AND FUTURE WORK
This paper has introduced two novel DCEE algorithms which

reduce the effect of the team uncertainty penalty. In SE-Adaptive,
agents can individually decide on the appropriate level of team-
work, where the decision rule has been empirically pre-determined,
based on the distribution of rewards. In SE-OptimisticPairs, the
agents have no tunable parameters, which is a significant improve-
ment over existing algorithms designed to avoid the penalty. More
importantly, the SE-OptimisticPairs algorithm has been theoreti-
cally analyzed so that we may predict whether agents should pair
or not, and these predictions are confirmed empirically.

In the future, we would like to extend our analysis so that it is
easy to compute E(|Ag|) for arbitrary graphs. We intend apply
the insights regarding solo moves to a different type of DCEE al-
gorithms, termed Balanced Exploration algorithms. This paper fo-
cused on different levels of teamwork, but did not explicitly analyze
communication overheads — such an analysis may prove useful
for better quantifying the benefits of different algorithms. Finally,
it would be interesting to see if the insights about the amount of
teamwork in DCEE problems can be applied to DisCSP (distributed
constraint satisfaction problems), similar to DisCSPs work [2] that
focused on algorithmic run time, rather than the performance.
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Table 1: |Ag|: Rewards drawn from N(100, 162) for 40 agents. Empirical results display the standard error.
g = µ̄− 3σ̄ g = µ̄− 2σ̄ g = µ̄− σ̄ g = µ̄ g = µ̄+ σ̄

E(|Ag|)
Ring k = 1 0.994 0.917 0.583 0.153 0.011

k = 2 0.995 0.927 0.606 0.161 0.010

Complete k = 1 0.907 0.266 0.001 4× 10−11 3× 10−24

k = 2 0.945 0.461 0.005 2× 10−8 2× 10−17

Empirical
Ring k = 1 0.993 ± 0.012 0.921 ± 0.016 0.580 ± 0.02 0.159 ± 0.013 0.012 ± 0.004

k = 2 0.994 ± 0.016 0.931 ± 0.017 0.605 ± 0.022 0.170 ± 0.014 0.012 ± 0.004

Complete k = 1 0.904 ± 0.007 0.224 ± 0.011 0 0 0
k = 2 0.949 ± 0.005 0.426 ± 0.012 0.003 ± 0.002 0 0
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APPENDIX
A. ADDITIONAL ALGORITHMS

Here we provide pseudo-code for the algorithms used to compute
the values presented earlier in the paper. Note that these algorithms
compute the number of agents moving, with no notion of g. To
incorporate g, minor modifications must be made to the covariance
matrix (Algorithm 3), and the integration in Algorithm 4.

Given a graph, Algorithm 4 computes the expected number of
agents that will changes value on the first round. It loops through
every agent, and for each agent it must calculate a covariance ma-
trix, and then integrate over a multivariate Gaussian. Note that,
for ring and complete graphs, the probability that an agent changes
values is the same for all agents due to symmetry. Thus the algo-
rithm can be optimized by calculating the probability that agentA1

changes values, and multiplying it by n.
To construct the covariance matrix for a team T , we loop over

all teams ‘touching’ T , and calculate the involved random variables
for each. We will use this matrix to define a multi-variate Gaussian
which we integrate over in Algorithm 4. The mean of the multi-

variate Gaussian is calculated with Algorithm 5. Note that there
may be many teams that share an constraint with T , and we are
looping over all of them.

Given a team and a graph, EdgesTouching(T,G) returns the set
of constraints that would be resampled if T were to changes value.
More formally, EdgesTouching(T,G) returns

{e = (a, b) ∈ E | a ∈ T ∨ b ∈ T}
The function AllTeamsTouching(T,G) returns the set of all con-

nected teams (of size k) which cannot change value if team T
changes values. Note that in k-dependent DCEE algorithms, two
teams cannot both change value if they share a constraint. More
formally, AllTeamsTouching(T,G) returns

{T ′ ⊂ V | |T ′| = k ∧ (EdgesTouching(T ′, G)
∩ EdgesTouching(T,G)) 6= ∅}

Algorithm 3 CreateCovarianceMatrix(T,G)
Require: G = {V, E} - The input graph
Require: T ⊂ V - The team to changes value (|T | = k)
1: ET ← EdgesTouching(T,G)
2: A← AllTeamsTouching(T,G)
3: for i = 1 . . . |A| do
4: for j = 1 . . . |A| do
5: C[i][j] = |(EdgesTouching(Ai, G) 4 ET ) ∩

(EdgesTouching(Aj , G)4 ET )|
6: return C

Algorithm 4 GetExpectedNumberOfAgentsChanging(G)
1: E ← 0
2: for Ai in A do
3: P ← 0
4: for T in Ti do
5: Σ← CreateCovarianceMatrix(T,G)
6: θ ← GetMeanVector(T,G)
7: P ← P +

∫
Rα+
f(YT |θ,Σ)dYT

8: E ← E + P
9: return E

Algorithm 5 GetMeanVector(T,G)
1: O← AllTeamsTouching(T, G)
2: for i = 1 . . . |O| do
3: θi ← µ(|EdgesTouching(Oi) \ EdgesTouching(T )| −

|EdgesTouching(T ) \ EdgesTouching(Oi)|)
4: return θ
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ABSTRACT
Each year, cancer is responsible for 13% of all deaths worldwide.
In the United States, that percentage increases to 25%, translating
to an estimated 569,490 deaths in 2010 [1]. Despite significant
advances in the fight against cancer, these statistics make clear the
need for additional research into new treatments. As such, there has
been growing interest in the use of computer simulations as a tool
to aid cancer researchers. We propose an innovative multi-agent
approach in which healthy cells and cancerous cells are modeled
as opposing teams of agents using a decentralized Markov decision
process (DEC-MDP). We then describe changes made to traditional
DEC-MDP algorithms in order to better handle the complexity and
scale of our domain. We conclude by presenting and analyzing
preliminary simulation results. This paper is intended to introduce
the cancer modeling domain to the multi-agent community with
the hope of fostering a discussion about the opportunities and chal-
lenges it presents. Given the complexity of the domain, we do not
claim our approach to be a definitive solution but rather a first step
toward the larger goal of creating realistic simulations of cancer.

Categories and Subject Descriptors
I.2.11 [ARTIFICIAL INTELLIGENCE]: Distributed Artificial
Intelligence

General Terms
Algorithms

Keywords
Agent-based Simulations, Computational Cancer Modeling, Dis-
tributed MDPs

1. INTRODUCTION
The National Institutes of Health estimates the overall damage

of cancer within the U.S. for 2010 at $263 billion, covering direct
medical, indirect morbidity, and indirect mortality costs [2]. It is
hoped that computer models of cancer, and the way in which it
spreads, will allow for greater understanding of the complex cel-
lular biology taking place as well as provide an efficient, low-cost
method for evaluating the efficacy of various treatments. In order

The Sixth Annual Workshop on Multiagent Sequential Decision-
Making in Uncertain Domains (MSDM-2011), held in conjunction
with AAMAS-2011 on May 3, 2011 in Taipei, Taiwan.

to model cancer convincingly, the challenges presented by the com-
plexity as well as the scale of the domain must be addressed.

Among the previous approaches in this domain, which include
evolutionary game-theoretic models [3] and cellular automata mod-
els [7], our work is most similar to the agent-based model found in
[10]. In both cases, individual cells are modeled as agents. How-
ever, there is a fundamental difference in how the actions of agents
are determined. In [10], the actions of agents are implicitly derived
from a complex set of biophysically-inspired rules and differential
equations. However, these rules and equations must be generated
by hand and all computation must be done at execution-time.

In order to assess the potential of multi-agent techniques for the
purposes of cancer modeling, we have framed the problem as a de-
centralized Markov decision process (DEC-MDP) [11]. Our pair-
ing of domain and approach is innovative from the perspective of
both the fields of cancer modeling and multi-agent systems. DEC-
MDPs represent an entirely new approach to cancer modeling in
which cells are viewed as autonomous agents working as a team.
At the same time, cancer modeling is a new domain for DEC-MDPs
which presents several research challenges. Our hypothesis is that
by modeling healthy cells and cancerous cells as opposing teams,
and having policies generated automatically rather than generated
by hand as done in previous work, we may gain a more fundamen-
tal understanding of cell behavior. By adopting a well-established
multi-agent formalism, we have access to algorithms that can pro-
vide teams of agents with policies even for environments that fea-
ture a high degree of uncertainty.

The complexity of our cancer modeling domain presents two
main technical challenges that must be addressed. First, we must
deal with the issue of scalability with respect to both planning and
execution. The richness of our domain necessitates a detailed state
space, while the scale of our domain necessitates the modeling of a
large number of agents. The combination of these two factors cre-
ates a prohibitively high computational cost when employing tra-
ditional DEC-MDPs algorithms. Thus, we need to modify existing
techniques in order to provide the scalability our domain demands.
Second, our cancer modeling domain requires a new formulation
of agent communication. Typical communication in DEC-MDPs
is done point-to-point between agents. However, cells communi-
cate through a complex system of biological and chemical signaling
which relies on concepts such as diffusion and reception. There-
fore, we must develop a new method of message and information
passing that incorporates the unique aspects of cell signaling.

This paper is intended to introduce the readers to a useful do-
main for the techniques developed by the MSDM community as
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well as to suggest ways in which those techniques can be applied.
By presenting our initial approach, we will highlight the issues and
challenges related to this domain that future research must address.
Given the complexity of this real-world challenge of modeling can-
cer cells, we do not claim to have all the answers or even most of
the answers. However, we believe this paper will raise some key
questions which we hope will initiate a discussion within the com-
munity. Indeed, cancer modeling is a significant challenge, which
requires a significant team effort, on a large collaborative interdis-
ciplinary scale. By assembling an interdisciplinary team, we have
made a beginning, and would invite others to join in this challenge.

At present, we are evaluating our model by running a large num-
ber of simulations and performing statistical analysis in search of
patterns and emerging trends. By manipulating various parameters,
we have started to gain an understanding of how they interact and
influence our model. In the near future, we hope to validate our
results against experiments conducted by the Center for Applied
Molecular Medicine at the University of Southern California.

2. DOMAIN
Recently, whole-cell and whole-organism analyses have been

widely applied to study biological processes and disease states.
These techniques have permitted the examination of cellular pro-
cesses and their relationship to physiologic effects in a greater de-
tail than previously possible, enabling better characterizations of
pathologic states, such as cancer. The biological community has ac-
cordingly begun to emphasize the importance of studying the inter-
actions among cells across the wide length scales of biology. In par-
ticular, the multi-scale nature of diseases, like cancer, have recently
become highlighted. For example, it has been clearly demonstrated
that subtle alterations in a single gene (e.g. Ras, EGFR, p53) can
lead to a significant cellular disruption, leading ultimately to a can-
cer that has a physiologic impact on the whole organism. Conse-
quently, organismic states, such as “healthy” and “diseased”, are
now hypothesized to arise from cellular defects that upset a cell-
system’s normal behavior through a combination of endogenous
genetic modifications and exogenous environmental perturbations.

As our understanding of cellular processes has developed, so
has our understanding that cancer, even in a single patient, is not
one disease, but instead hundreds of heterogeneous diseases (some-
times even within the same tumor), unified by the single common
gross phenotype of deregulation of cell growth.

Cell growth in normal human cells is typically a tightly regulated
process wherein a cell’s behavior is modulated through mechanical
and chemical signals. Some of these signals are generated by the
cell itself, others can come from neighboring cells. Cell growth is
regulated when the signals each cell receives are sane and when a
cell’s reaction to those signals is sane. For example, it has been
shown that a normal cell can increase or decrease its growth rate in
response to sensing the presence of a chemical growth factor. If, for
example, each cell secretes a constant amount of a particular chem-
ical, an excess of that chemical may suggest an excess of cells in
the neighborhood, thus signaling a cell to decrease its growth rate,
or possibly even to commit suicide through a process called apop-
tosis. Cells may also alter their growth rate in response to contact
with adjacent cells, or in response to changes in external pressure,
as may arise from over-packing of cells. Despite the importance of
understanding intercellular communication and how cells respond
to receiving disparate messages, these interactions are only now
being fully appreciated in the investigation of tumor biology.

Cancer cells are distinguished from normal cells by un-regulated,
malignant growth. This aberrant growth may arise from unexpected
environmental signals, such as the extended presence of inflam-

mation or immune cells. Alternately, aberrant growth may arise
from an incorrect response to environmental signals. For example,
despite receiving signals suggesting overpopulation, cancer cells
may continue to proliferate. The so-called “hallmarks” of can-
cer can be summarized into five cellular dysfunctions: 1) hyper-
responsiveness to internally-generated growth signals, 2) insensi-
tivity to external growth-inhibitory (antigrowth) signals, 3) evasion
of programmed cell death (apoptosis), 4) limitless replicative po-
tential, and 5) tissue invasion and metastasis [8].

A number of cell types contribute to a tumor including those
that are considered “normal” such as inflammatory, stromal fibrob-
last, and vascular endothelial cells alongside “cancerous” epithelial
cells. Tumorigenicity is controlled by the reciprocal interactions
between these different populations of cells and gaining a better
understanding of the consequences these interactions have on tu-
mor progression and therapeutic response is critical to the field of
tumor biology. For example, fibroblasts are responsible for the syn-
thesis of the extracellular matrix as well as the production of solu-
ble growth factors that can regulate cell proliferation and death and
can have a functional role in promoting tumorigenesis. There is
also in vitro and in vivo evidence showing that fibroblasts found in
the vicinity of tumor cells can alter their production of soluble fac-
tors as well as display changes in phenotype that are characteristic
of uncontrolled growth and disorganized patterns [12].

Many treatment strategies attack one or more of these dysfunc-
tions to abrogate un-regulated growth or induce cell death. How-
ever, cancer cells with different underlying dysfunctions will typ-
ically respond to different therapies. As tumors are tremendously
heterogeneous, containing multiple cell types in a range of envi-
ronments, most therapeutic regimes are only effective in a small
percentage of the population. Even those therapies that initially ap-
pear to be effective often lose effectiveness over time, presumably
through changes in the composition of the tumor.

Extensive studies have attempted to enumerate factors that dis-
tinguish cancer cells from healthy cells. However, qualitative mod-
els describing the relationships between factors such as intercellu-
lar communication, cellular response to signals, therapeutic inter-
vention and tumor demographics are still poorly elucidated. By
developing quantitative models, it may become possible to both
test biological hypotheses about cellular behavior as well as to ul-
timately develop more successful treatment regimes.

We hypothesize that accurate methods for simulating cancer may
lead to dramatic improvements in cancer management. These sim-
ulations could be used to predict and characterize response and
outcome, which in turn could “handicap the odds” of a therapy
succeeding. By helping us ask and answer fundamental questions
about the mechanisms, complexity, and evolution of cancer, com-
putational models may enable a new paradigm in treatment. A
small number of measurements could be taken from a patient, input
as parameters into a model, and used to simulate the response of the
patient to a particular therapy. Our understanding of the disease, its
progression, and its response to therapy could be encapsulated in
computational models which help determine the course of treat-
ment that is most likely to produce a favorable outcome. We will
be able to try out hundreds of therapeutic regimes virtually, before
ever having to inflict likely unsuccessful treatments on a patient. In
addition, we will be able to identify the signals (e.g. changes in a
tumor) that indicate a patient is truly responding to therapy, leading
to a radical improvement in the standard of care.

3. RELATED WORK
The previous work in this domain has consisted of three main ap-

proaches: evolutionary game-theoretic models [3, 6], lattice-based
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models [7], and agent-based models [10]. In a game-theoretic model,
the interaction between two cells is represented as a normal form
game in which both players move simultaneously. A payoff matrix
is constructed in which every pairing of player strategies is assigned
a reward for each player. While classical game theory would ana-
lyze this payoff matrix for strategy equilibria, evolutionary game
theory focuses more on the dynamics of strategy change.

In lattice-based models, cells exist in a lattice structure repre-
senting a discretized environment. At each time step, a cell tran-
sitions to a new state based upon its current state and the states of
the neighboring cells, in accordance with physical and biological
constraints. The most common lattice-based approach for cancer
modeling is cellular automata (CA). In CA models, each location
within the lattice has a uniform size and can be occupied by only a
single cell. This simplified spatial arrangement makes CA models
computationally efficient but imposes artificial limitations on the
alignment and interaction of cells. Additionally, it is difficult for
CA to model a high degree of heterogeneity in terms of the types
of cells and the ways in which they interact.

Agent-based models attempt to address these problems by re-
moving as many artificial constraints as possible. Cells are ca-
pable of moving freely through a continuous environment and ar-
ranging themselves in nonuniform alignments. Their actions are
determined by a set of differential questions representing the bio-
physically inspired forces which act upon cells. By applying a free-
body force diagram, a sophisticated model for cell behavior can be
achieved. An agent-based model provides flexibility to design cells
with an arbitrary amount of complexity which can be adjusted to fit
the needs of a particular simulation. Agent-based techniques have
been widely adopted for the purposes of modeling the behavior and
interaction of cells [14]. For example, agents have been used to
model brain tumors [17], breast cancer [10], and lung cancer [15].

However, the models used in current agent-based simulations are
not like the fully-fledged BDI or MDP systems typically seen in the
multi-agent community. Rather, the agents are modeled as a finite
state machine (FSM), with transitions between states dictated by
random variables and Poisson processes. These FSMs are coded
by hand, where the goal-orientedness of the behaviors is implicit
rather than explicit. Behaviors are not generated by the agents
themselves but by a programmer. Additionally, the sophistication
and flexibility of agent-based models can result in a steep computa-
tional cost which limits the number of cells which can be simulated.

4. APPROACH
We are complementing the previous approaches mentioned in

Section 3 by adopting a new approach that allows agents them-
selves to generate rules of behavior from the rewards associated
with performing different actions in different states. We are ex-
ploring to see if algorithms and techniques developed by the multi-
agent systems community can potentially provide insights which
will advance the state of the art in cancer modeling. One of the
benefits of using DEC-MDPs is the ability to test two biological
hypotheses: (i) that cells are not purely reactive or greedy but rather
have evolved to perform actions beneficial to the organism even at
their own expense; (ii) that cells are able to coordinate their actions
and function collectively as teams.

The actions of a cell can be viewed as a series of sequential de-
cisions. Cells do not exist in a vacuum and thus must consider the
environment and the presence of other cells in their decision mak-
ing. From a multi-agent perspective, sequential decision problems
involving multiple agents are often modeled using DEC-MDPs.
However, from a cancer modeling perspective, our choice of DEC-
MDPs is, perhaps, unintuitive. Cells are not usually considered

to be rational or capable of planning their actions. While cells do
not explicitly plan, we view the planning phase of DEC-MDPs as
reproducing the evolutionary process cells and tumors have under-
gone over millions of years. Evolution has trained cells to respond
to both internal and external stimuli in the way that best ensures
survival of the organism. Given this preference for actions that are
globally “optimal”, it can be argued that healthy cells are acting ra-
tionally. Additionally, cells have evolved to coordinate their actions
with other cells to produce complex team behaviors. Cancerous
cells pose a threat because mutations have caused them to deviate
from this sense of rationality. The interests of cancerous cells are
no longer inherently aligned with the interests of the organism.

An example of healthy cells making collective decisions occurs
when a subpopulation is faced with resource limitation, in terms
of either physical space or access to nutrients. The individual cells
either adapt and/or acquire genetic changes that increase their fit-
ness or they sacrifice their life to provide space and resources to
their neighbors that are better suited to handle the current selective
pressures being applied. Additionally, there is evidence of cooper-
ation among subpopulations of cancerous cells as seen in a hypoxic
environment when cells undergo anaerobic glycolysis, which leads
to acidification as a byproduct. The acidity that is produced causes
cell death among normal cells as well as cancerous cells that are not
resistant to high acid content. Being able to control the microen-
vironment and prevent normal cells from co-habitating is a team
goal. These cells made a choice to increase their rate of glucose
uptake by increasing their glucose membrane transporters in order
to proliferate in this low oxygen environment. This ultimately leads
to toxicity and cell cycle arrest for cells not adapted to the low pH
environment that was generated.

DEC-MDPs provide a unique framework for capturing the im-
plicit coordination and teamwork exhibited by cells. While DEC-
MDPs are an entirely new approach to cancer modeling, it can be
viewed as a hybrid of lattice-based and agent-based approaches.
For the time being, we have simplified our spatial representation by
adopting a geometry similar to that found in lattice-based models.
As one of the main limitations of lattice-based models is its rigid
geometry, we will pursue a more flexible topology in the future
while avoiding the fully continuous spatial representation of current
agent-based models. Thus, DEC-MDPs may be able to provide a
better balance between model fidelity and computational complex-
ity than previous approaches. However, a significant amount of re-
search must be done to improve DEC-MDP techniques before that
point can be reached.

Traditionally, DEC-MDPs have featured a planning-centric frame-
work, meaning all computation is performed during the planning
phase to generate an optimal joint policy. During execution, agents
enact their policies without the need of any additional reasoning.
However, finding the optimal joint policy for general DEC-MDPs
has been shown to be NEXP-complete [5]. Approaches have been
developed for finding the optimal joint policy but are restricted to
DEC-MDPs with loosely coupled agents [4, 16]. Reasoning about
coordination during planning-time would require evaluating every
interaction between every cell for every possible global state. Given
that our domain features a large number of agents and a high level
of coupling between them, planning a joint policy is infeasible us-
ing a planning-centric framework.

By using an execution-centric framework [9], we are able to re-
duce planning-time computation by shifting some of the burden to
execution-time reasoning. To simplify planning, the DEC-MDP is
reduced to a single-agent MDP with a modified reward function
for the planning phase . This approach is similar to the TREMOR
approach [13], in which the reward and transition functions are
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shaped and then the DEC-POMDP problem is reduced to a single-
agent POMDP. However, TREMOR does not have additional co-
ordination at execution time which will eventually be a part of our
work as discussed in Section 5. The result is a policy that has been
generated for an individual agent but is team-oriented.

To avoid the worst-case computational complexities of DEC-
MDPs, no explicit coordination reasoning occurs during the plan-
ning phase. Instead all coordination reasoning is done explicitly at
execution time as in [9]. This simplification of the planning step
increases the scalability of our system as agents reason about what
and when to communicate in real time. In order to achieve this
execution-time reasoning, the sequential decision making of each
agent is modeled as a MDP defined by the tuple 〈S,A,T,R〉.

Another reason for adopting the execution-centric approach is
that, unlike other DEC-MDP work, our goal is to simulate the exe-
cution of policies and understand the results of this execution. Just
obtaining an expected value of a policy is insufficient; we wish to
gain a fundamental understanding of the behavior and interactions
of cells. We are seeking to exploit the execution-centric framework
to its full potential. It is possible that, in the future, we will need to
scale back and allow for some planning-centered coordination.

5. MODEL
In this section, we provide an in-depth description of our model

as well as the reasoning behind some of our design decisions. We
feel it is important to provide this detailed information so that it can
serve as the starting point for future discussion and research.

Our model consists of an environment and two teams of agents.
The environment is a 3-D lattice structure which represents a dis-
cretized section of tissue. Each location within the lattice has a
nutrient level which remains static over time. This level combines
the availability of various nutrients that cells need to be prosperous
(oxygen, glucose, etc.) into a single integer value. Represented as
an agent, each cell has an age, a team affiliation, and a location
within the environment. The age of a cell indicates the number of
time steps a cell has existed in the simulation. The team affiliation
of a cell indicates whether a cell is a member of the team of healthy
cells or the team of cancerous cells and what policy to execute.

In reality, a cell cannot directly sense the exact number of cells
in the immediate vicinity. However, by communicating through
chemical signaling a cell can get a noisy approximation of the num-
ber of neighboring cells. For the sake of simplicity, we have not yet
implemented communication but rather two models for simulating
communication. In the first model, cells are able to engage in per-
fect communication and thus the exact number of cohabitating cells
is known perfectly. In the second model, communication is noisy
which creates the possibility of a cell incorrectly perceiving the
number of cohabitating cells. In Section 7.2, we examine the effect
of noisy communication on the overall behavior of the system.

Using our single-agent MDP, we could generate a policy for a
particular environment (a specific mapping of lattice locations to
nutrient level). However, this policy would only be useful if our
agents encountered that exact environment. Thus, we want to gen-
erate a policy that is general enough to be applicable to any envi-
ronment. We can achieve this generalization but in the process we
lose any guarantees on the optimality of our policies.

5.1 State Space
The initial representation of our state space, S, was defined by the

tuple, 〈X,Y, Z,A,N,C〉. X , Y , and Z are the spacial coordinates
that comprise the physical location of the cell within the environ-
ment. A is the age of the cell represented as an integer value. N is
the nutrient level of the location occupied by the cell within the en-

Figure 1: State Space Representation

vironment. C is the number of other cells who are cohabitating in
the same location in the environment. In the following sections, we
will refer to the cell age, nutrient level, and number of cohabitating
cells for state s as sa, sn, sc.

To apply our MDP algorithms, we need a finite state space. Thus,
we define the maximum value for each variable which establishes a
range of possible values. In doing so, we create a state space of size
(Xmax+1)×(Ymax+1)×(Zmax+1)×(Amax+1)×(Nmax+
1)× (Cmax+1). This representation suffers from two main draw-
backs. First, the size of the state space scales so quickly that com-
puting policies for any large environment would be impractical.
Second, the policy generated for such a state space would contain
a significant amount of redundant information. Our cells would be
required to learn the same lessons over and over again for each lo-
cation in the environment. We desired a more generalized model
which reduces the scale and redundancy of our state space. Thus,
we chose a more compact state representation, S = 〈A,N,C〉,
which reduces the size of the state space to (Amax+1)×(Nmax+
1) × (Cmax + 1). This allows us to capture the most salient fea-
tures of the environment while creating a state space whose size is
independent of the physical dimensions of our environment.

Additionally, there are two terminal states φ1 and φ2 which rep-
resent, respectively, a cell dying in a controlled, beneficial manner
and a cell dying in a uncontrolled, harmful manner. Transitioning
into either φ1 or φ2 results in the cell being removed from the sim-
ulation during the following time step. An explanation as to how a
cell transitions into a terminal state can be found in Section 5.3.

Figure 1 shows a visual representation of the state space in which
Am, Nm, and Cm are equivalent to the values Amax, Nmax, and
Cmax described above. For each age level, there are (Nmax+1)×
(Cmax+1) states. Each of these states can transition to any state in
the next age level as well as the terminal states. This holds until the
age of the cell reaches Amax at which point it can only transition
to the terminal states. For the sake of clarity, we have removed all
transition edges to the terminal states except for those emanating
for the Amax age level. It should be noted that the age of a cell
increases with each time step, so all transition edges are directed.

5.2 Action Space
At each time step, each agent selects an action to perform from

the action space A = {Q,M,P,A}. Q represents a cell becom-
ing quiescent and remaining in its current location in the environ-
ment. M represents a cell becoming motile and migrating to a
neighboring location in the environment. P represents a cell pro-
liferating, a process by which a cell divides into two daughter cells.
A represents a cell undergoing apoptosis, a process of programmed
cell death in which a cell chooses to commit suicide in a controlled
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manner in order to promote the overall health of the organism. With
one exception, a cell can perform any action from any non-terminal
state. This exception is when a cell reaches the age of Amax and
must perform either P or A.

5.3 Transition Function
Creating a sophisticated transition function is one way in which

the complexity and uncertainty of our domain can be encoded into
our model. The transition function, T, is defined as:

• T(φ2|s, a) = ε

• T(s′|s,Q) = 1− ε, {s′|s′a = sa + 1, s′n = sn, s
′
c = sc}

• T(s′|s,M) = 1−ε
(Nmax+1)×(Cmax+1)

, {s′|s′a = sa + 1}

• T(φ1|s,P) = 1− ε

• T(φ1|s,A) = 1− ε

T(s′|s, a), defines the probability of an agent transitioning to
state s′ after performing action a in state s. While performing any
action, it is possible for a cell to become necrotic (transitioning to
state φ2) with probability ε, resulting in an uncontrolled, premature
death due to factors external to the cell. Quiescence (Q) causes a
cell to transition, with probability 1− ε, to a state similar to its pre-
vious state except with an increased age. Both proliferation (P) and
apoptosis (A) result in a cell transitioning to terminal state φ1 with
probability 1 − ε. A generalized environment causes one signifi-
cant complication in the transition function. It is no longer possible
to definitively know which states can be transitioned into from a
given state when a cell is migrating (M). We have no choice but
to assume that s can transition, with uniform probability, into any
state s′ in which s′a = sa + 1.

5.4 Reward Function
By decomposing a team reward function into carefully constructed

individual reward functions, we can recreate the propensity cells
have for working together as a team. The reward function, R, is
defined as:

• R(φ2|s, a) = −20

• R(s′|s,Q) = 0

• R(s′|s,M) = α1(s
′
n − n0) + α2(c0 − s′c)

• R(φ1|s,P) = α3(sn − n0) + α4(c0 − (sc + 1))

• R(φ1|s,A) = α5(sa − a0) + α6(n0 − sn) + α7(sc − c0)

R(s′|s, a) defines the reward an agent receives by transitioning
from state s to state s′ by performing action a. a0, n0, and c0
are the nominal values for cell age, nutrient level, and number of
cohabitating cells. These values must be specified and represent the
normal or expected values of these variables. These nominal values
can then be compared to the actual values to determine, in part,
the reward received for the tuple 〈s, a, s′〉. The reward function
has been generalized with a parameterized vector α = {α1...α7}.
This general form allows for the same reward function structure to
be used by both healthy cells and cancerous cells as well as the fine
tuning of cell behavior.

We constructed the reward function to reflect basic biologicial
principles in a such way that, for healthy cells, all α parameters
should be positive. The method of comparison between the nom-
inal and actual values is thus of great importance. For (actual −

nominal), it is beneficial to be above the nominal value, whereas
with (nominal − actual), it is harmful to be above the nominal
value. This is useful for establishing the preferences of our cells.

Quiescence (Q) is the default action for cells which is why it
yields a reward of zero. A cell will only perform another action if
it results in a higher reward than Q. A cell is rewarded for migrat-
ing (M) to or proliferating (P) in a state with a high nutrient level
and a low number of cohabitating cells. Conversely, a cell is re-
warded for inducing apoptosis (A) when it has a high age and is in
a state with a low nutrient level and a high number of cohabitating
cells. Despite being removed from the simulation in the process,
performing P and A can yield a positive reward because they are
vital biological processes which benefit the organism. In contrast,
a cell receives a constant reward of -20 for becoming necrotic be-
cause it can result in the formation of microcalcifications which are
detrimental to surrounding cells.

Manipulating the α vector allows us to generate a different pol-
icy for the team of cancerous cells. For example, cancerous cells
have been shown to ignore the signals that cause healthy cells to
regulate their proliferation. This phenomena can be modeled by
decreasing the value of α4, resulting in a smaller negative reward
for proliferating in a location with a large number of cohabitating
cells. Cancer cells are also less likely to respond to the signals
that cause healthy cells to induce apoptosis. This behavior can be
achieved by decreasing the values for α5, α6, and α7.

5.5 Planning
Once our single-agent MDPs have been defined, we can use

value iteration to automatically generate two policies, one for healthy
cells and one for cancerous cells. Value iteration takes as input a
discount factor, γ, where 0 < γ < 1, which controls the time hori-
zon over which the agent plans. When γ is small, the agent places
greater value on immediate rewards rather than future rewards. As a
result, the agent does little to no planning, instead always choosing
the action which results in the highest reward. Whereas when γ is
large, the agent values future rewards over immediate rewards. This
provides incentive for the agent to maximize the expected reward
over an entire sequence of actions rather than for each individual
action. For example, consider a cell in a state with a low nutri-
ent level and a high number of cohabitating cells. A greedy agent
would perform action A and receive a positive reward. However, a
planning agent would be able to determine if it was advantageous
to instead performQ for multiple time steps, risking necrosis in the
process, until it’s age reaches Amax at which point A would yield
an even higher reward. In order to simulate the learning and adap-
tation resulting from evolution in our cells, we set γ = .99. The
policies generated by value iteration are optimal only for the gener-
alized model of the state space. Thus, when this policy is executed
in a specific environment it is no longer guaranteed to be optimal.

6. SIMULATION AND VISUALIZATION
The interactive aspect of our system consists of our simulation

and visualization environment. Given a policy for healthy and can-
cerous cells, our simulation environment can model the interactions
of cells over time. That model is then delivered to our visualization
environment where it is displayed to the user. This visualization
environment features a graphical user interface which displays a 3-
D wireframe lattice representing a section of tissue. The tissue is
populated by both healthy and cancerous cells, whose type and age
can be determined by color. Healthy cells appear red, cancerous
cells appear blue, and as a cell ages, its color begins to darken. In
order to allow for better viewing of our simulations, we added the
ability to rotate the lattice as well as zoom in and out. Figure 2
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(a) Steady Population (b) Exponential Proliferation (c) Exponential Die-Off

Figure 3: Homogeneous Cell Population Phenomena

shows a series of screenshots from our visualization environment.
Users are able to control the initial configuration of the system

including the number of healthy cells and cancerous cells. Addi-
tionally, users will have the ability to select the policies executed
by the cells from a list of policies that have been precomputed with
different reward function parameter settings. Given that our model
is discrete with respect to time, users step through a simulation by
providing keyboard input. At each time step, the system will transi-
tion from one state to another and information about the actions of
individual agents will be displayed. By trying out different config-
urations, users can see how changing the parameters of our model
can affect the behavior of the overall system.

7. EVALUATION
We conducted preliminary testing to evaluate the capabilities of

our model. We constructed a state space in which Amax = 9,
Nmax = 9, and Cmax = 9, resulting in 1,002 states when φ1

and φ2 are included. In our reward function, we set a0 = 4.5,
n0 = 4.5, and c0 = 4.5. Our environment consists of a 5 × 5 ×
5 cube with randomly distributed nutrient levels. An initial popu-
lation of both healthy and cancerous cells was specified and these
cells were assigned random ages and locations within the environ-
ment. All the results shown in this section have been averaged over
30 independent simulations which ran for 100 time steps.

7.1 Homogeneous Agents
An initial round of simulations was conducted with homoge-

neous populations of cells. For these simulations, we were inter-
ested in observing how the size of the cell population varied over
time. Additionally, we tested to see if the size of the starting pop-
ulation had any effect on the system. The baseline cell population
was defined by α = [1, 1, 1, 1, 1, 1, 1], i.e. all components of the
reward function are weighted equally. Figure 3(a) shows the results
from our baseline simulations with starting populations of 100, 500,
and 1,000 cells. Here the y-axis represents the total number of cells
and the x-axis represents the number of simulation time steps that
have elapsed. We can see that for each starting population, the total
population converges to a steady population of approximately 600
cells. This suggests that the structure of our reward function natu-
rally lends itself to a balance between the desire to proliferate and
the desire to avoid overcrowding.

However, by parametrizing our reward function with theα vector
we are able to adjust this balance as well as deviate from it com-
pletely. For example, in Figure 3(b), we observe an unstable popu-
lation of cells defined by α = [1, 1, 2, 1, 1, 1, 1]. For each starting
population, the total population increases exponentially with each

time step. After only 12 times steps, the simulations were stopped
as the population had exceeded 100,000 cells. Setting α3 = 2
increases the importance of nutrient level in determining when to
proliferate so much that cells are willing to ignore the overcrowd-
ing taking place. By increasing α3, these cells will begin to prefer
proliferation at lower nutrient levels than the baseline population.
Thus, the number of states where proliferation represents the opti-
mal action increases. Another example of an unstable population
is shown in Figure 3(c). At each time step, the cell population de-
fined by α = [1, 1, 1, 1, 3, 3, 1] decreases until eventually the entire
population has died out. When compared to the baseline popula-
tion, increasing α5 encourages cells to induce apoptosis at younger
ages, whereas α6 prompts cells to become apoptotic at higher nu-
trient levels. The combination of these two factors results in the
exponential die-off that we observed.

Some α vectors generate a steady population, while others lead
to unstable populations that experience exponential proliferation or
die-off. Fine tuning of the α vectors can influence the size of a
steady population or the rate of proliferation and die-off. We have
shown that the α vector is capable of capturing a variety of cell be-
haviors and has significant impact on the population dynamics of
cells. The next step is to calibrate our α vector and reward function
to match the real world phenomena observed in lab experiments
to be conducted by the Center for Applied Molecular Medicine at
the University of Southern California. These experiments will fo-
cus on analyzing the growth, death, and migratory capabilities of
population admixtures under varying nutrient and cell confluency
conditions.

7.2 Noise
The results in Section 7.1 assume cells have perfect knowledge

about the environment. This was meant to simulate the ability
of cells to engage in perfect communication. In reality, commu-
nication between cells occurs through a series of chemical sig-
nals which are inherently noisy. Thus, we wanted to approximate
this noise and investigate its effect on our simulations. We im-
plemented noise in the following manner; with probability 1 − p,
a cell perceives the exact number of cohabitating cells and with
probability p perceives a random number uniformly distributed be-
tween 0 and Cmax. The effect of varying the amount of noise
on a starting population of 1,000 cells is shown in Figure 4. We
can see that when there is no noise, the cell population defined
by α = [1, 1, 1, 1, 2.5, 2.5, 1] converges to a steady population of
approximately 250 cells. As the level of noise is increased, we ob-
serve that the steady population decreases. It is also worthwhile to
note that this α vector has similar properties to the vector presented
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(a) Default View

(b) Rotated View

(c) Zoomed View

Figure 2: Visualization Environment

Figure 4: Effect of Noise on Homogeneous Cell Populations

in Section 7.1 which resulted in exponential die-off, but results in
fundamentally different behavior.

In this case, the steady population is small, and thus the average
number of cells in each location is low. Therefore, when a cell re-
ceives a noisy approximation of the number of cohabitating cells,
there is a high probability it will be an overestimation. Falsely
thinking it is in an overcrowded location, the cell induces apopto-
sis resulting in a lower steady population. These results show the
impact noise can have on the behavior of cells and makes clear the
need to implement realistic cell communication in the future.

7.3 Heterogeneous Agents
While simulating homogeneous cell populations is an impor-

tant first step, in order to convincingly model cancer we need to
able to model heterogeneous cell populations. We have started
by modeling two groups of cells and observing how they inter-
act. Group A consists of cells defined by α = [1, 1, 1, 1, 1, 1, 1],
which were shown in Section 7.1 to converge to a steady popula-
tion of approximately 600 cells. Group B consists of cells defined
by α = [1, 1, 1, 1, 2.5, 2.5, 1], which were shown in Section 7.2 to
converge to a steady population of approximately 250 cells.

Figure 5 shows the results of simulations in which each group
had a starting population of 500 cells. With an initial total popula-
tion of 1,000, both groups are above their steady populations and
feel the need to induce apoptosis. This continues until the total
population approaches 600, as cells in A are now content to be qui-
escent. B is still above its steady population and so its cell continue
to be apoptotic. However, any decrease resulting from the apopto-
sis of B cells is soon matched by the proliferation of A cells trying
to push the population back to 600. Still feeling overcrowded, B
continues to apoptose until all B cells have died out.

In our current model, the most "stable" cell type is the one that
proliferates the most. Forcing a cell type to remain above its steady
population will always cause it to die out, as apoptosis is the only
recourse to improve the situation. Thus, one cell type will domi-
nate the other unless they converge to the same stable population.
While this may be effective for modeling certain types of cancer,
we would like to be able to model a wider variety of interactions.
To do so, we will need to increase the sophistication of our envi-
ronment. Currently, there is no punishment mechanism for greedy
cell types that proliferate regardless of the number of cohabitating
cells. There are two potential solutions that we will look at go-
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Figure 5: Heterogeneous Cell Populations

ing forward. First, implementing dynamic nutrient levels which
are depleted or replenished based on the number cells in a location.
Second, making the probability of experiencing of necrosis, ε, a
function of the current state rather than being constant. Not only
will these changes improve the fidelity of our environment but they
will also increase the sophistication of our MDP model, forcing our
agents to reason about a more complex and dynamic state space.

8. DISCUSSION AND CONCLUSION
Cancer places a significant social and economic burden on so-

ciety. Annually claiming hundreds of thousands of lives, cancer
poses one of the greatest health risks not only in the U.S., but
around the world as well. Computer models have been suggested
as a method for gaining a more fundamental understanding of can-
cer. It is hoped that these models could eventually help expedite
new treatments that will improve the survival rate for cancer pa-
tients. Numerous models have been presented using game theo-
retic, latticed-based, agent-based approaches. We have set out to
assess the potential of applying multi-agent techniques to model
cancer. In doing so, we have proposed an innovative model using
DEC-MDPs, in which healthy cells and cancerous cells are mod-
eled as opposing teams of agents. As this is our initial effort in
the domain, we have attempted to abstract away much of the in-
herent complexity while retaining the salient aspects. In the future,
we will increase the sophistication and complexity of our model
so that we will be able to more accurately simulate the processes
and interactions that occur in nature. The goal is to develop an
integrated framework that relies on both the model simulations as
well as validation from the experimental data to make an accurate
assessments of cancer progression. While there is still significant
work to be done, we feel we have take a successful first step toward
our larger goal. Our current focus is on DEC-MDPs, but future
developments may lead us to explore other multi-agent approaches
such as partial observable stochastic games (POSG). In this paper,
we set out to introduce the cancer modeling domain to MSDM and
the multi-agent techniques as a whole. We invite others to join us
in applying DEC-MDPs and other multi-agent approaches to can-
cer modeling. Continued effort in this area has the potential to save
lives and lead to innovations in both the multi-agent and biomedical
communities.
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ABSTRACT
In this paper, we introduce the Dynamic Local Interaction
Model (DyLIM) which is a fexible interaction-based model
for the partially observable planning settings. This model re-
laxes the PSC assumption (Permanently Strongly Coupled)
of the existing approaches and considers that an agent inter-
acts only sometimes, with some agents, without using any
specific structure. This leads us to represent a multiagent
Decision Making problem as a set of interactive individual
decision making problems and thus reduces its complexity.

The DyLIM considers the partial observability and no
communication (in the opposite to IDMGs) and do not as-
sume any specific structure over interactions (in the oppo-
site to ND-POMDPs). We show that this model is able
to overcome the high complexity of Partial Observability in
multiagent decision making problems and to scale up better
than the classical approaches. We introduce two different
algorithms to solve a problem described with a DyLIM and
evaluate them on existing dedicated benchmarks to show
the benefits of our approach and its ability to derive near-
optimal policies with low complexity.

Categories and Subject Descriptors
I.2.11 [Artificial Intelligence]: Distributed Artificial Intel-
ligence—Coherence and coordination, Multiagent systems;
I.2.8 [Artificial Intelligence]: Problem Solving, Control
Methods, and Search—Plan execution, formation, and gen-
eration

General Terms
Algorithms, Theory, Experimentation

Keywords
Agent Reasoning :: Planning (single and multiagent),
Agreement Technologies :: Collective decision making,
Agent Cooperation :: Teamwork, coalition formation, co-
ordination,
Agent Cooperation :: Distributed problem solving

∗This work is supported by the DGA (Direction Générale
de l’Armement, france).

The Sixth Annual Workshop on Multiagent Sequential
Decision-Making in Uncertain Domains (MSDM-2011), held
in conjunction with AAMAS-2011 on May 3, 2011 in Taipei, Taiwan.

1. INTRODUCTION
Decision making under uncertainty is an important aspect

of Artificial Intelligence. Its extension to multiagent settings
is even more important to deal with real-world applications
such as multirobot systems, sensor networks and more re-
cently a human-robot teammate. A DEC-POMDP [1] is a
graceful model for those applications but is very hard to
solve, because of the tremendous number of different situa-
tions each agent can face. Furthermore, this model is based
on the strong assumption that each agent is interacting with
all the other agents, at anytime. Because of it, the complex-
ity for solving a DEC-POMDP is NEXP-Complete.

Recently, other models were introduced, relaxing this as-
sumption. They are based on the idea that an agent only
interacts sometimes, with some other agents. However, they
all suffer from limitations in terms of applicability. Some ap-
proaches use a static interactions model, meaning that the
agent is always interacting with the same subset of agents.
Other approaches use a dynamic interactions model, but
they need communications and full local observability.

In the rest of this paper, we present first a background
of this work and the related works. Second, we introduce
the Dynamic Local Interaction Model. This model uses a
dynamic interactions model and is able to describe a par-
tially observable multiagent problem without making any
assumption. Particularly, we don’t use any communication.

Finally, we introduce two algorithms able to derive near-
optimal policies for problems described with a DyLIM. We
give the algorithms and we present the impact of the solving
techniques, with some experimental results on the existing
dedicated benchmarks. Comparing the quality of the poli-
cies we compute for those benchmarks with the underlying
MMDP, we show the efficiency of our approach and how we
can scale to large problems with good computation times.

2. BACKGROUND
The basis of this study concerns the scalability of DEC-

POMDPs by using a different point of view on how to solve
them and overcome the curse of dimensionality. For this pur-
pose, we introduce DEC-POMDPs as the classic model for
partially observable multiagent decision making. Then, we
introduce POMDPs [3] as a model for monoagent problems
and MMDPs [2] as a model for fully observable problems:
those two frameworks will be used in our model.

2.1 Decentralized - POMDPs
DEC-POMDP [1] is a useful model to formalize multia-

gent decision-making in partially observable environments.
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A DEC-POMDP is described with a tuple 〈I, S,A, T,R,Ω, O〉
and we have:

• I the number of agents, S = {s1, . . . , sk} a set of k
joint states (∀i, sij is the state of agent j), and A =

{a1, . . . , al} a set of l joint actions,

• T : S × A × S → [0; 1] a joint transition function

(T (s, a, s′) gives the probability for the I agents ap-
plying a joint action a in a joint state s to move to a
joint state s′),

• R : S ×A× S → R a joint reward function (R gives
the positive or negative reward obtained for a transi-
tion s→a s

′),

• Ω = (o1, . . . , oj) a set of observations an agent can
receive about its environment and

• O : S ×A× S ×Ω→ [0; 1] an observation function

giving the probability to receive o ∈ Ω after s→a s
′.

Solving a DEC-POMDP means computing a joint policy
π which gives, at any moment, the joint action a ∈ A the
agents will have to apply. We call history the sequence
(a0, o0, a1, o1, . . . ) of actions and observations done by the
agent from the beginning of the execution. If we write H
the set of all possible histories, a policy will be a function
π : H → A. Moreover, if we have a criterion usable to
evaluate a given policy, we can compute an optimal policy
π∗. Solving a DEC-POMDP is done by computing the opti-
mal joint policy: the time complexity is NEXP-complete [1],
which is incredibly hard. Until now, existing algorithms only
work on problems with limited agents, reducing their appli-
cability for real world problems. The aim of our framework
is to build a new model, able to solve larger problems, by
breaking the complexity of a DEC-POMDP.

2.2 POMDP and Q-MDP
POMDPs are used to describe partially observable monoa-

gent planning problems under uncertainty: we can see a
POMDP as a specific DEC-POMDP, where I = 1. Then,
a POMDP is a tuple 〈S,A, T,R,Ω, O〉 similar to a DEC-
POMDP, in the monoagent settings.

POMDPs have an interesting property: a history can be
replaced by a belief-state b: its a probability distribution
over S with b(s) the probability to be in a state s. Belief-
states are very hard to compute for DEC-POMDPs with
I > 1 (the other agents’ histories would be needed).

Solving a POMDP is a hard problem, so Q-MDPs [6] were
introduced in order to simplify this task. The basis of Q-
MDPs is to solve the underlying MDP and to compute a
Q-value function QMDP : S × A → R. Then we can write
∀b, a : Q(b, a) =

∑
s∈S b(s).Q

MDP (s, a). It is then possible
to extract from Q a policy π for the POMDP. However,
such an approach is approximative, because we overestimate
the value of each state (with the wrong hypothesis that we
are able to act optimally with a full observability) and we
underestimate the value of actions bringing knowledge.

2.3 Fully observable problems : MMDPs
A fully observable problem is such that an agent alone

can know its state at any moment, so we don’t need to use
observations. MMDPs [2] are able to describe a multiagent
fully observable problem with a tuple 〈I, S,A, T,R〉 (those
elements are similar to a DEC-POMDP).

Solving an MMDP means computing a joint policy π :
S → A. In order to compute this policy, we use the clas-
sical Bellman operator : for each state, we compute an op-
timal value function V ∗(s). Using it, we compute π∗(s) =
argmaxa∈A

∑
s′∈S T (s, a, s′).[R(s, a, s′) + γV ∗(s′)] with 0 ≤

γ < 1. It is usually possible to write π = {π1, . . . , πI} with
πi the policy of the agent i (from individual states to indi-
vidual actions). The time needed to compute such a joint
policy grows polynomially with |S| the number of states, but
|S| grows exponentially with the number of agents.

3. RELATED WORKS
Recently, a lot of work has been developed to overcome the

curse of dimensionality and scale partially observable multi-
agent problems to more than 2 agents. Some approaches are
based on task assignation, a subclass of multiagent decision
making (for example, using a DPCL [10], the agent does not
observe anything about the other agents states, but share a
set of tasks with these agents). In the general case, the most
promising works are probably interaction-based models.

3.1 Static interactions models
The ND-POMDP model [7, 4] was introduced to describe

problems where an agent interacts only with a few other
agents. Using this model, one can solve large problems but
is limited by strong assumptions. First, ND-POMDPs ad-
dress problems with a static interaction structure, meaning
that an agent is always interacting with the same set of
neighbors. Second, this model only deals with dependencies
over rewards, not over transitions nor observations.

More recently, some works on Factored-DEC-POMDPs
[8] produced good results, being able to solve problems with
more than two agents while keeping dependencies between
agents. However, those works are based on the same kind
of problems than ND-POMDPs, with a static interaction
structure.

3.2 Dynamic interactions models
The IDMG model [9] was introduced to describe problems

with local interactions, like ND-POMDPs, but with a dy-
namic interactions model. Using IDMGs, one can describe
large problems with dependencies between agents, and is no
more limited to static interactions : each agent interacts
with an evolving set of agents. Moreover, using this model,
Spaan et al. were able to compute near-optimal policies on
a set of dedicated benchmarks.

However, this model introduces new strong assumptions.
First, each agent has to know its own state (it is a full local
observability). Second, an agent can use unlimited and free
communication with the agents it is interacting with. So, the
sub-problem of a given interaction becomes fully observable.
Then, the problems addressed by this solver are not similar
to DEC-POMDPs but are a good threshold between DEC-
POMDPs and MMDPs. Our approach is similar to IDMG,
extended to partial observation and no communications.

4. OVERVIEW OF THE MODEL
Our goal, with the DyLIM, is to describe multiagent de-

cision making problems with no assumption. Using this
model, we deal with dependencies over transitions, rewards
and observations. Moreover, we deal with partial observ-
ability, over the state of the agent and over the other agents.
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Models / parameters Observability Communications Dependencies Structure Scalability

DEC-POMDP partial no full no no
ND-POMDP partial no on rewards static yes
MMDP full no full no yes
IDMG full on self, no

on others
free in

neighborhood
on rewards and

transitions
dynamic yes

Factored DEC-POMDP partial no full static yes
DyLIM partial no full dynamic yes

Table 1: analysis of models related to DyLIM, assumptions and parameters.

finally, we use a dynamic interactions model, but we don’t
need any communication between agents. Table 1 establish
a comparison between a DyLIM and related models, accord-
ing to those parameters.

In this section, we introduce the “local interaction” con-
cept and how it can be used while solving a problem. Then,
we give a few examples, based on existing benchmarks.

4.1 Local interactions
The DyLIM is built on a simple idea: it is not always

necessary to consider all the agents as fully dependent of
each other. For example, a problem involves a group of
robots, evolving in a given environment. They have to move
to a given point, while observing their neighborhood so they
don’t collide. However, they don’t need to remember the
position of far agents. So, in a given state, one agent is only
interacting with a subset of the I agents involved.

In order to reach this objective, we had to admit two hy-
pothesis without loss of genericity. We considered homoge-
neous agents (each of them having the same set of states and
actions) and used distributive joint states: every state of the
problem can be written with a tuple s = (s1, . . . , sI) such
that sj is the state of agent j. Because of those hypothesis,
we only have to describe the problem of one agent (not a
joint problem) and how it interacts with the other agents.

4.2 Dynamic interactions model
Using such a model, an agent will receive an observation

at each time step, about its state. It will also receive an
observation about the other agents. In the example of mo-
bile robots, we can imagine that an agent observes the walls
around it, and the relative positions of its neighbors (front,
left, right or behind, and close or near). Using those obser-
vations, the agent can take a decision: it chooses the best
action according to its objectives, but considers the neigh-
bors as a component of its decision making problem. The
process is partially observable and use no communications.

4.3 Applications
Such a model deals with multiple kind of applications,

involving space or not. We will focus on examples derived
from those described in [9]. We consider a problem where I
agents evolve into a map (fig.1). In this problem, two agents
start at a random position and have to reach a given target
(the two ’X’ in fig.1). The agents must not be in the same
place at the same moment. An agent receives observations
about walls surrounding it and about the relative position
of the other agent, but observation accuracy decreases with
the distance. We will use this problem (ISR) as an example
in the following.

5. FORMAL FRAMEWORK
In this part, we introduce our model and how it can be

used to formalize a multiagent decision making problem.

5.1 Main idea
We split a multiagent problem into two parts. The first

one describes the individual problem, used for a single agent
“ignoring” the other agents (with fully independent transi-
tion, reward and observation functions). In ISR, it describes
how the agent evolves in the map, gets observations about
the walls and receives a reward when it reaches its targets.

The second part of the problem describes its coordination
aspect: how the agent influences the agents with which it is
in interaction (we call those agents interacting agents).
In ISR, the coordination problem describes how the agent
gets observations about its neighbors, how they evolve and
how a negative reward is received when colliding.

This second part is described by relations between the
agent and its interacting agents, by observations the agent
can receive about those relations and by joint functions (re-
wards and transitions) describing how those relations will
evolve. Finally, we only have to solve those two problems,
and to extract a solution for the global problem. Figure 2
describes this principle.

Figure 1: ISR problem.

problem

individual
part

coordination
part

solutionsolution

global
solution

Figure 2: General idea

So, using our model, a problem is described with a couple
Pb = (< individual >,< coordination >). Once this cou-
ple is solved, we can give for each state s a value function
V (s) = (V ind(s), V coo(s)).

5.2 Individual part
This part is a classical POMDP. We write the planning

problem of a single agent with a tuple 〈S,A, T,R,Ω, O〉
which will be solved with any POMDP solver. This part
is exact for states where the agent has no interactions, but
could induce mistakes on transitions, rewards or observa-
tions for states with interaction. Then, we use the “coordi-
nation” part.
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5.3 Coordination part
We show in this section how to describe the coordination

problem of an agent i with all its interacting agents. This
problem is described with a tuple 〈SR,ΩR,OR,C〉.

5.3.1 SR : relations
SR is a set of relations, describing each possible state

in which an agent agk can be interacting with agent agi.

Definition 1 (Relation). A relation Rl describes a
property l between a state of agi and one of its interacting
agents agj: Rl = {(si, sj)|propertyl(si, sj) = True}.

We write SR = {R1, . . . ,R|SR|} the set of all possible
relations and we have : ∀Rl,Rk ∈ SR,Rl ∩Rk = ∅. In the
ISR example, one relation will be Front, meaning an agent
j is in front of agent i. When an agent agi, in a state si,
perceives an interacting agent agj , it can build the couple
(si, sj) and find the associated relation R. Then, we say this
relation is the relative state rsj of agent agj .

Definition 2 (relative state). A relative state rsj
is such that rsj = (Rl|propertyl(si, sj) = True).

According to this definition, a joint relative state rs is
such that rs = (rs1, . . . , rsk) with rsj the relative state
associated to agent j. In the ISR problem, we imagine that
an agent i (in state si = (x2, y3)) detects an agent j in
front of him (sj = (x2, y4)). We write rsj = front the
relative state of agj , because we have front(si, sj) = True.
If agi detects another agent k on its left, we write rs =
(front, left).

5.3.2 ΩR et OR : observing relative states
We described in sec. 5.2 how the individual component is

represented with a POMDP, so we have an observation set Ω
and an observation function O used for the individual states
si ∈ S. Likewise, we have an observation set ΩR and an
observation function OR used for the joint relative states.
OR gives a probability to receive an observation o ∈ ΩR,
once agents acted and moved to a new joint state: it is used
to estimate the relative state of each interacting agent. In
ISR, observations in ΩR describe if a neighbor is observed,
in which direction (front, right, left, behind) and how far.

We have ΩR = {o1, . . . , o|ΩR|} a set of observations an
agent can receive about its interacting agents and OR :
ΩR×⋃m

i=0 SR
(i) → [0, 1] the joint observation function.

Here,
⋃m

i=0 SR
(i) is the set of each possible joint relative

state involving 0 to m interacting agents. This function re-
turns a probability, according to an observation and to the
joint relative state state to which the agent moved.

5.3.3 C : Relation clusters
In real world problems, it is often possible to extract sev-

eral sub-problems. If we consider a mobile robots example
and we add a door in the environment, then we have two
sub-problems: navigate in open spaces, and cross doors. It
is then possible to work on those two problems indepen-
dently, so we can break the combinatorial complexity.

Now, let bring this idea to our framework. In a given sit-
uation, interacting agents are represented by a joint relative
state. So, for a given sub-problem, we have a set of joint
relative states. We call this set a relation cluster (RC).

In ISR with I > 2 agents, we will have an RC containing
each joint relative state associated to one neighbor, another
RC for the states with two neighbors, etc.

In 〈SR,ΩR,OR,C〉, those RC are represented by the set

C = {RC1, ..., RC|C|}. Those clusters are not computed: it
is an input of the problem like states, actions, etc. We can
see C as a representation of “how an agent interacts with
other agents”. This is an important aspect of this approach,
so the next section is dedicated to its formal description.

5.4 The “Relation cluster” concept
We can see a relation cluster as a situation, involving an

agent agi interacting with other agents, in a specific sub-
problem associated to a set of joint relative states. First, we
give a formal definition. Second, we explain how to choose
those clusters, while designing the problem description.

5.4.1 Definition
An agent i builds a cluster RCn = (Sn, Tn, Rn) where (i)

Sn = {rs1, ..., rs|S
n|} is a set of joint relative states such

that ∀rsj ∈ Sn, rsj = (rsj1, ..., rs
j

|rsj |), with rsjk the rela-

tion describing how the agent k interacts with the agent i
(∀k, rsjk ∈ SR), (ii) Tn : Sn × A × Sn → [0, 1] is a joint
transition function associated to the cluster n, with A the
same set of actions as in the individual problem and (iii)
Rn : Sn ×A× Sn → R is a joint reward function.
Tn and Rn are used to describe dependencies. Each joint

relative state can involve dependencies over transitions, re-
wards or both. In DEC-POMDPs, T and R are given for
all joint states s ∈ S while in our approach, they are only
given for expressing dependencies. In ISR, we could imag-
ine that an agent would not be able to cross a corridor if
another agent is already crossing it. So, if agi is in a cor-
ridor and considers that the joint relative state is (Front),
we have a dependence over transitions. But, if ag1 considers
that the joint relative state is (Behind), we do not have any
dependencies, because ag1 will be able to cross the corridor
without colliding with the other agent. Still in this example,
there are dependencies over rewards for each joint relative
state, because an agent will receive a negative reward if it
collides with another agent.

In order to compute a transition probability and a reward
for a given (rs, a, rs′), we will use Tn if the associated tran-
sition implies dependencies (and Rn if the reward implies
dependencies). Otherwise, we will use the individual func-
tions T and R, coming from the individual POMDP, to build
the joint transitions and rewards. Those joint functions only
depend on the action of agi. More details are given in sec.6
about how to build those functions.

5.4.2 How to build clusters
We described C as a set of k relation clusters RCn =

(Sn, Tn, Rn). Those S1, . . . , Sk are partitions of the set of all
possible joint relative states. With m the maximum number
of interacting agents involved at the same time, we have
∀rs ∈ ⋃m

i=0 SR
(i), ∃RCj |rs ∈ Sj and ∀i,∀j, Si ∩ Sj = ∅.

So, we have to split the set of joint relative states into n
clusters. First of all, we build an “empty” cluster, associated
to situations where agent i has no interaction with any other
agent. Such a cluster will be RC = (∅, ∅, ∅), which means
we have no joint relative state, no joint transition and no
joint reward. In such a cluster, the agent can follow an indi-
vidual and independent policy with no need of coordination.
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The next step consists in identifying sub-problems in order
to classify remaining joint relative states. Good clusters will
be such that there are many transitions between the joint
relative states of a given cluster, but only a few transitions
between two different clusters (weakly coupled clusters and
strongly coupled relative states in the same cluster). In ISR,
we could build a cluster associated to the corridor crossing
sub-problem, and solve it as an independent problem with-
out introducing too much approximation.

5.4.3 Updating belief for the joint relative states
We can easily compute a relational belief state br over

the set of joint relative states, like we do in a POMDP. For
the belief-state bind(rs) =

∑
{s|∀rsj∈rs,(s,−)∈rsj} b

ind(s) and

knowing a the action taken by the agent, o the observation
received about the neighbors and bind the belief state about
the individual problem, the equation to update a relational
belief state brt−1 to brt is the following: brt (rs′) =

OR(rs′, o)×
∑

rs

bind(rs)× brt−1(rs)× Tn(rs, a, rs′)

∑

rs′′
OR(rs′′, o)×

∑

rs

bind(rs)× brt−1(rs)× Tn(rs, a, rs′′)

5.5 An accurate model
We use (〈S,A, T,R,Ω, O〉, 〈SR,ΩR,OR,C〉) to build a

problem. We deal with any problem that a DEC-POMDP
could describe: each joint transition and reward are ex-
pressed by the relation clusters and the agent can receive
observations on its state (with O) and on the relative states
(with OR) so we have an observation over the joint state.
However, we don’t add unnecessary dependencies, like a
DEC-POMDP would do, because we can use independent
transitions and rewards when the agent doesn’t interact with
any other agent. We don’t arbitrary simplify dependencies
eithe: the set or interacting agents change according to the
current joint state.

Then, we have a model as expressive as a DEC-POMDP,
but with the exact amount of information. Such a model
is more accurate than a DEC-POMDP or an ND-POMDP.
This approach works well in problems with weak or medium
interactions. In problems with strong interactions, every
agent will depend on every other agent in every state, and
we will go back to a DEC-POMDP. Such situations are not
frequent in real world applications.

6. ALGORITHM
We developed two algorithms able to solve a problem de-

scribed with a DyLIM. First, we describe how to bound
the combinatorial complexity. Second, we give some details
about how we build the interaction problem. Third, we in-
troduce our algorithms able to solve the global problem.

6.1 Approximate joint relative states
In a given problem, the number of possible joint relative

states grows exponentially with the number of agents in-
volved: with R the number of possible relations and I the
number of agents, we have (in the worst case) RI different
joint relative states. In order to bound this combinatorial
explosion, we apply the same behavior as a human evolving
in a crowd. In such a situation, the human only considers a
subset of the people surrounding him. For example, he tries

to not collide with people in front of him, but he does not
consider the people walking further.

We apply this idea in our algorithms with two assump-
tions. First, we consider that one relation can involve several
agents. For example, if the agent has three agents in front of
it, and two on its left, we consider that the induced joint rela-
tive state is (front, left) and not (front, front, front, . . . ).
Second, we have a preference order between relations and we
consider a maximum of N relations at the same time. For
example, with N = 2 and the order front > left > behind,
the joint relative state (front, behind, left) would be re-
duced to (front, left). Because of those ideas, we are able
to bound the combinatorial explosion at N . Moreover, if N
is large enough, we can compute good policies (for example,
in a navigation problem such as ISR, N = 4 is enough to
consider any immediate danger).

6.2 Building the interaction problem
The individual part of the problem is fully described with

the tuple 〈S,A, T,R,Ω, O〉, while the tuple 〈SR,ΩR,OR,C〉
used to describe the interaction part needs a preliminary
preprocessing before being used. We already have the set
of joint relative states (S1, . . . , Sn from each relation clus-
ter RCn ∈ C) and the observation function (ΩR and OR).
Moreover, we consider the Si do not contain any joint rel-
ative state involving more than N agents. So, in order to
complete the problem, we build the joint transition and re-
ward functions, using C. We build for each relation cluster
a “nearly independent” MMDP.

6.2.1 Computing transitions and rewards
We build an MMDP for each relation cluster RCn =

(Sn, Tn, Rn) with SMMDP = Sn and AMMDP = A. For a
given MMDP, we compute T (rs, a, rs′) for each tuple (rs ∈
SMMDP , a ∈ AMMDP , rs′ ∈ SMMDP ) using algorithm 1,
the idea for computing R(rs, a, rs′) being the same.

Algorithm 1: Computing a transition.

Data: rs, a, rs′ and RCi the current relation cluster
Result: the transition probability T (rs, a, rs′)
if T i(rs, a, rs′) is defined then return T i(rs, a, rs′)
foreach max(0, |rs| − |rs′|) ≤ out ≤ min(|rs|, I − |rs′|) do

foreach subset G from rs with out agents do
foreach part rs” of rs′ such that |rs”| = |rs| − out
do

// probability for the agents of G to
leave the interaction:

pout ←
∑

RCj 6=RCi

PG(RCj |RCi, a);

// probability for the |rs| − out agents not
in G to move to rs”:

pstay ← Pag 6∈G(rs”|rs, a);
// probability for |rs′| − |rs”| agents from

the outside to move to rs′ − rs”:
pin ← Pout((rs′ − rs”)|out, a);
// the global probability:

P (G,s”)(rs, a, rs′)← pout × pstay × pin;

PG(rs, a, rs′)←
∑

rs”

P (G,rs”)(rs, a, rs′);

P (rs, a, rs′)←
∑

G

PG(rs, a, rs′);

return P (rs, a, rs′);
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In this algorithm, we only consider in rs and rs′ the set of
interacting agents. Because of that, we suppose that several
agents could leave the interaction after moving from rs to
rs′, and some others could come from the outside and join
the interaction. The pout, pstay and pin used in this algo-
rithm are only an intuition of how they are computed. We
can compute them, with ag0 the agent, (rs, a, rs′) the cur-
rent transition, rs” a part of rs′ and G a set of interacting
agents. Those probabilities depend on s0 and s′0, but we are
only working with joint relative states (rs1, rs2, . . . ), and a
given joint relative state could be associated to a lot of dif-
ferent joint states. In the ISR example, a joint relative state
rs = (front, left) could be associated to the joint state s1 =
([x3, y0], [x3, y1], [x2, y0]), or s2 = ([x2, y5], [x2, y6], [x1, y5])
etc. We call those joint states instances. Finally, in order
to compute pout, pin and pstay, we apply Algorithm 2.

Algorithm 2: Computing pout, pin and pstay.

Data: (rs, a, rs′), rs”, G
Result: pout, pin and pstay

// I(rs) set of representative instances of rs:

foreach si ∈ I(rs) do
// I(rs′) instances of rs′ with T (si0, a, s

′i
0 ) > 0:

basis←∑
s′i∈I(rs′) T (si0, a, s

′i
0 );

out(si)←

∑

s′i∈I(rs′)

T (si0, a, s
′i
0 )× out(si, a, s′i, G)

basis
;

// s”i part of s′i involving the agents of rs”

stay(si)←

∑

s′i∈I(rs′)

T (si0, a, s
′i
0 )× stay(si, a, s”i, G)

basis
;

in(si)←

∑

s′i∈I(rs′)

T (si0, a, s
′i
0 )× in(si, a, s′i, s”i)

basis
;

pout ←∑
si out(si)/|I(rs)|;

pstay ←∑
si stay(si)/|I(rs)|;

pin ←∑
si in(si)/|I(rs)|;

return (pout, pin and pstay);

In the first line of this algorithm, we don’t take all the
instances of rs but only a representative set. Indeed, a given
joint relative state can be associated to a lot of instances,
but it is not always interesting to use all of them. In the
ISR example, a joint relative state (front, left) would be
associated to n instances, n being the number of possible
positions for a given agent, but we only need to consider
one of those instances in order to compute transitions and
rewards associated to this state. Considering each instance
while computing transitions and rewards would imply a lot
of useless computation steps, so we only consider k instances
of each state. We compute in this algorithm (with sG the
part of s relative to G):

• N(s) the set of all possible states sj such that: (1) sj ∈
N(s) implies no interaction with s0 or (2) |s| = N and
sj implies an interaction with s0 of lower importance
than those in s (section 6.1).

• out(si, a, s′i, G) the probability for the agents in G to

move to a state where they don’t interact with s′i0 :
∏

agk∈G

∑

s′∈N(s′i)

avg
a∈A

TPOMDP (sik, a, s
′)

• stay(si, a, s”i, G) the probability of the |si|−out agents
not in G to move to s”i. This probability can be an
input of the problem or computed from the POMDP:




TMMDP (si6G, a, s”
i) if this T is given

∏

s′∈s”i

avg
agk /∈G

avg
a∈A

TPOMDP (sik, a, s
′) otherwise

Here, we do not compute an exact probability (which
would be impossible without knowing the action taken
by the other agents), but a “reachability” for all the
joint relative states.

• in(si, a, s′i, s”i) is the probability, for k = |s′i| − |s”i|
agents not interacting with si0, to move to the joint
relative state (s′i − s”i). We compute:

– p1(s) the probability for an unknown agent to be
in a state s ∈ N(si). Assuming an uniform prob-
ability distribution over unknown states, we can
use p1(s) = (I − (|s′i|+ out))/|N(si)|,

– p2(s, s′j) the probability for an agent j in a state

s ∈ N(si) to move to a state s′j .

So, using p1 and p2, we compute in(si, a, s′i) =

k∏

j=1

∑

s∈N(si)

p1(s) ∗ p2(s, (s′i − s”i)j)

∑

s∈N(si)

p1(s)

Finally, we computed transition and reward functions for
each MMDP. Then, we have to compute transitions and as-
sociated rewards between two different MMDPs.

6.2.2 Transitions between relation clusters
It is possible to move from a relation cluster to another

one, so we have to compute transitions between two differ-
ent MMDPs (and the associated rewards). So, for a given
MMDP i and for each MMDP j 6= i, we apply algorithm 3.

In line 4 of this algorithm, we add an abstract state j. Be-
ing in this state means “the agent is no longer in the relation
cluster i, but in the relation cluster j”. Then we compute
the associated transitions, between j and each other states,
describing how the agent can move toward another MMDP.
During the solving process, we will change the value of this
abstract state, so it reflects the interest for the agent to move
toward the associated relation cluster.

6.3 The solving method
In this section, we present two methods to solve both the

individual and the interaction parts.

6.3.1 POMDP+Q-MMDP
A first method consists in solving independently the in-

dividual problem and the interaction one. We use an ex-
isting POMDP solver, implementing the SARSOP [5] algo-
rithm, to solve the individual problem. Once this problem is
solved, the agent has a Q-value function Qind(bind, a) giving
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Figure 3: ISR. Figure 4: MIT. Figure 5: PENTAGON.

Algorithm 3: Transitions between two MMDPs.

Data: MMDP i = 〈Si, Ai, T i, Ri〉, MMDP j

Result: updated MMDP i

// j an abstract state, representing MMDP j:

Si ← Si ∪ {j};
Ai ← Ai ∪APOMDP ;

foreach rs ∈ Si and a ∈ Ai(rs) do
// we use algorithm 1 to compute T (rs, a, rs′):

p←
∑

rs′∈Sj

T (rs, a, rs′);

T i(rs, a, j)← p;
// we use algorithm 1 to compute R(rs, a, rs′):

r ←
∑

rs′∈Sj T (rs, a, rs′)×R(rs, a, rs′)
∑

rs′∈Sj T (rs, a, rs′)
;

Ri(rs, a, j)← r;

foreach rs ∈ Si and a ∈ APOMDP do
R(j, a, rs)← 0;
if rs 6= j then T (j, a, rs)← 0;
else T (j, a, rs)← 1;

return MMDP i;

an expected value for an action a in each possible individual
belief-state bind about its states.

Then, we solve the interaction problem as a Q-MMDP,
in the same way as a Q-MDP. We use an MMDP solving
algorithm, inspired from the Value Iteration. This solving
process is described in Algorithm 4, with E the set of ab-
stract states representing a transition between MMDPs.

Then we finally have, for each MMDP, a Q-Value function
QMMDP (s, a) giving a value for each couple (state,action).
Moreover, those functions consider the possibility to move
from an MMDP to another, so the agent can seek the best
relation cluster according to its current state. However, this
function works in fully observable settings, so we have to
build a new function (using this one), working in partially
observable settings. With MMDP (s) the MMDP i such
that s ∈ Si, we have:

Qcoo(br, a) =
∑

s∈br
br(s).QMMDP (s)(s, a)

However ,such an approach implies the same problems
as those associated to Q-MDPs (see sec. 2.2), such as sub-
optimality. During the problem execution, we keep a belief-
state over individual states, and another one over joint rel-
ative states. Using those beliefs, we can compute at each
timestep an individual value V ind and an interaction value
V coo for each action. Then, we choose the action offering the
best tradeoff between those two values. This method gives
good results on the benchmarks, but it could be improved:
the impact of the interaction over the individual decisions is
only computed at horizon 1.

Algorithm 4: Solving nearly independent MMDPs.

Data: M a set of MMDPs, ε a bound
E ← {abstract states};
foreach MMDP i ∈M and s ∈ Si do

if s ∈ E then V [i](s)← 0 else V [i](s)← Ri(s);

repeat
// step 1 (doing Value Iteration with VI):

foreach MMDP i ∈M do
V ′[i]← V I(MMDP i);
foreach s ∈ E do V ′[i](s)← 0;

// step 2 (propagating values):

foreach MMDP i ∈M do
foreach MMDP j ∈M such that j 6= i do

// E[i] representing MMDP i:
V ′[j](E[i])← maxs∈Si (V ′[i](s));

// step 3 (computing values change):
∆← 0;

foreach MMDP i ∈M do
δ ← 0;

foreach s ∈ Si do
d← |V [i](s)− V ′[i](s)|;
if d > δ then δ ← d;

if δ > ∆ then ∆← δ;

V ← V ′;
until ∆ < ε;
return V ;

6.3.2 Extended-POMDP
We developed a second approach, in which we compute an

Extended-POMDP 〈Sext, Aext, T ext, Rext,Ωext, Oext〉, with

Sext = S × (
⋃|C|

i=0 S
i), Ωext = Ω×ΩR and Aext = A. Using

those sets, we compute the transition, reward and observa-
tion functions such as T ext((s, rs), a, (s′, rs′)) = T (s, a, s′)×
TMMDP (rs, a, rs′) (Oext and Rext are defined in the same
way). Then, we solve this POMDP using SARSOP. This ap-
proach gives to the interactions a long-term impact over the
individual decisions. We had nearly-optimal results using
this method, as we present in the next section.

7. EXPERIMENTS
We evaluated our model on a set of dedicated benchmarks

coming from [9]. Those benchmarks are instances of the
problem described in sec. 4.3. In each of them (fig. 3 to
5), a state is a couple (x, y), plus a direction (N,S,E,W).
We receive a reward of +10 when an agent reaches a target,
after what this agent can’t move anymore. If two agents
collide, we receive a negative reward of -100 (if the agents
stay collided, we do not receive the negative reward one more
time, but we will receive it again if they collide again after
separation). Each agent can move forward, turn left or turn
right, and moving is free, but each time an agent moves
forward, it can slip on its side, with a probability of 0.05
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for each side. Finally, an agent does not know its position
but receives observations about the surrounding walls, and
about its neighborhood: for each direction (front, corner-
front-right, right, corner-right-behind, ...), the agent detects
if there are neighbors or not (we don’t know how many) and
how far is the closest. Our results are presented in table 2.

Instance Individual
POMDPs

DyLIM
(POMDP
+MMDP)

DyLIM
(Extended-
POMDPs)

MMDP

ISR -14.8 8.49 11.28 12.84
MIT -14.5 9.18 11.57 12.96
PENTAGON -14.94 8.39 10.72 13.11

Table 2: Average Discounted Rewards.

For each instance, we ran 1000 simulations and we solved
each of them with individuals POMDPs (when the agents
act independently), with our two algorithms and with the
underlying MMDP (giving to each agent a full observability,
so we have an “optimal” bound). Moreover, each simulation
was run over 30 timesteps and we cumulated the rewards
using the equation R =

∑30
t=0 0.95t×R(st) with st the joint

state during the timestep t.
Using our first algorithm (POMDP+MMDP), we have

good results (much better than the individual POMDPs),
but not enough satisfying: the agents manage to avoid col-
lision, but once an agent is on a target, the other agents
stays near without moving to the next target. Using the
Extended-POMDP, the agents have a long-term view of their
interactions, so they are able to reach each target. Then, we
have nearly-optimal results (in comparison to the MMDP).

In each of those instances, the policy was computed in
less than 2 minutes (including the time needed to read the
input, compute the interaction problem, build the extended-
POMDP and solve it using SARSOP). We have also devel-
oped experiments with more than two agents and the results
are very encouraging. Computation times for those experi-
ments are presented in table 3.

N
I (number of agents)

2 3 4 5 6 7 100

1 3” 3” 3” 3” 3” 3” 3”
2 3” 27” 27” 27” 27” 27” 27”
3 3” 27” 7’ 7’ 7’ 7’ 7’
4 3” 27” 7’ 3H 3H 3H 3H
5 3” 27” 7’ 3H - - -

Table 3: Computation times.

This table gives the computation times according to the
number of agents I and the bound N over the number of
interacting agents considered at the same time. Intractable
instances have a “-” value. We can see that N efficiently
bounds the computation time. Moreover, we are able to
compute policies with N = 4, which is a large enough bound
for those instances.

8. CONCLUSION
In this paper, we presented the Dynamic Local Interac-

tions Model, a new model able to accurately describe mul-

tiagent partially observable planning problems. This model
is able to describe problems where an agent is not always
interacting with all the agents. On this point, our approach
is more realistic than the DEC-POMDP approach, which
assume a permanently fully interdependent problem. Our
model is also more realistic than classical interaction-based
approaches, such as ND-POMDPs, because we don’t need
restrictive hypothesis about the structure of the interactions.
Moreover, this model deals with partial observability and no
communications.

We described how this model works, and how we could use
it to describe a multiagent decision making problem. Espe-
cially, we saw how this model is able to scale up to large
problems. We introduced our algorithm used to solve this
model: we described how it can be used to compute a good
approximation of the optimal policy for a set of dedicated
benchmarks. We also described how we can bound the com-
binatorial complexity in order to solve problems with a lot
of agents. Our future works concern the development of this
algorithm, particularly how it can be used to compute good
policies in problems with a lot of agents. We also plan to
test this algorithm on more complex benchmarks extracted
from real-world problems.
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ABSTRACT

Planning under uncertainty faces a scalability problem when
considering multi-robot teams, as the information space
scales exponentially with the number of robots. To address
this issue, this paper proposes to decentralize multi-agent
Partially Observable Markov Decision Process (POMDPs)
while maintaining cooperation between robots by using
POMDP policy auctions. Auctions provide a flexible way
of coordinating individual policies modeled by POMDPs
and have low communication requirements. Additionally,
communication models in the multi-agent POMDP litera-
ture severely mismatch with real inter-robot communication.
We address this issue by applying a decentralized data fu-
sion method in order to efficiently maintain a joint belief
state among the robots. The paper focuses on a cooper-
ative tracking application, in which several robots have to
jointly track a moving target of interest. The proposed ideas
are illustrated in real multi-robot experiments, showcasing
the flexible and robust coordination that our techniques can
provide.

Categories and Subject Descriptors

I.2.11 [Distributed Artificial Intelligence]: Multiagent
systems

General Terms

Algorithms, Experimentation

Keywords

POMDP Auctions, Decentralized Data Fusion, Cooperative
Tracking

1. INTRODUCTION
In many robotic applications, such as surveillance or res-

cue robotics, the use of multi-robot systems is of great in-
terest [13, 10]. In those applications, a single robot is not
usually able to acquire all the required information and the

The Sixth Annual Workshop on Multiagent Sequential
Decision-Making in Uncertain Domains (MSDM-2011), held
in conjunction withAAMAS-2011 on May 3, 2011 in Taipei, Taiwan.

cooperation among multiple robots is essential. However,
real scenarios present uncertain and potentially hazardous
environments in which robots can experience communica-
tion constraints regarding connectivity, bandwidth and de-
lays. Mapping the overall task into robust plans for each
robot is a challenging problem.

In this paper, we propose a scheme for exploiting the
power of decision-theoretic planning methods, while miti-
gating their complexity by lowering the dependence between
individual plans. Robotic teams commonly are capable of
communicating, which we exploit for maintaining a decen-
tralized state estimate. A key point in our approach how-
ever, is that we relax the strict assumptions on the quality
of the communication channel commonly found in the lit-
erature on multi-agent planning under uncertainty [19, 15,
20].

The Partially Observable Markov Decision Process model
(POMDP) provides a sound mathematical framework for
decision-making in uncertain and partially observable envi-
ronments [12], which are commonly faced by robotic teams.
Although there are POMDP solvers able to successfully han-
dle large state spaces currently, POMDPs ultimately face
a scalability problem when considering planning for multi-
agent teams [21]. Popular models like Dec-POMDPs [1] or
ND-POMDPs [16] remain limited to toy problems, and other
models require flawless instantaneous communication [19,
15, 20].

In contrast, we consider fully decentralized solutions, that
is, solutions that only involve local information and local
communications, and which do not depend on the total num-
ber of agents. In particular, this paper proposes an interme-
diate approach that solves independent POMDPs for each
agent but still allows online cooperation during the execu-
tion phase, by distributing the individual policies using auc-
tions. Auction algorithms have been widely used for optimal
multi-robot task allocation [7, 14, 24], and have also been
explored in conjunction with POMDPs [22].

We propose to decompose a multi-agent POMDP by fac-
torizing its goal into several behaviors that can be repre-
sented by single-agent POMDPs. We generalize a central-
ized POMDP auction [22] to auction never-ending tasks (be-
haviors) that can be assigned to different robots at every step
without completion (unlike classic task allocation). In this
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novel decentralized auction, instead of tasks, policies that
describe a behavior towards a common goal are distributed;
agents can switch between these behaviors dynamically at
each decision step, and the auction is used to determine
continuously which behavior is best for each agent to co-
operatively attain the goal. Since independent single-agent
POMDPs are solved for every single agent, the interdepen-
dence of the model is low and the approach can scale well
with the number of agents.
The second key component is to efficiently maintain a joint

belief state among the robots, which can serve as coordi-
nation signal. Previous work has considered Decentralized
Data Fusion (DDF) for this purpose [8, 4], but the novelty
in this work is to use a DDF approach in conjunction with
POMDP policies. Unlike most work on POMDPs, the belief
update here is separated from the decision-making process
during the execution phase, which allows the agents to es-
timate the state with the DDF algorithm. This decoupling
between both processes increases the robustness and relia-
bility of real-time robotic teams.
We illustrate our method in a multi-robot tracking appli-

cation, in which several robots have to cooperate in order
to track a moving target as accurately as possible. Besides
cooperative tracking, our techniques are suited for a range of
problems such as surveillance [10] or forest fire detection [13]
which call for a cooperative effort of robots coordinating
their individual behaviors. We demonstrate our distributed
POMDP approach in a multi-robot testbed, in a fully de-
centralized setup where each robot runs its own POMDP
policy.
The paper is organized as follows: Section 2 summarizes

POMDP models and describes the decentralized data fusion
algorithms. Section 3 discusses current approaches in the
literature for multi-agent planning under uncertainty; Sec-
tion 4 describes the overall system and the algorithms for
auctioning POMDPs in a decentralized manner; Section 5
presents an application for cooperative tracking with multi-
robot systems; Section 6 provides experimental results; and
Section 7 gives the conclusions and future work.

2. BACKGROUND
We give a short description of the POMDP model for

single-agent and multi-agent planning uncertainty, followed
by a method for maintaining a joint belief by multiple agents.

2.1 POMDP model
A POMDP is defined as a tuple 〈S,A,Z, T,O,R, h, γ〉 [12].

The state space is the finite set of possible states s ∈ S; the
action space, the finite set of possible actions a ∈ A; and the
observation space consists of the finite set of possible obser-
vations z ∈ Z. At every step, an action is taken, an observa-
tion is made and a reward is given. Thus, after performing
an action a, the state transition is modeled by the condi-
tional probability function T (s′, a, s) = p(s′|a, s), and the
posterior observation by the conditional probability function
O(z, a, s′) = p(z|a, s′). The reward obtained at each step is
R(s, a), and the objective is to maximize the total expected
reward earned during h time steps. To ensure that this sum
is finite when h → ∞, rewards are weighted by a discount
factor γ ∈ [0, 1).
Given that it is not directly observable, the actual state

cannot be known by the system. Instead, a probability den-
sity function b(s) over the state space is maintained. This is

called the belief state and, due to the Markov assumption,
it can be updated with a Bayesian filter for every action-
observation pair:

b′(s′) = ηO(z, a, s′)
∑

s∈S

T (s′, a, s)b(s) (1)

where η acts as a normalizing constant such that b′ remains
a probability distribution.

The objective of a POMDP is to find a policy that maps
beliefs into actions in the form π(b) → a, so that the total
expected reward is maximized. This expected reward gath-
ered by following π starting from belief b is called the value
function:

V π(b) = E

[
h∑

t=0

γtr(bt, π(bt))|b0 = b

]
(2)

where r(bt, π(bt)) =
∑

s∈S R(s, π(bt))bt(s). Therefore, the
optimal policy π∗ is the one that maximizes that value func-
tion: π∗(b) = argmax

π
V π(b).

When a set of N agents that share the same reward func-
tion is considered, it is straightforward to extend the previ-
ous framework. In that case, each agent i can execute an
action ai from a finite set Ai and receives an observation zi

from a finite set Zi. The transition function T (s′, aJ , s) is
now defined over the set of joint actions aJ ∈ A1×· · ·×AN ,
and the observation functionO(zJ , aJ , s′) relates the state to
the joint action and the joint observation zJ ∈ Z1×· · ·×ZN .
The common reward signal is now defined over the joint
set of states and actions R : S × A1 × · · · × AN → R.
The goal in this case is to compute an optimal joint policy
π∗ = {π1, · · · , πN} that maximizes the expected discounted
reward.

2.2 Decentralized Data Fusion
In the multi-agent case, maintaining a belief over the state

space according to (1) is not trivial. Given a team with N
agents, a centralized node with access to all the information
would update the belief as follows:

b′cen(s
′) = ηp(zJ |aJ , s′)

∑

s∈S

p(s′|aJ , s)bcen(s) (3)

where aJ = 〈a1, · · · , aN 〉 denotes the joint action and zJ =
〈z1, · · · , zN 〉 the joint measurement. However, if the belief
estimation is decentralized and each agent i uses only its
local information (action ai and observation zi), some com-
munication must be allowed among the agents so that they
can recover this centralized belief locally [19].

The conditional independence assumption of the measure-
ments (given the state at s′) is typical in Bayesian data fu-
sion. This is reasonable when the measurements obtained
by each agent do not depend on the state of the other
agents. Therefore, assuming this particular independence
(p(zJ |aJ , s′) =

∏
i p(z

i|ai, s′)) and assuming that agent ac-
tions are known when predicting, it is possible to combine
locally received beliefs from other agents with the one from
agent i, b′i(s

′), to recover the centralized belief:

b′cen(s
′) ∝ b′i(s

′)
∏

j 6=i

b′j(s
′)

b′ij(s
′)

(4)

Equation 4 fuses the belief in agent i with the one received
from j by multiplying them. The common information pre-

25



Independent 

POMDPs
Dec-POMDP

Multi-agent 

POMDP

Dec-POMDP

with 

Comms
Auctioned 

POMDPs

Low High

None

Perfect

Interdependence

C
o
m
m
u
n
ic
a
ti
o
n

Figure 1: Classification of multi-agent POMDP approaches
according to interdependence and level of communication
between the agents. “Auctioned POMDPs” refers to the
proposed approach.

viously exchanged by the agents b′ij(s
′) must be removed

not to count it twice. This common information can be
maintained by a separate filter called channel filter. Further
details about the channel filter and the equation above can
be seen in [2].
In previous work we have shown that if the state is dy-

namic, it is possible to obtain locally the same belief as in a
centralized node with access to all the information available,
by including delayed states in the belief [4]. This represents
a common belief signal for all the agents. If only the current
state is considered, some information is lost with respect to
an ideal centralized fusion unless the agents communicate
every time they gather new information [2].

3. MULTI-AGENT PLANNING

UNDER UNCERTAINTY
In the literature a wide variety of decision-theoretic mod-

els exist to deal with multi-agent systems [21], such as Multi-
agent POMDPs [19] and Decentralized POMDPs [1], which
we compare in terms of agent interdependence and commu-
nication assumptions. The level of interdependence between
agents is determined by 1) the amount of information that
an agent needs to know about the other agent and 2) how
coupled the final policies are. We call a system highly in-
terdependent if a change in one of the agents’ model re-
quires re-computing the policies for the others. Many mod-
els from the literature are highly interdependent, for in-
stance Multi-agent POMDPs (MPOMDP), Dec-POMDPs,
and ND-POMDPs [16].
Fig. 1 presents a possible classification of existing mod-

els with respect to their interdependence and the grade of
communication that is assumed for the agents. The simplest
approach is to map the global task as well as possible into
a set of individual tasks, and model these as independent
POMDPs (Fig. 1, bottom left). Thus, each agent can solve
its own POMDP and execute its own policy without any

communication. In this case, the interdependence between
agents is very low, but since each agent ignores the oth-
ers, the level of cooperation or even coordination is low too.
Many interesting multi-agent planning problems cannot be
tackled adequately with such a loosely coupled approach.

On the other hand, MPOMDPs and Dec-POMDPs solve a
single decision-theoretic model for the whole team reasoning
about all the actions and observations of each agent (Fig. 1,
right column). The MPOMDP model assumes perfect com-
munication and each agent has access to joint actions and
observations at every moment, whereas the Dec-POMDP
model assumes no communication at all. Such models al-
low a tight cooperation, but they present a high interdepen-
dence, since any small change in one of the agents entails a
recalculation of the policy for the whole team. Furthermore,
if due to imperfect communication agents do not have access
to other agents’ observations, the behavior of the MPOMDP
model is not defined. The Dec-POMDP model, on the other
hand, does not exploit communication at all, which in many
scenarios could be beneficial to improve team performance.

In between MPOMDPs and Dec-POMDPs there are sev-
eral models in which some communication is assumed [15,
20, 23]. These models try to exploit the fact that agents
actually share information, but just partially and at certain
instants. Furthermore, most of them assume that commu-
nication arrives instantly.

In our work, we aim to exploit the power of decision-
theoretic multi-agent methods, but keeping in mind the pos-
sibilities and constraints posed by multi-robot systems. Of
particular relevance in our context is the fact that communi-
cation between robots is often possible, but the quality of the
communication channel can vary. This precludes centralized
solutions as well as methods requiring communication guar-
antees.

4. DECENTRALIZED AUCTION

WITH POMDPS
As mention in the introduction of this paper, we focus on

decentralized models. In particular, we follow the definition
of a decentralized system given in [17]:
1) There is no central agent required for the operation.
2) There is no common communication facility; that is, infor-
mation cannot be broadcasted to the whole team, and only
local point-to-point communications between neighbors are
considered.
3) The agents do not have a global knowledge about the
team topology: they only know about their local neighbors.

These characteristics make the system scalable as it does
not require a central node and enough bandwidth to trans-
mit all the information to that node. Moreover, the system
is more robust and flexible with respect to loss or inclusion
of new agents (there is no need to know the global topol-
ogy), and with respect to communication issues (a failure
does not compromise the whole system).

The proposed approach builds on two mechanisms for
achieving decentralization: the decentralized data fusion fil-
ter we described in Section 2.2 for sharing information be-
tween agents and a POMDP auction for decentralized be-
havior coordination (Section 4.1). In Fig. 1, in terms of agent
interdependence, our approach can be seen as in between
“independent POMDPs” and MPOMDP/Dec-POMDP. In
terms of communication requirements, our approach does
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not require the high-quality guarantees of the methods that
enhance the Dec-POMDP model with communications.

4.1 Distributed POMDP with Auction
There is a wide range of missions that can be accomplished

by a team of multiple robots. In all these missions there is a
certain objective (e.g., detecting a target or alarm) and a set
of behaviors or roles that the robots can follow to achieve
that objective (e.g., patrol, approach, etc). In the case of a
multi-agent POMDP, this overall objective is encoded into
a reward function. We assume that the problem can be
decomposed into different simultaneous behaviors, each of
which is modeled as a POMDP with its own reward func-
tion. Then, the joint behavior produced by the distributed
POMDPs should be similar to the one desired for the whole
team initially. Such a decomposition is possible in many
robotic applications [13, 10], like surveillance, tracking, for-
est fire detection or robotic soccer, in which cooperation
between robots playing different roles is required.
The global multi-agent objective can be distributed into a

set of simpler reward functions {R1, . . . , RM}. In our case,
each reward function Rk represents a certain single-agent
behavior that can be modeled by a POMDP policy with a
value function V π

k (b) associated. Then, assuming that each
of the robots can execute these policies, the combination
of all of them should lead to a cooperative behavior that
follows the global objective. The problem of determining
which policy should be assigned to each robot at each step
can be modeled as a task allocation problem [22].
In general, a task allocation algorithm attempts to assign

a set of M tasks to a team of N agents minimizing a global
cost. In this case, each robot always has to be assigned a
sole task, which is the POMDP policy to follow. In order
to foster cooperation, different policies must be assigned to
different robots as long as possible. Given that xik = 1 when
policy k is assigned to robot i and 0 otherwise, and cik is
the cost associated with that assignment, the problem can
be formulated as follows:

min
N∑

i=1

(
M∑

k=1

cikxik

)
(5)

subject to

N∑

i=1

xik ≤ 1, ∀k ∈ K

M∑

k=1

xik = 1, ∀i ∈ I

xik ∈ {0, 1}, ∀i ∈ I, ∀k ∈ K
where I = {1, . . . , N} and K = {1, . . . ,M}.
In order to select the best behavior for each robot, we pro-

pose an auction algorithm similar to our previous work [22].
The cost or bid of assigning a policy k to a robot i is
cik = −V π

k (bi). Thus, policies with a greater expected re-
ward are more likely to be selected for each robot, which
helps to maximize the global expected reward for the whole
team. In case N > M , the Hungarian algorithm will leave
robots with no policy assigned. Therefore, the assignment
problem is repeated with these free robots until they all get
a policy assigned. Note that in this special case, some poli-
cies would be assigned to more than one robot at the same
time.

Algorithm 1 Auctioneer Robot i (bi)

1: for all k ∈ K do
2: cik = −V π

k (bi) {; Local bids}
3: Send cik to neighbors.
4: end for
5: Receive bids from neighbors.
6: C = {cik}i,k {; Create cost matrix}
7: {xik}i,k ← Hungarian(C)
8: return Policy selected for robot i.

Algorithm 1 summarizes a decentralized auction approach
in which the assignment problem is solved locally at each
robot with the information available. Each robot i com-
putes its own bids for the behaviors from its local belief bi
and communicates them to other neighboring robots. Then,
with the bids received from other robots, a local solution for
the assignment problem (5) is obtained. This computation
can be performed efficiently in polynomial time using the
Hungarian algorithm [3].

In general, the local cost matrices, and hence the local
solutions for the behavior assignment, should be the same
at each robot as long as the communication is error-free and
the beliefs are common. However, for DDF systems in which
the local beliefs are not synchronized all the time, inconsis-
tencies that lead to suboptimal solutions may be obtained
from time to time. In an inconsistent distributed solution,
due to differences in the local cost matrices, the same policy
is allocated to more than one robot. Therefore, a good syn-
chronization of the local beliefs is desirable to avoid these
situations. On the other hand, the robustness of the system
is high, since information from all the robots is not required
to compute each local solution. In case some communica-
tion links failed, each robot would still get a suboptimal
solution with the available information from their neighbors
(subnetworks arise naturally).

In addition, there is another potential desynchronization
due to the fact that the robots may not have synchronized
execution time, which would lead them to make decisions
at different moments and with different available informa-
tion. Some previous works [5] propose consensus algorithms
over this information in order to guarantee convergence for
decentralized auction approaches even in case of time desyn-
chronization. Nonetheless, the decision-making performance
is still degraded. Moreover, the dynamics of the system pre-
sented here are higher, since each robot is allowed to change
its policy at every step. Therefore, the establishment of a
previous consensus to converge to the same distributed so-
lution is not worthwhile.

4.2 System Overview
Fig. 2 illustrates the system elements per robot. The

whole process is separated into two different modules. Each
robot can execute a certain number of behaviors modeled
as single-agent POMDP controllers. A DDF module is in
charge of computing the belief and feeding the Auction-
eer module, which then chooses the adequate POMDP con-
troller and the associated action. Although most POMDP-
based systems synchronize belief update and decision mak-
ing in the same loop, here the two processes are separated.
In this way some constraints that limit the flexibility and
robustness of the system are avoided. For instance, commu-
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Figure 2: Functional scheme for decision-making and belief
update at each robot.

nication channels and transmission rates are totally inde-
pendent for both modules, which is critical in decentralized
systems under possible communication failures.
The approach is totally decentralized, since the belief esti-

mation as well as the decision-making are carried out with-
out the need for a central entity. On the one hand, the
belief estimation is computed by a DDF algorithm that is
distributed along the multiple robots. On the other hand,
the POMDP controllers act also separately for each robot.
Despite the fact that a multi-agent POMDP for the whole
team is not solved (with its computational benefits), a coop-
erative behavior still arises in two manners. First, thanks to
the information shared by the different DDF modules in or-
der to achieve a fused belief (which then acts as a Markovian
coordination signal for policy execution); and second, by
sharing the bid values for the decentralized auction, which
gives an idea about the behaviors others may be performing.

5. MULTI-ROBOT COOPERATIVE

TRACKING
In order to illustrate the proposed approach, an applica-

tion for tracking a target by means of multiple robots is con-
sidered here. Target tracking is a problem in which reason-
ing about future steps is needed to optimize the search [9].
Besides, cooperative behaviors are particularly helpful when
there are multiple robots involved in the traking. In our
problem there is a moving target and a team of N robots
which are the pursuers. Each robot carries a bearing-only
sensor which determines whether the target is visible or not
within its field of view (FOV). Thus, the objective is to find
the target in the environment and localize it as well as pos-
sible.
The state for each robot is composed of the position of the

target and its own position and heading. The state space
is discretized into a cell grid, and a map of the scenario is
assumed to be known. There are four possible headings for
every robot: north, west, south or east.
At each time step, each robot can choose between four

possible actions: stay, turn right, turn left or go forward.
stay means doing nothing; when turning, the robot changes
its heading 90◦; and when going forward, it moves to the cell

ahead. Nonetheless, noisy transition functions for the states
of the robots are considered. Besides, the target is assumed
to move randomly. Therefore, the transition function for its
position indicates that from one time step to the next, the
target can move to any of its 8-connected cells with the same
probability (only non-obstacle cells are considered in order
to calculate that probability).

In addition, every sensor provides a boolean measurement:
detected or non-detected. These sensors proceed as it follows,
if the target is out of its FOV, the sensor produces a non-
detected measurement. However, when the target is within
its FOV, it can be detected with a probability pD.

The design of the reward function is crucial. Since the
target must be tracked by the team, the more robots have
it within their FOV, the higher reward the system should
be given. Besides, given that the sensors provide bearing
information, it is quite reasonable to reward cross configu-
rations between the robots. Bearing sensors entail mainly
uncertainty in depth, so pointing at the target from different
angles definitely helps to reduce the uncertainty of its esti-
mation. Therefore, a high reward should be given for each
robot that is keeping the target within its FOV, and even
higher if the robot’s orientation differs from the others’.

A multi-agent POMDP might be solved in order to deal
with this problem. However, this solution is far from scal-
able with the number of robots. Actually, even considering
just two robots and a reasonable number of cells for a real
grid (∼ 80), the problem becomes intractable (considering
the solver and the computer indicated in the experimental
section). Hence, the method presented in this paper to dis-
tribute the reward function is used.

The key idea is to distribute the reward function so that
the same desired behavior is obtained for the whole team. In
this case, the robots should track the target from different
directions, so the kind of behaviors to be allocated could
consist of following the target from a specific direction. For
this application, four single-agent behaviors are considered,
one for each possible orientation {north,west, south, east}.
Therefore, the reward function for the policy k (Rk) gives a
high reward to robot i only if the target is within its FOV
and the robot’s heading hi corresponds to the orientation of
behavior k. Since the objective is to track the target, the
robots should try to get closer to the target when possible.
Hence, the high reward is just obtained when the target is
in one of the closest cells. The FOV for each robot and the
corresponding cells with a high reward are represented in
Fig. 3b.

Finally, in order to alleviate the complexity of the be-
lief space, Mixed Observability Markov Decision Processes
(MOMDPs) [18] are considered to find the policies. Hence,
the robots’ states are assumed to be observable within the
POMDP. This is reasonable for this robotic task in which
the sensors onboard allow the robots to assume their own
states observable (at least for a given resolution).

6. EXPERIMENTS
Some experiments were conducted with the real testbed of

the Cooperating Objects Network of Excellence (CONET)
that allows the user to combine simulated robots with four
real robots (Pioneer-3AT) [11]. Fig. 3a shows an illustration
of the testbed. A simulated version of the testbed is also
available in Player/Stage [6].
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(a) Testbed. (b) Occupancy grid.

Figure 3: (a) Picture of the multi-robot testbed. (b) Testbed
occupancy grid (yellow cells are obstacles) and an example
of the FOV for a robot (white cells). All the robots have
the same FOV. Besides, if the target is in one of the cells
with crosses and the heading is adequate, a high reward is
obtained.

6.1 Experimental setup
The map of this testbed was discretized into 2×2-meter

cells and resulted in the occupancy grid of 12×10 dimen-
sions shown in Fig. 3b, where cells representing obstacles
are in yellow. A team of robots was considered in order to
follow a target, represented by another robot. All the pur-
suers presented similar perception capabilities by means of
a sensor with pD = 0.9 and the FOV shown in Fig. 3b. For
each POMDP, the high reward when the target was in one
of the close cells of the FOV was 100, otherwise the reward
was 0. Note that the pursuer observations were obtained by
simulating sensors with the mentioned capabilities on board
the robots, since the development of real detectors is out of
the scope of this paper.
During all the experiments the target followed a path un-

known for the pursuers and with a random component. Fur-
thermore, Player was used to command the robots, which
were able to localize themselves within the map. A path
planning algorithm was used to obtain the path to the high
level goals provided by the POMDP controllers (next cell to
move and robot heading), whereas a local navigation algo-
rithm was used to safely navigate the given path. Each robot
had running onboard an estimation filter implementing the
DDF scheme in Section 2.2 and an auctioneer controller that
executed the algorithm in Section 4.1.
We tested the following three approaches: (i) auctioned

POMDPs with DDF; (ii) auctioned POMDPs without DDF;
(iii) independent POMDPs with DDF. The two first ap-
proaches are based on the auction method proposed in this
paper, but in the second one, neither communication nor
fusion is considered for the DDF modules. In the third ap-
proach, a single and independent POMDP is used for each
robot and communication between the DDF modules is al-
lowed. Moreover, all the policies were obtained by solving
the corresponding MOMDPs with a C++ implementation
of the SARSOP algorithm [18]. The solver ran 1700 sec-
onds for each policy in a computer with an Intel Core 2 Duo
processor @2.47GHz and 2.9GB. For the approaches (i) and
(ii), a different MOMDP is solved for each heading, whereas
for approach (iii), there is a single MOMDP independent of
the heading.

6.2 Experimental results

Error(m) Entropy
Auction+DDF

Robot 0 4.07± 0.16 2.61± 0.05
Robot 1 3.95± 0.15 2.55± 0.05
Robot 2 4.18± 0.16 2.66± 0.05

Independent+DDF
Robot 0 6.86± 0.32 2.80± 0.05
Robot 1 6.70± 0.32 2.70± 0.05
Robot 2 6.75± 0.32 2.68± 0.05

Auction
Robot 0 9.74± 0.29 3.85± 0.03
Robot 1 9.41± 0.34 3.28± 0.06
Robot 2 10.46± 0.40 3.62± 0.04

Table 1: Average results of the experiments with a three-
robot team for three different approaches. The error of the
estimated position of the target with respect to its actual
position and the entropy of the estimated beliefs are shown.

First, some experiments1 were carried out in order to com-
pare our approach with the others mentioned above. Three
of the real Pioneer-3AT were used to track the remaining
one, that played the target’s role. In order to have similar
conditions for each run, the three robots always started at
the same fixed points and the sample times were the same,
10 seconds for the decision-making modules and 3 seconds
for the DDF modules. An experiment of 15 minutes was
performed for each of the three approaches.

Some average results with their standard deviations are
presented in Table 1. At each time step, the target local-
ization is estimated by searching the cell of the belief with
a highest probability. This value is compared to the ac-
tual target position. The entropies of the belief at each
step (

∑
∀cell−pcell log(pcell)) are also averaged and shown.

It can be seen that the approach proposed in this paper
(Auction+DDF) reduces the entropy and the target local-
ization error with respect to the Independent POMDPs ap-
proach, since the cooperation between the members of the
team allows them to surround the target, pointing at it from
different points of view. It can also be noticed that the es-
timation of the target position is worse for the auctioned
approach when no DDF is included. Note that in this case,
the mean errors are bounded by the resolution of the cells
(2 meters). The option of Independent POMDPs without
DDF resulted in very poor performance (and hence is not
included), as the robots do not share any information nor
coordinate their behaviors.

Due to the bearing information encoded in the sensor ob-
servations, a cross configuration among the pursuers allows
them to point at the target from different points of view
and reduce the uncertainty of its estimation. This cross
configuration is fostered by our auctioned approach, as it
can be seen in Fig. 4. This figure compares our approach
to the Independent POMDPs with DDF in terms of angle
configuration between the pursuers. Normalized histograms
of the maximum angle difference between any of the pur-
suers every time the target is within FOV are shown. The
Auction+DDF histogram presents a high peak around 180◦

and a small mode in 90◦ (cross configurations), whereas the
histogram is quite flat for the Independent POMDPs. This

1See video at http://vimeo.com/18898325.

29



0 20 40 60 80 100 120 140 160 180
0

0.1

0.2

0.3

0.4

Angle difference (degrees)

0 20 40 60 80 100 120 140 160 180
0

0.1

0.2

0.3

0.4

Angle difference (degrees)

Figure 4: Normalized histograms of the maximum angle dif-
ferences between the robots when the target is within the
FOV of any of them. At the top Auction+DDF; at the
bottom Independent POMDPs+DDF.

show that the proposed approach is more effective in reach-
ing cross configurations.
Second, to show the scalability of the system, a tracking

experiment with a four-robot team was performed. In this
case, the target was represented by a simulated robot. We
were able to run this experiment for more than 30 minutes
with the algorithms working on board the robots in a dis-
tributed way and using Wi-Fi communications, showing the
robustness of the system. An extract of the trajectories fol-
lowed by the pursuers and the target can be seen in Fig. 5a.
The orientation of the pursuers at the end of the experiment
has also been plotted to show how they surround the target
to reduce the estimation uncertainty. Note that, when the
target turns right, since they know the map, the pursuers
opt for going directly to the other exit of the aisle so they
can find it there.
The cooperation between the members of the team is de-

picted in Fig. 5b, which shows the policies allocated to each
robot during the same time frame (each iteration takes place
every 10 seconds). Due to differences in the local beliefs and
different decision times for the robots, inconsistent solutions
(robots with the same policy) are obtained in some occa-
sions. However, as time passes the robots have built up a
better belief regarding the target’s position, and the assign-
ment stabilizes (after iteration 22 in Fig. 5b).
Finally, some experiments in the simulated testbed were

carried out in order to check how our auction algorithm per-
forms when the robots do not access the same information.
The experiments consisted of three simulated robots, 2 pur-
suers and a target, starting at the same positions in each ex-
periment with sample times as before. However, the commu-
nication latency for the DDF modules was varied throughout
the different simulations (two simulations of 20 minutes for
each latency value). Even though the communication rate
for the auctioneers may also have been varied, the amount of
data transmitted by them (four scalar values, the bids, each
robot) is not significant for the bandwidth when compared
to the belief information and, hence, it can be maintained
(one each 10 seconds). The performance of the distributed
auction algorithm is shown in Fig. 6 by representing the per-
centage of inconsistent assignments. As the communication
rate for the DDFs is increased, the difference between the
beliefs to which the agents have access grows too. Thus, the
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(a) Robot and target trajectories.
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Figure 5: Experiment with a four-robot team. (a) Trajecto-
ries followed by the robots and the target during the experi-
ment. Orientations at the last time step are also shown. (b)
Policies allocated to each robot during the same time frame.
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Figure 6: Evolution of the performance of the distributed
auction under variable transmission rate for the DDFs.

consistency of the assignments becomes more difficult under
worse communications. However, Fig. 6 shows a graceful
degradation with respect to the communication rate.

7. CONCLUSIONS
Planning-under-uncertainty techniques, such as POMDPs,

face a scalability problem when considering teams of robots.
Popular frameworks like Dec-POMDPs scale poorly to many
agents, unless very severe independence assumptions are ap-
plied (e.g., the ND-POMDP model). Furthermore, many of
these models either do not allow agents to exploit inter-
agent communication, or implicitly assume instantaneous
cost-less communication (MPOMDP). We focus on scalable
techniques that do not require such strict communication
guarantees, which are hard to meet in multi-robot domains
with unreliable wireless channels.

This paper presents an approach based on decentralized
data fusion (DDF) and auctioning of independent POMDP-
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based controllers during the execution phase to generate a
cooperative behavior in the team. Our approach is much
more scalable than other multi-agent POMDP approaches,
and allows the robots to exploit imperfect communication
channels, offering a trade-off between optimality and appli-
cability.
We presented as proof of concept results on a cooperative

tracking application by a team of up to 4 robots. The same
application cannot be solved with the current state of the
art in multi-agent POMDP solvers. Besides, our framework
is more general. DDF can be used for policy execution coor-
dination in other multi-robot applications; and applications
that can be achieved through cooperative behaviors can also
be modeled with this framework. For instance, the method
can be used in robotic soccer (allocating the best behav-
iors/roles to the team depending on the current belief); or
in fire fighting applications [13]. In the future, we will inves-
tigate the exact range of multi-robot planning domains for
which our approach is valuable.
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ABSTRACT
Multiagent coordination in uncertain domains is notoriously in-
tractable. One strategy that has shown some success in taming
the computation is for agents to form commitments to one another
that convey only their essential influences. By abstracting away
unnecessary details of their individual policies, influences enable
agents to narrow the space of joint policies to consider. In this
paper, we evaluate the efficacy of this approach in domains where
agents’ uncertainty extends to uncertainty over the function that as-
sociates rewards with states. Now, commitments need to account for
this uncertainty, where an agent might, for example, make a weaker
promise to another agent as a hedge to retain more latitude in its own
policy to improve its uncertain rewards. We show that, under some
strong assumptions, efficient influence-space search techniques ex-
ist for such problems. Moreover, we describe how relaxing these
assumptions motivates new techniques specifically geared to balanc-
ing computational cost against solution quality for such problems.
Our preliminary empirical results illustrate on simple problems that
our techniques can find a good compromise.

1. INTRODUCTION
In a cooperative multiagent system, an agent could both depend

on other agents to complete some tasks that help it as well as do
some tasks to help other agents. For example, an agent unable to
open a gate could be helped by another agent who can open the gate
even at some cost to the helping agent. This is only beneficial to
the team if the expected benefit to the help-receiving agent from
having the gate open is more than the expected cost of opening the
gate to the helping agent. Intuitively, the help-receiving agent can
come up with better plans if it knows in advance how the helping
agents are going to influence it. Thus a representation of influences,
how a helping-agent might help another agent is needed. In our
example, the helping agent may commit to opening the gate with
probability at least 0.7 by time step 5; we will present more general
representations later in the paper. Once the influences of all other
agents on agent i (the incoming influences) as well as the influences
agent i will exert on all the other agents (the outgoing influences)
are determined, agent i can find its locally optimal policy with
respect to the incoming influences that is constrained to meet all the
outgoing influence commitments. Crucially, fixing the influences
decouples an agent’s local planning problem from the other agents.
Witwicki and Durfee [17], hereafter W&D, have recently introduced
a transition-decoupled POMDP (TD-POMDP) model for exploiting
weakly-coupled structure when computing optimal joint policies.

The Sixth Annual Workshop on Multiagent Sequential Decision-
Making in Uncertain Domains (MSDM-2011), held in conjunction
with AAMAS-2011 on May 3, 2011 in Taipei, Taiwan.

In this paper, we develop extensions for modeling uncertainty
about the TD-POMDP reward function. For example, changes in
weather can make accessing the gate switch more or less costly
to the helping agent. The weather could change over time in un-
certain ways such that in general there would be a time-dependent
distribution over reward functions. Alternatively, the rewards could
be controlled by malevolent adversary whose uncertain behavior
is manifested as a distribution over reward functions. Through-
out we will assume that the distribution over reward functions is
known. How does an optimal influence change under such reward-
function uncertainty? This is the departure point of this paper from
W&D’s. Although the algorithms defined by W&D could be applied
to the case of reward-function uncertainty using a belief-state model
induced by the uncertainty, this straightforward approach is compu-
tationally prohibitive. Fortunately, the complexity of the belief-state
model can be mitigated by iteratively reasoning over a space of
mean reward models. Our primary contribution is a characterization
and analysis of the effectiveness of this novel extension to W&D’s
influences for planning under reward uncertainty.

2. PRELIMINARIES
TD-POMDPs: To model a group ofN agents, W&D’s TD-POMDP
decomposes into local models as follows. Agent i’s local model
has state feature vector φi, referred to as i’s local state, that can
be decomposed into local features φli, non-local features φni and
time t (which is an example of what W&D refer to as uncontrolled
features), i.e., φi = 〈φli, φni , t〉. Each state feature takes on a finite
set of values, and abusing notation we will use φ to denote both the
feature and the value. The joint state of the multiagent system, i.e.,
the union of all agents’ local features and the time feature, is denoted
φ; the joint state of all agents but i is denoted φ−i. Similarly the
action taken by agent i is denoted ai, the joint action is denoted
a, and the joint action of all the agents but i is denoted a−i. The
transition dynamics of agent i’s local model can be decomposed
into

Pr(φli(t+ 1)|φ(t), a(t)) = Pr(φli(t+ 1)|φli(t), ai(t))
and

Pr(φni (t+ 1)|φ(t), a(t)) = Pr(φni (t+ 1)|φ−i(t), a−i(t)).
and of course time deterministically steps forward. Crucially, the
evolution of the local features φli depends only on the local features
and the local action, while the evolution of the non-local φni features
depends on the joint state and action of the other agents. Thus, each
agent faces a partially observable problem because it cannot see the
global state and joint action (but instead only its individual action
and local state φi, which we assume for simplicity of presentation i
observes fully).
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The reward function also has local structure. Specifically, the
local reward given to agent i is a function only of its local state and
action. Note that the local reward for an agent is allowed to depend
on the non-local features for that agent. The team-reward is the sum
of the local rewards, i.e., R(φ(t), a(t)) =

∑N
i=1 Ri(φi(t), ai(t)).

The local policy of an agent in a TD-POMDP maps the local-belief-
state of each agent bi(t) = 〈φli(t), φni (1..t − 1)〉 to actions. We
note that the current local state and the complete history of non-
local features constitutes belief-state because of the Markov nature
of the local features and time; in specific problems more compact
belief-states should be possible. The local-value of agent i when the
joint policy is π (maps joint belief state to joint action) is defined as
the expected value of the summed local-reward obtained by i until
the fixed and known time-horizon T

V πi,Ri
(bi(t)) = E

[ T∑

m=t

Ri(φi(m), πi(bi(m)))|π
]
, (1)

where πi is the local-policy for i in joint-policy π. The team-value
of a joint-policy π is defined as the expected sum of the team-reward
R over the remainder of the time horizon T , i.e., V πR (b(t)) =∑N
i=1 V

π
i,Ri

(bi(t)), where b(t) is the joint-belief-state at time t.
The overall objective is to compute an optimal joint policy that
maximizes the team-value of the start belief state b(0).
Bayesian Reward TD-POMDPs: We extend W&D’s TD-POMDP
to allow K possible local reward functions {Rki }Kk=1 per agent,
each set with a known prior distribution Pr({Rki }Kk=1) that is inde-
pendent of other agents’ local reward distributions. Keeping with
convention [4, 12], we call our new model the Bayesian-reward
TD-POMDP (BR-TD-POMDP).

2.1 Influence-Based Policy Abstraction
The formulation above explicitly captures structured interaction

among agents in that only the non-local features of an agent are
influenced by the other agents. Formally, agent i influences agent j
if some non-local feature of j is a local feature of i. An interaction
digraph among the agents has nodes that correspond to agents and
there is a directed edge between node i and node j if and only if
agent i influences agent j. In general, multiple agents can influence
the dynamics of an agent, and an agent can influence the dynamics
of multiple agents. In this paper we will only consider acyclic
interaction digraphs. we expect that the message-passing algorithms
we present can be extended to digraphs with cycles in the same
way that acyclic algorithms for Bayesian networks are extended
to cyclic graphs with for example belief-propagation [10] or by
variable elimination [6, 8]; indeed, Witwicki [18] demonstrated this
for TD-POMDPs.

Thus, if there is an edge from node i to node j in the interaction
digraph, then φnj ∩ φli 6= ∅. Adapting from W&D, we define
the incoming influence on node j, Γ→j = Pr(φnj (1..T )), as the
distribution over the sequence of values for non-local features of
agent j over the problem’s time-horizon T ; this captures all the
influence of the behavior of all the ancestors of j on j. In other
words, fixing the policies of all the ancestors of j defines Γ→j .
Crucially, specifying Γ→j fully decouples agent j from all other
agents in a specific sense, that given Γ→j agent j can compute the
local-value obtained for any local-policy without having to consider
the policies of the other agents, i.e.,

V
πj

j,Rj ,Γ→j
(bj(t)) = E

[ T∑

m=t

Rj(φj(m), πj(bj(m)))|πj ,Γ→j
]
.

(2)
Comparing Equations 1 with 2 makes explicit the decoupling effect
of the influences. It is the fact that multiple local policies of the

ancestor agents can lead to the same Γ→j that makes it a computa-
tionally useful abstraction.

Of course, in general an agent has both incoming influences and
outgoing influences. Let φoj ⊂ φlj denote the subset of the local
state variables of agent j that are non-local state variables for other
agents (these will be children of j in the interaction digraph). We
define the outgoing influence of node j, Γj→ = Pr

(
φoj (1 . . . T )

)
,

the probability distribution over the sequence of values for the subset
of the local state features of j that are non-local for other agents.
Given Γj→, the set of policies local to j that achieves those outgoing
influences is denoted Πj,Γj→ . We call Πj,Γj→ the feasible policy
space, where feasible refers to the feasibility of outgoing influence
Γj→. Note that the feasible policy space is implicitly conditioned
on j’s fixed incoming influences Γ→j , since for any policy πj ∈
Πj,Γj→ a change to Γ→j may render Γj→ infeasible.

Given both the incoming influences Γ→j and the outgoing influ-
ences Γj→, the constrained optimal local policy for j can be defined
as follows:

π∗j,Rj ,Γ→j ,Γj→ = arg max
πj∈Πj,Γj→

E
[ T∑

m=0

Ri(φj(m), πj(bj(m)))|πj ,Γ→j
]
. (3)

Through an abuse of notation, we can re-write j’s incoming in-
fluence Γ→j = Pr

(
φnj (1 . . . T )

)
as Γ→j

(
φnj (t)|φnj (1..t− 1)

)
=

Pr(φnj (t)|φnj (1..t − 1)). An interesting special case that we will
exploit later in the paper is that of state-dependent influences, for
which Γ→j(φ

n
j (t)|φnj (1..t− 1)) = Γ→j(φ

n
j (t)|φnj (t− 1), t− 1).

When influences are represented in this way, the belief-state of agent
j is simply its local state, i.e., bj(t) = φj(t) and thus one can define
a local-value as a function of local-state as follows:

V
πj

j,Rj ,Γ→j
(φj(t))=E

[ T∑

m=t

Rj(φj(m),πi(φj(m)))|πj ,Γ→j
]
. (4)

2.2 Message-Passing Algorithm
For a finite-horizon problem with discrete state-features, the num-

ber of possible belief-states is finite and thus the number of local
policies is finite (though intractably large in all but the smallest of
problems). The number of feasible influences is also finite, and
often substantially smaller than the number of policies [18]. W&D
have developed a three-phase message passing algorithm for search-
ing through the space of feasible influences, referred to as optimal
influence-space search (OIS), which was initially defined for acyclic
interaction digraphs and later extended to cyclic digraphs [18].1

For simplicity of presentation here, we describe the algorithms as
it would be run on a tree interaction digraph, but note that the al-
gorithm and the extensions we present in this paper generalize to
arbitrary digraph topologies.

In the first enumeration phase, each parent node i passes down to
each child node j its possible influences {Γ→j}. Multiple policies
can yield the same influence and so this will in general be smaller
than the number of local policies. For each possible influence, the
second evaluation phase has each child node j pass back up to its
parent node the best downstream-value achievable by the subtree of
agents rooted at j. Finally, in a downwards selection phase, each
node selects the optimal influence, along with a corresponding local
policy, that maximizes the sum of the local reward and downstream
rewards. Of course, to make the above algorithm tractable each of
1In contrast to other message passing algorithms for planning (e.g.,
[7]) and coordination (e.g., [8]), OIS dictates that agents exchange
specific pieces of information regarding their planned influences.
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the three phases has to be made efficient. We address this concern
below, focusing in particular on the enumeration and evaluation
phases.

3. HANDLING REWARD UNCERTAINTY
In the subsections that follow, we develop three different exten-

sions to W&D’s approach for coping with reward uncertainty, con-
trasting the computational requirements and theoretical performance
of each.

3.1 POMDP Algorithm
One straightforward approach to extending the message-passing

algorithm from TD-POMDPs to BR-TD-POMDPs is to simply
incorporate the reward uncertainty into the local-belief-states of
the agents. That is, each agent’s belief-state bi(t) in addition to
capturing all relevant history from non-local-features also explicitly
models a posterior belief over reward functions (this is updated with
the usual application of Bayes rule). As long as the number of reward
functions K is finite, the number of local-policies remains finite and
the message-passing algorithm above remains well-defined but is
now even more intractable because of the larger joint belief state. We
will refer to this adaptation of W&D’s message-passing algorithm
as the POMDP algorithm for solving BR-TD-POMDPs.

3.2 Mean Reward Algorithm
The POMDP algorithm defined above is intractable in general.

Many approximate approaches to solving POMDPs have been de-
fined in the single agent and multiagent literatures, e.g., point-based
approximations [11, 16], approximate parametric belief-state ap-
proximations [3], and iterative mean-reward approximations [12].
In this paper, our focus is on extending the iterative mean-reward
approximation to Bayesian-MDPs to our problem setting of BR-TD-
POMDPs. As a first step towards that we first consider a subclass of
BR-TD-POMDPs in which a dramatic simplification without any
approximations of the POMDP approach is possible.

Consider that the only reward uncertainty is at the final step T , i.e.,
for each agent i, all K local reward functions {Rki } have identical
rewards for all local states for all times < T . In such cases, the
BR-TD-POMDP can be reduced to a TD-POMDP with a single
(instead of K) local reward function R̄i for each agent that is the
expected reward according to the prior distribution over rewards, i.e.,
R̄i(φi(t), ai(t)) =

∑K
k=1 Pr(R

k
i (φi(t), ai(t)))R

k
i (φi(t), ai(t));

we refer to the reduced problem as the induced mean-reward TD-
POMDP.

THEOREM 1. A joint policy is optimal for a BR-TD-POMDP
with reward uncertainty only at the final time step if and only if it is
optimal for the induced mean-reward TD-POMDP.

Proof: We prove our claim briefly by noting that the expected
local value of any joint policy π for agent i is identical in both the
BR-TD-POMDP and the induced mean-reward TD-POMDP. More
formally,

V πi,R̄i
(φi(0))=E

[
T∑

t=0

ERk
i
[Rki (φi(t), πi(bi(t)))]|π, φi(0)

]

=ERk
i

[
E

[
T∑

t=0

Rki (φi(t), πi(bi(t)))|π, φi(0)

]]

= ERk
i
[V πi,Rk

i
(φi(0))] (5)

3.3 Influence-Constrained Iterative Mean Re-
ward (ICIMR) Algorithm

As derived in the previous section, for restricted cases where the
uncertainty in rewards is only in the terminal time step, the optimal
influence and consequent joint policy for the mean reward induced
TD-POMDP are optimal with respect to the full BR-TD-POMDP.
This does not necessarily hold, however, in more general cases
where uncertain rewards accrued during policy execution enable
agents to update their beliefs about their true reward functions.
Whereas POMDP policies are conditioned on such updated beliefs,
the mean reward policies are not. If optimal expected performance is
paramount, influence-space message-passing search applies (i.e., via
the POMDP algorithm), but will be prohibitively time-consuming
for most problems.

The method we present next makes two kinds of approximations.
The first approximation that we make involves using the following
simplified influence representation, referred to in past work as a
probabilistic temporal commitment [19]: Let Γ→j be described via
a probability ρ, a time τ , and a configuration φ̂nj over the non-local
features φnj , which indicates that the influencing agent commits
to setting the non-local features φnj to the influence configuration
values φ̂nj for all times greater than or equal to τ with probability
at least ρ. A commitment (ρ, τ) thereby specifies a range of pos-
sible state-dependent influences: Pr(φnj (t) = φ̂nj , t = τ) ≥ ρ.
In general, this restricted class of influence representations is an
approximation, but there exist classes of BR-TD-POMDPs in which
it is optimal (e.g., when a parent node agent in the tree-interaction
graph can only complete its influencing actions before a child node
agent can start its influenced actions).

The second approximation in our algorithm builds off of the
iterative mean reward (MDP) approach for Bayesian-MDPs [12],
which reapplies the mean reward technique after each update to
beliefs about the true reward function. Since a belief update can
change the posterior distribution over reward functions, the mean
reward function can change, and hence adopting the policy optimal
with respect to the updated mean reward performs at least as well as
the policy adopted at the previous iteration. As such, the iterative
mean reward method effectively involves (perhaps pre-)computation
and adoption of a new policy at every subsequent time step.

In a multiagent setting, however, an agent may have already
committed to probabilistically influencing others, and thus cannot
iteratively shift from policy to policy without taking its commit-
ments into account. A stringent constraint that we could place on
an agent is that its new policy must also satisfy its commitments;
unfortunately, this is untenable, because it could be the case that
stochastic state transitions have put the agent into a state where no
policy from this state forward can achieve the requisite probability.
Instead, we require that the agent’s adopted policy must have satis-
fied its commitments, in expectation, from its initial state (the state
the agent was in when it made the commitment). Conceptually, a
particular commitment (ρ, τ) and an initial state induce a set of poli-
cies Πi(ρ, τ) that satisfy the commitment. To honor (ρ, τ), agent
i must always follow one of these policies, though it may change
which one over time. Further, to ensure that the overall policy it
follows remains a member of Πi(ρ, τ), at time t the agent can only
select from elements of Πi(ρ, τ) whose stochastic action choices
at all prior time steps correspond to the agent’s past action choices.
We notate this set of alternative policies at time t as Πi(ρ, τ)|π̃t−1

i .
We use π̃ti to notate the changing policy.

In what follows, we first describe the Influence-Constrained It-
erative Mean Reward (ICIMR) algorithm given a commitment (ρ,
τ ), and prove that for a given commitment an agent using ICIMR is
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assured to receive a reward bounded by the Mean Reward method
(below) and POMDP method (above). We then describe how a
suitable (ρ, τ ) is found for ICIMR.

3.3.1 Algorithm Description
Here, we provide the description of the algorithm for updating

agent i’s policy according to its reward observation while still achiev-
ing the commitment (ρ, τ).

1. Initialize/update belief state. As previously described, this
establishes/updates the probability distribution over reward
functions.

2. Compute mean reward. If the belief state has changed,
compute the mean reward as:

R̄ti = ERk
i∼bbbi(t)

[Rki ] =
∑

k

bki (t)Rki (6)

3. Compute optimal constrained policy. Only if mean reward
has changed, compute an updated policy π̃ti , ensuring that
π̃ti ∈ Πi(ρ, τ)|π̃t−1

i .

π̃ti = π∗|bbbi(t) = argmax
πi∈Πi(ρ,τ)|π̃t−1

i

V πi

i,R̄t
i,Γ→i

(φi(t)) (7)

= argmax
πi∈Πi(ρ,τ)|π̃t−1

i

ERk
i∼bbbi(t)

[V πi

i,Rk
i ,Γ→i

(φi(t))] (8)

4. Take action prescribed by current policy.

5. Loop to first step, unless time horizon reached.

The agent’s expected nondiscounted total reward over the time hori-
zon using ICIMR is ERk

i
[Ṽi,Rk

i ,Γ→i
(φi(0))], where ERk

i
is the prior

probability distribution over the possible reward functions Rki , and:

Ṽi,Rk
i ,Γ→i

(φi(t < T )) = Rki (φi(t), ai(t) ≡ π̃ti(φi(t)))

+
∑

φi(t+1)

Pr(φi(t+ 1)|φi(t), ai(t))Ṽi,Rk
i ,Γ→i

(φi(t+ 1))

Ṽi,Rk
i ,Γ→i

(φi(T )) = 0. (9)

3.3.2 Theoretical Bounds on Solution Quality
Intuitively, we would expect ICIMR to obtain value (in expecta-

tion) at least as high as non-iterative mean reward, since the optimal
mean reward policy will be a member of Πi(ρ, τ) (and in fact will
be the policy chosen at time 0), and ICIMR will only shift to a dif-
ferent policy if in expectation it can do better. Similarly, we would
expect ICIMR to obtain value (in expectation) no higher than the
POMDP method. Intuitively, the POMDP’s look-ahead allows it to
choose elements from Πi(ρ, τ) that put the agent in a good position
to exploit updates to its beliefs, while ICIMR cannot. We now prove
that these intuitions hold when an agent’s incoming influence is
fixed (with disjoint execution window).

THEOREM 2. Given incoming influences Γ→i and an outgoing
commitment (ρ, τ), the expected local value obtained by agent i
using ICIMR will be lower bounded by the optimal local value
obtained by planning with Mean Reward.

PROOF. We want to show that

ERk
i
[Ṽi,Rk

i ,Γ→i
(φi(0))] ≥ ERk

i
[V

π
∗|mean
i

i,Rk
i ,Γ→i

(φi(0))] (10)

To show this, we first show that at any time t, the policy π̃ti obtained
by performing a greedy update (Equations 7–8) will only have equal
or higher expected reward than following the previous policy π̃t−1

i :

ERk
i
[V

π̃t
i

i,Rk
i ,Γ→i

(φi(t))] ≥ ERk
i
[V

π̃t−1
i

i,Rk
i ,Γ→i

(φi(t))]. (11)

By Equation 7, V π̃
t
i

i,R̄t
i,Γ→i

(φi(t)) ≥ V
π̃t−1
i

i,R̄t
i,Γ→i

(φi(t)) because

π̃t−1
i ∈ Π(ρ, τ)|π̃t−1

i . Thus, by Equation 8:

ERk
i∼bbbi(t)

[V
π̃t
i

i,Rk
i ,Γ→i

(φi(t))] ≥ ERk
i∼bbbi(t)

[V
π̃t−1
i

i,Rk
i ,Γ→i

(φi(t))]

(12)
which holds for all possible reward histories r(0..t− 1). Thus, we
can take the expectation across all reward histories of both sides of
Equation 12:

Er(0..t−1)

[
ERk

i∼bbbi(t)
[...]
]
≥ Er(0..t−1)

[
ERk

i∼bbbi(t)
[...]
]
. (13)

Because bi(t) is the posterior distribution over {Rki }Kk=1 given
r(0..t − 1), Equation 13 simplifies to Equation 11. Equation 10
follows, since we know that every greedy update must only make
expected reward equal or higher.

Next, we conjecture that given a commitment (ρ, τ), the expected
value given by the policy obtained on POMDP will bound the ex-
pected value of ICIMR. Let us first look at the arbitrary evolving
policy space case. Consider the example in Figure 1. In this simple
example, there is no uncertainty of reward function, which is a spe-
cial case within our assumptions. The left diagram is the model of
an influencing agent G1, and the gray nodes are the states with the
non-local feature set to the influencing agents’ desired value. Let
the given ρ be 0.5 and τ be 2. The two policies in Figure 1 will both
be in the feasible policy space.

a1

a2

0.5

0.5
a1

a2

0.5

0.5 a1

0.5

0.5

a2 a2

a1

0.5

0.5

-1 -1

Figure 1: Left: model of G1. Middle: π1. Right: π2

Since there is no uncertainty in the reward function, the POMDP
degenerates and we can easily see that the optimal feasible policy
will be π2, with expected reward -0.5. On the other hand, with
ICIMR G1 will start by following π2 and gets to a white state. At
this point G1 looks at the feasible policy space again and chooses
to follow π1. Again G1 ends up in a white state and thus receive
no negative reward during the whole execution. Does that mean
POMDP cannot be an upper bound of ICIMR?

Let us look at the agent’s behavior more closely. G1 took action
a2 twice, and did not ever choose the action a1, which has proba-
bility 0.5 to set the feature. The sequence of actions a2a2 is not a
feasible policy. This means that although the two policies are both
in the feasible policy space, the concatenation of parts of the policies
might not be in the feasible policy space. The agent is “cheating” in
a sense that it does not achieve the probability that it committed to.

To disallow the agent to cheat, we propose enforcing a shrinking
of the feasible policy space described as follows. The agent can
only choose the new policy from the policies suggesting the same
(probability of taking) past actions as the current policy. This will
guarantee the concatenated policy is still in the feasible policy space.
In the example, π1 would be eliminated after taking the first action
and G1 can only keep following π2. Now we are ready to construct
the proof of the bound of POMDP.
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THEOREM 3. Given incoming influences Γ→i and a commit-
ment (ρ, τ), the expected local value obtained by agent i using
ICIMR will be upper bounded by the optimal local value obtained
by planning using the POMDP.

PROOF. We use π∗|POMDP
i to represent an optimal policy of

agent i under POMDP planning, and V
π
∗|POMDP
i

i (φi(0)) as the
value of the policy. We want to show that

ERk
i
[Ṽi,Rk

i
(φi(0))] ≤ V π

∗|POMDP
i

i (φi(0)) (14)

We can use proof by contradiction to prove this. We want to show
that if

ERk
i
[Ṽi,Rk

i
(φi(0))] > V

π
∗|POMDP
i

i (φi(0)) (15)

then

π
∗|POMDP
i 6= argmax

πi∈Πi(ρ,τ)

V
π
∗|POMDP
i

i (φi(0)) (16)

This is equivalent to saying that there exists πi ∈ Πi(ρ, τ) and
πi 6= π

∗|POMDP
i such that

V πi
i (φi(0)) > V

π
∗|POMDP
i

i (φi(0)) (17)

Recall that the agent is maintaining a belief vector when executing
ICIMR by observing rewards, and any policy update depends on
the belief vector. Therefore, the policy adopted using ICIMR must
also be contained in the POMDP policy space. The expected reward
of this policy is the expected reward of ICIMR. Therefore we have
constructed a policy that has expected reward higher then the optimal
policy on POMDP, which is a contradiction. Thus we proved that
POMDP is an upper bound of ICIMR.

3.3.3 Generating and Evaluating Commitments
using ICIMR

To this point, we have shown that, given a commitment (ρ, τ)
such that Π(ρ, τ) is nonempty, the ICIMR’s expected reward will be
somewhere between the Mean Reward and the POMDP approaches.
But what should the optimal commitment be? An obvious candidate
is the optimal (ρ, τ) for the Mean Reward, which is straightforward
to compute. Intuitively, though, for any given time τ , adopting
a lower commitment probability ρ could expand Π(ρ, τ) to give
ICIMR more policies from which to choose downstream. Section 4
has an example of this kind of situation, where by making a weaker
commitment an agent retains more policy latitude to increase its
local reward.

Unfortunately, such hedging is not always beneficial. Figure 2
illustrates a simple two agent example. The left shows the influenc-
ing agent’s states, actions, and transitions (and their probabilities
when applicable). Shaded states achieve the commitment. The pair
of numbers near a state are the rewards for reaching that state under
the two possible reward functions, the left values correspond to one
function and the right values to the other. The prior for each is
0.5. On the right side is the influenced agent’s simple specification,
which basically says that if the commitment is met the agent can
get reward 1, otherwise no reward. The optimal commitment for
the Mean Reward is ρ = 0.5, since policy a2a5 has expected local
reward of 1 and joint reward of 1.5, while a1a3 and a1a4 have 0 and
0.7 respectively. However, after taking a1, the influencing agent’s
reward (5 or -5) tells it which is the real reward function, and it
can choose either a3 or a4 with confidence. The POMDP can look
ahead to determine that the optimal ρ = 0.7. ICIMR, given ρ = 0.5
would choose a2a5, and after a2 and receiving its reward would

try to find a better policy, but a5 is its only choice at that point.
Had it been given ρ = 0.7, it would have been forced into taking
a1, but Π(0.7, 2) includes both a1a3 and a1a4, and so it can adopt
whichever is better.

0.7

0.3

0.7

0.3

0.5

0.5

(5, -5)

(5, -5)

(-5, 5)

(-5, 5)

(1, 1)

(1, 1)

(5,-5)a1

a2

a3

a4

influenced agentinfluencing agent

1

t_c=2

(5,-5)

a5

Figure 2: Higher ρ gives higher joint reward

As the prior discussion indicates, the optimal commitment for
ICIMR is one that appropriately broadens or narrows the space of
policies that the agent can choose from as it progresses. Thus, the
optimal commitment inherently cannot be identified without looking
ahead. In the context of the message-passing algorithm described
in Section 2.2, this corresponds to agent i’s generation and eval-
uation of outgoing influences. For each possible influence, agent
i can only accurately evaluate each commitment that it generates
by performing a lookahead, iteratively considering each possible
next Mean Reward MDP that it could encounter. This lookahead
performed by the influencing agent for ICIMR is much like that for
the POMDP algorithm, except that whereas the POMDP considers
every possible action at each successive state, ICIMR only considers
the action dictated by the Mean Reward policy in the state, given
the posterior distribution over reward functions. In other words, the
ICIMR looks ahead with a much smaller branching factor (branch-
ing for transitional and reward uncertainty, but not future action).
As our experiments show, this allows ICIMR’s influence evaluation
to consume much less computation than the POMDP’s influence
evaluation, especially for larger time horizons. We also can exploit
structure in restricted cases to narrow the set of (ρ, τ ) combinations
considered, or can find an approximately optimal commitment by
searching only in the neighborhood of the Mean Reward commit-
ment. The efficacy of these latter techniques will be investigated in
our future work.

4. EXPERIMENTAL RESULTS
We now present a preliminary empirical evaluation comparing

ICIMR to the Mean Reward algorithm (wherein agents perform
optimal influence-space search using mean reward models) and the
POMDP algorithm (wherein agents perform optimal influence-space
search using POMDP models that account for the complete reward

1-1        0.01           0.1                                                                          -1        -3.8

Agent  G1’s environment                          Agent  G2’s environment 

x 0         1        2 x     0         1 
y y
0 0

1

2 2

-1             -1             0                                                                  -1            -1

0              1            -1                                                                            1         -3.8

Figure 3: Gate control domain
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Figure 4: Expected joint value. Left:t=4. Right:t=5

t method opt value best commitment
4 Mean Reward -5.688 0.70

POMDP -4.582 0.68
ICIMR -5.042 0.70

5 Mean Reward -6.428 0.91
POMDP -5.225 0.89
ICIMR -5.662 0.75

Table 1: Optimal value and optimal commitment probability

distribution). We test these algorithms on variations of the two-agent
problem shown in Figure 3, where agent G1 (left) and agent G2

(right) represent military units traversing hostile territory. Each
agent starts in location (0, 0) of its respective grid, and the agents’
objective is to avoid harm to the extent possible for the duration
of a fixed-length mission of 8 time units. Some grid locations are
more harmful to enter than others, as indicated by the initial rewards
that appear in each square of Figure 3. For instance, notice that
the only safe location for agent G2 (e.g., the only location with
nonnegative reward) is (0, 2). Although G2’s direct path north to
(0, 2) is blocked by a gate between locations (0, 1) and (0, 2), the
gate is controlled by switches in agent G1’s grid, at locations (1, 2)
and (2, 1). If agent G1 travels to either of these locations, the gate
will open (and stay open thereafter) with probability 0.7 at (1,2) and
0.5 at (2,1) each time the agent actuates the respective switch.

This problem is vastly complicated by the uncertain wrath of an
enemy inG1’s grid. After time step 0, as the enemy forces approach,
the rewards at locations (0, 0), (0, 1), (1, 0), and (1, 1), decrease
by 0.01 units with probability 0.1. At location (1,2), the reward
decreases by 3 units with probability 0.1, which occurs in the event
that the enemy discovers (and strategically attacks) the location
of the switch. As tension mounts, the rewards at these locations
evolve nondeterministically such that the number of different reward
functions increases exponentially with time.

Agent G1 faces the decision of whether or not to make its way
to the initially safe location (1,2) to open the gate for agent G2 and
risk that the enemy discovers the switch. Moreover, G1 must decide
how long to linger in location (1,2), flicking the switch again if the
gate does not open on the earlier tries. There are two successful
flavors of optimal policy that agentG2 can adopt depending onG1’s
influence: it can either wait for G1 to open the gate, or go through a
detour to get to the spot with positive reward. Given the layout of the
grids, there are two possible influence times, t = 4 and t = 5, for
which the optimal policy of G2 is to wait for G1 to open the gate. A
range of possible influence probabilities and joint utilities are shown
in Figure 4. Here, the joint utility of each possible commitment time
and probability combination is shown, given that the time horizon
T = 8.

As shown in Figure 4 and Table 1, the value computed by ICIMR
lies between those of mean reward algorithm and POMDP algorithm
for all possible influence times and probabilities, with substantial

method CPU time (ms)
Mean Reward 398
POMDP 22,390
ICIMR 11,435

Table 2: Computation Time
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Figure 5: Scaling up Problem Time Horizon (T)

improvement over the mean reward method. The reason that taking
reward observation into consideration benefits the agent is that the
observation gives clues about what action to take. In this domain,
the reward is changing slightly at (1,1). This small change of reward
will indicate whether the reward at (1,2), which is the location of
one of the gate controls, has decreased. An agent making the reward
observation will be able to choose depending on the observation
to go up or right to a gate control location. Therefore the policy
could depart from the policy of the Mean Reward and has higher
reward. Similarly, notice that the best commitments at the two pos-
sible commitment times, t = 4 and t = 5, differ from method to
method.

Table 2 lists the running times taken by each of the three al-
gorithms to compute the highest-valued influence and resulting
optimal joint policy. Here, ICIMR is more than an order of magni-
tude slower than the Mean Reward algorithm due to the overhead
incurred by its lookahead over future reward trajectories. For this
particular problem, ICIMR was marginally faster than the optimal
POMDP algorithm. However, if we expand the problem time hori-
zon, the POMDP experiences a contrastingly dramatic increase in
complexity. This is shown in Figure 5. Although not optimal,
ICIMR is able to scale to larger problems.

5. CONCLUSION
In this paper, we have addressed the problem of multiagent plan-

ning in highly dynamic and uncertain environments. While conven-
tional multiagent planning methods work with a fixed environmental
model that manifests any and all uncertainty as agents’ nondetermin-
istic transition and observation functions [2, 5, 7, 13, 15], here we
assume that there is additional uncertainty at the meta level. That is,
agents are uncertain as to which model is the correct model of their
environment. By and large, prior multiagent planning research has
dealt with model uncertainty by prescribing that agents react to (a
perhaps unpredictable set of) changes to their model by replanning
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or repairing local behavior [14, 1] or by reconfiguring agent commit-
ments [9]. In contrast, our approach endeavors to compute policies
that are robust to environmental changes by explicitly accounting
for the model uncertainty during the planning process.

We have introduced a formal context for multiagent planning
under reward uncertainty, the Bayesian Reward TD-POMDP. In
addition to emphasizing weakly-coupled interaction structure in
agents’ uncertain transition dynamics, the BR-TD-POMDP includes
a probability distribution over local reward functions. In this con-
text, we have described three approaches for planning locally under
reward uncertainty, employing (1) POMDPs that model distribu-
tions over reward functions, (2) mean reward MDPs that model
the expected reward (which we prove yields optimal solutions for
agents that do not receive informative rewards), and (3) influence-
constrained iterative mean reward (ICIMR) models that exploit both
the richness of the POMDP’s belief state and the efficiency of the
mean reward MDP. Our primary contribution is the combination of
these single-agent planning techniques and W&D’s influence-based
abstraction approach to multiagent planning, which leads us to the
development of the ICIMR algorithm. Theoretical results, as well
as a preliminary empirical analysis, demonstrate that ICIMR strikes
a good compromise between solution quality and computational
overhead.
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ABSTRACT
Despite their worst-case NEXP-complete planning complexity,
DEC-POMDPs remain a popular framework for multiagent team-
work. This paper introduces effective teamwork under model
uncertainty (i.e., potentially inaccurate transition and observa-
tion functions) as a novel challenge for DEC-POMDPs and
presents MODERN, the first execution-centric framework for
DEC-POMDPs explicitly motivated by addressing such model
uncertainty. MODERN’s shift of coordination reasoning from
planning-time to execution-time avoids the high cost of comput-
ing optimal plans whose promised quality may not be realized in
practice. There are three key ideas in MODERN: (i) it maintains
an exponentially smaller model of other agents’ beliefs and actions
than in previous work and then further reduces the computation-
time and space expense of this model via bounded pruning; (ii)
it reduces execution-time computation by exploiting BDI theories
of teamwork, and limits communication to key trigger points; and
(iii) it limits its decision-theoretic reasoning about communication
to trigger points and uses a systematic markup to encourage extra
communication at these points – thus reducing uncertainty among
team members at trigger points. We empirically show that MOD-
ERN is substantially faster than existing DEC-POMDP execution-
centric methods while achieving significantly higher reward.

Categories and Subject Descriptors
I.2.11 [ARTIFICIAL INTELLIGENCE]: Distributed Artificial
Intelligence

General Terms
Algorithms

Keywords
Distributed POMDPs, Model Uncertainty, Teamwork

1. INTRODUCTION
Despite their NEXP-complete policy generation complexity [1],

Distributed Partially Observable Markov Decision Problems
(DEC-POMDPs) have become a popular paradigm for multiagent
teamwork [2, 7, 8, 10]. DEC-POMDPs are able to quantitatively
express observational and action uncertainty, and yet optimally
plan communications and domain actions.

The Sixth Annual Workshop on Multiagent Sequential Decision-
Making in Uncertain Domains (MSDM-2011), held in conjunction
with AAMAS-2011 on May 3, 2011 in Taipei, Taiwan.

This paper focuses on teamwork under model uncertainty (i.e.,
potentially inaccurate transition and observation functions) in
DEC-POMDPs. In many domains, we only have an approximate
model of agent observation or transition functions. To address this
challenge we rely on execution-centric frameworks [9, 13, 14],
which simplify planning in DEC-POMDPs (e.g., by assuming cost-
free communication at plan-time), and shift coordination reason-
ing to execution time. Execution-centric frameworks appear better-
suited to address model uncertainty as they (i) lead to provably ex-
ponential improvement in worst-case complexity [8, 9]; (ii) avoid
paying a high planning cost for a “high-quality” DEC-POMDP pol-
icy that cannot be realized in practice; and (iii) allow for coordina-
tion reasoning at execution-time to mitigate model uncertainty.

Unfortunately, past work in execution-centric approaches [9, 13,
14] also assumes a correct world model, and the presence of model
uncertainty exposes three key weaknesses in that work. First, they
maintain the entire set of the team’s joint belief states for execution-
time reasoning, a costly undertaking that is not well-justified given
model uncertainty. Second, they reason at execution-time about the
right action and communication before each decision step, leading
to inefficient computation. Third, their detailed and expensive rea-
soning about communication and action is based on the assumption
of an accurate model — again, given model uncertainty, such pre-
cise computation is wasteful due to its inaccuracy.

This paper provides two sets of contributions. The first is a
new execution-centric framework for DEC-POMDPs called MOD-
ERN (MOdel uncertainty in Dec-pomdp Execution-time ReasoN-
ing). MODERN’s key insight is that given model uncertainty, it is
wasteful to maintain a very detailed model of other agents or the
team’s belief states (it will be inaccurate anyway) and reason in
depth with such a detailed model — the inferences will also be in-
accurate. Instead, model uncertainty drives MODERN to simplify
modeling and reasoning of other agents and boost communication
at key junctures instead.

MODERN is the first execution-centric framework for DEC-
POMDPs explicitly motivated by model uncertainty. It is based
on three key ideas. First, MODERN reasons with an exponentially
smaller model of other agents’ beliefs and actions than the entire
set of joint beliefs as done in previous work [9, 13, 14]; then it fur-
ther reduces the computation time and space expense of this model
via bounded pruning. Second, MODERN reduces execution-time
computation by: (i) engaging in decision-theoretic reasoning about
communication only at Trigger Points — instead of every agent
reasoning about communication at every step, only agents encoun-
tering trigger points perform such reasoning; and (ii) utilizing a pre-
planned policy for actions that do not involve interactions, avoiding
on-line planning at every step. Our approach has significant advan-
tages in domains with interaction-sparseness. Third, MODERN
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increases communication at trigger points by doing a markup of
the expected utility gain under the assumption that communication
has significant value in reducing uncertainty. We justify our design
decisions in MODERN through a systematic empirical evaluation.
As our evaluation shows, MODERN outperforms competing algo-
rithms in terms of its run-time performance while finding higher
quality solutions.

This paper’s second set of contributions are in opening up model
uncertainty as a new research direction for DEC-POMDPs and
emphasizing the similarity of this problem to the Belief-Desire-
Intention (BDI) model for teamwork [3, 6, 11]. In particular, BDI
teamwork models also assume inaccurate mapping between real-
world problems and domain models. As a result, they emphasize
robustness via execution-time reasoning about coordination [11].
Given some of the successes of prior BDI research in teamwork,
we leverage insights from BDI in designing MODERN.

2. PROBLEM STATEMENT
DEC-POMDPs have been used to tackle real-world multi-

agent collaborative planning problems under transition and
observation uncertainty, which are described by a tuple
〈I, S, {Ai}, {Ωi}, T,R,O,b0〉. I = {1, ..., n} is a finite set of
agents, and S = {s1, ..., sk} is a finite set of joint states. Ai is
the finite set of actions of agent i, A =

∏
i∈I Ai is the set of

joint actions, where a = 〈a1, ..., an〉 is a particular joint action
(one individual action per agent). Ωi is the set of observations
of agent i, Ω =

∏
i∈I Ωi is the set of joint observations, where

o = 〈o1, ..., on〉 is a joint observation. T : S × A × S 7→ R is
the transition function, where T (s′|s,a) is the transition probabil-
ity from s to s′ if joint action a is executed. O : S×A×Ω 7→ R is
the observation function, where O(o|s′,a) is the probability of re-
ceiving the joint observation o if the end state is s′ after a is taken.
R(s,a, s′) is the reward that agents get by taking a from s and
reaching s′, and b0 is the initial joint belief state.

We denote the joint observation history at time step t with
ht = {o1,o2, . . . ,ot} and the set of ht with Ht. H =

⋃
tH

t

is the set of all possible joint observation histories at all time steps.
A joint policy π : H 7→ A is a mapping from joint observation
history to joint action. Let hti = {o1i , o2i , . . . , oti} be the individual
observation history of agent i at time step t. The set of all possible
hti is denoted by Ht

i . Let Hi =
⋃
tH

t
i be the set of all possible

individual observation histories at all time steps for agent i. The
individual policy for agent i, πi : Hi 7→ Ai, is a mapping from
agent i’s individual observation history to its individual action. We
use ht−i to denote an observation history of all agents except i and
Ht
−i to denote the set of all possible ht−i. Similarly we use π−i to

represent the policy for all agents except i.
Here, we assume the presence of model uncertainty, which is

modeled with a Dirichlet distribution [4]. A separate Dirichlet dis-
tribution for the observation and transition function is used for each
joint state, action, and observation. An L-dimensional Dirichlet
distribution is a multinomial distribution parameterized by positive
hyper-parameters β = 〈β1, . . . , βL〉 that represents the degree of
model uncertainty. The probability density function is

f(x1, ..., xL;β) =

∏L
i=1 x

βi−1
i

B(β)
, B(β) =

∏L
i=1 Γ(βi)

Γ(
∑L
i=1 βi)

,

and Γ(z) =
∫∞
0
tz−1e−tdt is the standard gamma function. The

maximum likelihood point can be easily computed: x∗i = βi∑L
j=1 βj

,

for i = 1, ..., L. Let Ts,a be the vector of transition probabilities
from s to other states when a is taken and Os′,a be the vector of
observation probabilities when a is taken and s′ is reached. Then

Ts,a ∼ Dir(β) and Os′,a ∼ Dir(β′), where β and β′ are two
different hyper-parameters.

We assume that the planner is not provided the precise amount of
model uncertainty (i.e., the precise amount of uncertainty over tran-
sition or observation uncertainty). Our goal is effective teamwork,
i.e., achieving high reward in practice, at execution time.

3. RELATED WORK

3.1 DEC-POMDPs
Related work includes DEC-POMDP planning that specifically

focuses on optimal communication [2, 8]. In addition to its lack of
emphasis on execution-time reasoning, this research has not tack-
led the challenge of model uncertainty. Furthermore, given gen-
eral communication costs, the policy generation problem remains
NEXP-complete. Although execution-centric approaches [9, 12,
13, 14] lead to a provably exponential improvement in worst-case
complexity over optimal DEC-POMDP planners, they have also
assumed model correctness.

Xuan and Lesser [14] studied the trade-offs between central-
ized and decentralized policies in terms of communication require-
ments, as well as provided a method to transform centralized poli-
cies to distributed ones. This research differs from our own given
its focus on distributed MDPs rather than DEC-POMDPs (and thus
does not face the challenges of modeling other agents’ belief dis-
tributions), and its assumption of model correctness.

ACE-PJB-COMM (APC), one of the first execution-centric sys-
tem [9] assumes free communication when planning and collapses
the multi-agent problem to a single-agent POMDP. At execution
time, agents execute the plan in a decentralized fashion, communi-
cating to avoid miscoordination. If the expected utility gain from
communication is greater than communication cost, an agent will
communicate its history to the rest of the team. Similarly, MAOP-
COMM (MAOP) [13] communicates whenever it detects a history
inconsistency that might cause miscoordination. APC and MAOP
respectively use GrowTree and JointHistoryPool, the set of possible
belief nodes to reason about the team’s belief space when an agent
does not know its teammate’s actions or observations.

Our work differs from these works as we assume model uncer-
tainty, leading to several major differences. First, MODERN main-
tains an exponentially smaller set of beliefs than GrowTree and
JointHistoryPool mentioned above. It further reduces the computa-
tion time and space via bounded pruning, which allows it to signifi-
cantly improve the scalability compared to APC with particle filter-
ing and MAOP with belief merging. Second, MODERN provides
selective reasoning about communication, reducing the computa-
tion burden, while APC and MAOP reason about action and com-
munication at every time step in an online-manner. Third, assuming
model uncertainty, MODERN boosts communication, while APC
and MAOP assume model correctness, and thus they rely on precise
local computation over joint beliefs. Fourth, MODERN explicitly
considers two-way communication to synchronize beliefs, while
APC only considers one-way broadcasts. Although APC pays less
in communication cost than MODERN, relying on reasoning over
uncertain belief states causes more conservative action selection,
leading to lower reward. An additional difference with MAOP is
that it does not consider communication cost, while MODERN rea-
sons about communication based on cost-utility analysis, which al-
lows us to show significantly superior results as communication
cost increases.

3.2 BDI Teamwork
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While BDI is unable to quantitatively reason about costs and un-
certainties, nevertheless, there have been some successes in prior
BDI work [3, 6, 11]. Here, we draw upon three key ideas from
BDI teamwork in MODERN. First, BDI approaches focus on exe-
cution and thus emphasize the execution-time teamwork reasoning
rather than plan-time reasoning, as a pre-planned team coordina-
tion may lead to dramatic failures when unanticipated events oc-
cur. BDI teamwork frameworks simplify planning by focusing on
team-oriented programs that abstract away from “low-level coordi-
nation,” instead shifting coordination reasoning (i.e., communica-
tion) to execution time. This in essence is similar to the execution-
centric DEC-POMDP framework. Second, agents differentiate be-
tween individual actions and actions that require interaction with
others; in many teamwork domains agents are seen to act individu-
ally for significant portions of the task performance and then occa-
sionally perform a tightly coupled action. Third, agents only rea-
son about communication when the plan requires interactions with
others; agents do not reason about communication at every step.
For example, key teamwork execution systems have been based on
joint commitments [6]. A joint commitment between two agents to
a joint goal P leads to two types of communication:

• In order to form a joint commitment, an agent requests others to
commit to its goal, P . We refer to this as “asking,” and here an
agent’s action changes based on response from the other agent.

• Once jointly committed to P , if an agent privately comes to be-
lieve that P is achieved, unachievable, or irrelevant, it commu-
nicates this to its teammates. We refer to this as “telling.” The
other agent’s action changes due to the communication.

4. DESIGN DECISIONS
During planning, MODERN has a standard single-agent

POMDP planner [5] plan a policy for the team of agents by as-
suming zero-cost communication. Then, at execution-time, agents
model other agents’ beliefs and actions, reason about when to com-
municate with teammates, reason about what action to take if not
communicating, etc.

MODERN’s design is driven by the model uncertainty, leading
to three major novel ideas. MODERN (i) maintains a very small
set of beliefs to reason about other agents because a complete set
of joint beliefs (which may be erroneous under model uncertainty)
is not well-justified, (ii) selectively reasons about communication
to reduce execution-time computational burden because precise
reasoning at every step does not provide additional benefits, but
rather exacerbates the computational problems, and (iii) simplifies
its decision-theoretic reasoning and marks up the expected utility
gain to overcome model uncertainty by boosting communication at
trigger points.

Thus, it is precisely due to model uncertainty that MODERN
simplifies modeling and reasoning about other agents by maintain-
ing a bounded approximate model (compared to previous work [9,
13] which maintains a very detailed model). Instead, MODERN
boosts communication at trigger points. As shown in our exper-
imental results, it is precisely due to this aggressive reliance on
communication rather than detailed reasoning that MODERN out-
performs its competitors who are much more reliant on their mod-
els of other agents. We describe these ideas in the following.

4.1 Modeling Other Agents
In contrast with the complete tree of joint beliefs in [9, 13],

MODERN maintains an approximate and exponentially smaller set
of beliefs to model other agents via (i) Individual estimate of joint
Beliefs (IB) and (ii) Bounded Pruning.

IB is a concept used in MODERN to decide whether or not com-
munication would be beneficial and to choose a joint action when
not communicating. IB can be conceptualized as a subset of team
beliefs that depends on an agent’s local history, leading to an expo-
nential reduction in belief space compared to GrowTree mentioned
earlier. In particular, for two agents, GrowTree has (|o1||o2|)t num-
ber of nodes for the team while IB maintains only |o1|t or |o2|t
number of nodes, where |oi| is the number of agent i’s local ob-
servations, and t is a time step. IBt describe the set of nodes of
the possible belief trees of depth t. Each node θ in IBt has a tuple
consisting of 〈b(θ),h(θ),a(θ), p(θ)〉, where b(θ) is the joint be-
lief given that h(θ), h(θ) is the joint observation history, a(θ) is
the joint action obtained from a given policy tree, and p(θ) is the
likelihood of observing h(θ).

For example, consider a 2×3 grid world with two agents (see
Figure 1). The agents can wait (W ) or move in 4 directions. The
team’s goal is to perform a joint task (Pj , e.g., defusing a bomb)
or individual task (Pi, e.g., charging the battery) at pre-specified
locations to achieve a high reward. There are three observations
per agent: location-of-joint-task (o), not-location-of-any-task (ō),
and location-of-individual-task (ô). We will describe the domain
in detail later in Section 6. An agent’s IB in this domain can be
represented as a tree shown in Figure 2. The initial distribution
of possible joint beliefs is composed of a single leaf at belief b0,
the starting belief of the team, with probability 1 and an empty
observation history. Suppose that the team chooses to execute the
action 〈Moveeast,Movewest〉. The IB of each agent only maintains
nodes that are consistent with its local observation history. Thus, IB
for agent 1 has 3 nodes in total, 〈o, o〉, 〈o, ō〉, 〈o, ô〉 assuming that
agent 1’s local observation is o, while a joint team belief such as
GrowTree maintains a full tree consisting of 9 nodes at time horizon
1. This shows how our individual model can be much smaller than
the joint team belief. However, the number of possible beliefs in IB
grows rapidly, particularly when agents choose not to communicate
for long time periods.

Hence, we propose a new pruning algorithm that provides fur-
ther savings. In particular, it keeps a fixed number of most likely
beliefs per time step in IB. Our pruning method first expands be-
liefs using the Bayes update rule and then selects the most likely
belief at each time step until the selected number of beliefs reaches
a pre-defined upper-limit. This reduced belief set is used to detect
trigger points and reason about communication in MODERN. Note
that MODERN uses a sync action in communication (discussed be-
low) that is useful to ensure that all agents create an identical belief.
This provides a way to ascertain the team’s joint status and avoid
miscoordination.

Figure 1: Illustrative Domain

4.2 When to Reason: Trigger Points
The policy provided to each agent from MODERN’s planning

maps the agent team’s joint observation to joint actions of the team.
Unlike APC or MAOP, MODERN does not require agents to rea-
son from scratch about what action or communication to execute at
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Figure 2: Example of an individual belief maintained by agent1

every time step. Instead, agents follow the provided policy, map-
ping their own observation in the policy to their own action, except
at trigger points inspired by joint commitments. Note that trig-
ger points include any situation involving ambiguity in mapping
an agent’s observation to its action in the joint policy. The key
idea is that in sparse interaction domains, agents will not have to
reason about coordination at every time step and only infrequently
encounter trigger points, thus significantly reducing the burden of
execution-time reasoning. First, we define trigger points inspired
by BDI teamwork:

Definition Time step t is a trigger point for agent i if either of the
following conditions are satisfied.
Asking Let hti be the actual individual observation history of agent
i. Time step t is an Asking trigger point for agent i if there exist
two different ht−i, h̃

t
−i ∈ Ht

−i such that πi(ht) 6= πi(h̃
t), where

ht = hti ⊗ ht−i and h̃t = hti ⊗ h̃t−i.
Telling Time step t is a Telling trigger point for agent i if there
exists at least one ht−i ∈ Ht

−i, and two different hti, h̃
t
i ∈ Ht

i , such
that π−i(ht) 6= π−i(h̃

t), where ht = hti⊗ht−i and h̃t = h̃ti⊗ht−i.
Let us consider the example discussed in Section 4.1. As shown

in Figure 2, there is no ambiguity when selecting a joint action
at t=0. Thus, no trigger point is detected and the agents select a
joint action, 〈Moveeast,Movewest〉, from the given policy. At t=1,
agent 1 detects a trigger point by the asking condition because agent
1’s action choice is affected by agent 2’s local observation: either
Pj if agent 2 observes o or W if agent 2 observes ō or ô. Thus,
agents start reasoning about communication.

4.3 Reasoning at Trigger Points
MODERN’s reasoning about communication is governed by the

following formula: f(κ, t) · (UC(i) − UNC(i)) > σ, where κ is a
markup rate, t is a time step, UC(i) is the expected utility of agent
i if agents were to communicate, UNC(i) is the expected utility of
agent i when it does not communicate, and σ is a given communi-
cation cost. The two novelties in MODERN’s reasoning are how it
computes UC(i) and UNC(i), and how it uses the markup function
f(κ, t). Both of these are motivated by model uncertainty.

In MODERN, agents reason about whether or not communica-
tion would be beneficial. If they do communicate, all agents syn-
chronize by sending all local observation histories to others. Thus,
all the agents reach a specific belief node, θ, and can choose a joint
action for the team. Otherwise, if no agent chooses to communi-
cate, each agent chooses the best locally optimal action based on
estimated most likely actions of the other agents. Computation of
UC(i)− UNC(i) is performed as following:

UC(i) =
∑

θ∈IBi

p(θ) · V (b(θ),a(θ)) ,

UNC(i) = max
ai∈Ai

UIBi(〈ai, a∗−i〉),

Table 1: Markup values: experimental observations
HHHHHσ

Sparse-interaction Highly-coupled

Low κ=1.0 κ=1.0
Medium 1.0< κ <2.0 (∗) κ=1.0

High 1.0< κ <1.5 (∗) 1.0< κ <1.5 (∗)

a∗−i = a−i(θ
∗) s.t. θ∗ ∈ Θ,

UIBi(a) =
∑

θ∈IBi

p(θ) · V (b(θ),a),

where V (b,a) is the expected utility when an action a is taken at
belief state b. a∗−i is agent i’s estimate of the most likely action of
all other agents. This is greedily selected using the most likely se-
quence, Θ, at every time step, where agent i optimistically assumes
that all other agents obtain the most likely observations. UC(i) is
calculated by considering two-way synchronization, which empha-
sizes the benefits from communication. UNC(i) is computed based
on the individual evaluation of heuristically estimated actions of
other agents.

The markup function, f(κ, t), helps agents to reduce uncertainty
among team members by marking up the expected utility gain from
communication rather than perform precise local computation over
erroneous models. In this work, we use an exponential markup
rate, f(κ, t) = κt. Because uncertainty among team members in-
creases as time passes, the markup rate should increase according
to the time step. An optimal markup function, f(κ, t), can lead
to substantial improvements. While we do not have a theoretical
method of computing κ, our extensive experimental results illus-
trate some potential guidelines for setting κ. In Table 1, (∗) indi-
cates where κ significantly impacts the overall performance. In par-
ticular, when communication cost (σ) is low, marking up appears to
have little impact on total expected reward, hence we suggest κ=1.0
(row 2, columns 2 and 3). In a sparse-interaction domain, when σ
is medium, κ significantly impacts the overall performance, thus
1.0< κ <2.0 appears to be beneficial (row 3, column 2). When σ
is high, overestimating κ can degrade performance, thus κ between
1.0 and 1.5 is suggested (row 4, columns 2 and 3). We empirically
justify this heuristic in Section 6.

5. THE MODERN ALGORITHM
The MODERN algorithm first takes a provided single joint pol-

icy from the offline planning as means for the underlying decision
making. Each node in IB is expanded using possible observations
and joint actions from the given policy, and then MODERN detects
trigger points based on the belief tree. Once the agents detect a trig-
ger point, they reason about whether or not communication would
be beneficial, as discussed in the previous section. If agents do not
detect trigger points, this implies there is little chance of miscoor-
dination, and they take individual actions as per the given policy.

MODERN is presented in detail in Algorithm 1. The joint pol-
icy π is provided as an input to MODERN. On line 1, the initial
distribution of possible beliefs, IB0, is composed of a single node
at belief b0 (the starting belief of the team), which has probabil-
ity 1, an empty observation history, and a joint action, a0, which
is described by the root of π. In line 6, IB is updated by the stan-
dard Bayes update rule. Then, MODERN decides whether or not a
trigger point exists on the current time step (line 7). If a trigger
point is detected, MODERN reasons whether the expected util-
ity gain caused by communication justifies communication cost
(lines 9–19). Specifically, when a trigger point is detected, agent
i communicates when the expected utility gain by communication
is higher than a given communication cost. Otherwise, the agent
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simply selects and executes its action from π. When agents decide
to communicate, they share their local histories (i.e., synchronize
their histories). Agents can then know the actual joint observation
histories and execute the joint action given by the policy (line 17).
Otherwise, they execute the estimated best joint action (line 19). If
the trigger point is not detected, agents take their individual actions
from π (line 21).

As an example, again consider the 2×3 grid domain from Fig-
ure 1. MODERN first initializes IB with a single node that has
the initial belief, b0, with likelihood p0 = 1.0 (line 1). The ini-
tial joint action a0 = 〈Me,Mw〉 is obtained from the provided
policy (line 2). Then the two agents execute their local actions
respectively: agent 1 moves east and agent 2 moves west to ap-
proach the task location. As illustrated in Figure 2, agent 1 ob-
serves o, i.e., it is at the joint task location. It expands IB1 con-
sidering all possible joint observations that are consistent with o:
〈o, o〉, 〈o, ō〉, and 〈o, ô〉. At the same time, agent 2 also updates
IB2 based on its local observation (line 6). At t = 1, agent
1 checks whether the current situation meets any of the trigger
point conditions (line 7). According to IB1, we see that agent
1’s local action is affected by agent 2’s observation, and thus a
trigger point is detected by the asking condition. Because a trig-
ger point is detected at t = 1, agent 1 reasons whether com-
munication would be beneficial to improve team performance.
First, it computes UC(1) = 0.8V (b1

0,a
1
0) + 0.15V (b1

1,a
1
1) +

0.05V (b1
2,a

1
2) (line 9). Then, agent 1 considers possible individ-

ual actions given by the policy: {Pj ,W} (line 10), and estimates
the most likely action of agent 2 assuming agent 2 keeps obtain-
ing the most likely observation (line 11). Let us assume agent
2’s most likely action is Pj (i.e., performing a joint task). Then,
UNC(1) = max{0.8V (b1

0, 〈Pj , Pj〉) + 0.15V (b1
1, 〈Pj , Pj〉) +

0.05V (b1
2, 〈Pj , Pj〉), 0.8V (b1

0, 〈W,Pj〉)+0.15V (b1
1, 〈W,Pj〉)+

0.05V (b1
2, 〈W,Pj〉)} (line 13). Agent 1 then checks whether the

utility gain, f(κ, 1)·(UC(1)−UNC(1)), is greater than the commu-
nication cost σ (line 14). If so, it communicates (line 15), otherwise
it selects the estimated best action based on UNC(1) (line 19). If
no trigger point is detected, agents execute their local actions from
the given policy tree (line 21).

Algorithm 1 MODERN(JOINTPOLICY π, AGENTINDEX i)
1:
{
Initialize individual estimate IB0

i ; τ ← false
}

2:
{
a0 ← π(IB0

i ); Execute a local action a0i
}

3: for t = 1, . . . , T − 1 do
4: oti ← Get the observation from the environment
5: hti ← Update agent i’s own local history with oti
6: IBti ← EXPAND(IBt−1

i , oti )
7: τ ← DETECTTRIGGERPOINT(π, IBti )
8: if τ = true then
9: UC ←

∑
θ∈IBt

i
p(θ) · V (b(θ),a(θ))

10: Ati ← {πi(ht(θ))|θ ∈ IBti}
11: a∗−i = a−i(θ∗)

12: a∗i ← argmaxai∈At
i

∑
θ∈IBt

i
p(θ)V

(
b(θ), 〈ai, a∗−i〉

)

13: UNC ←
∑
θ∈IBt

i
p(θ) · V (b(θ), 〈a∗i , a∗−i〉)

14: if f(κ, t) · (UC − UNC) > σ then
15: Sync hti with other agents
16: IBti ← Update via communicated joint history ht

17:
{
ati ← πi(IB

t
i); τ ← false

}

18: else
19: ati ← a∗i
20: else
21: ati ← πi(IB

t
i)

22: Execute the action ati

6. EMPIRICAL VALIDATION
We evaluate the performance of MODERN on several domains

and compare it with two previous techniques: APC [9] and
MAOP [13]. Since APC and MAOP have only limited abilities to
scale up to large domains, we first show results in small domains.
Then, we scale up MODERN and show results for larger domains.
The planning time for all algorithms is identical and thus we only
measure the average execution-reasoning time per agent.

Noise in transition matrix and observation matrix follow a
Dirichlet distribution (which is not known by the planner or the
agents). The level of model error is represented by a parameter α
(
∑L
i βi) in Dirichlet distribution: error increases as α decreases.

We evaluate the performance of MODERN under four different
amounts of error by varying α from 10 to 10000. The experiments
were run on Intel Core2 Quadcore 2.4GHz CPU with 3GB main
memory. All techniques were evaluated for 600 independent trials
throughout this section. We report the average rewards.

6.1 Domain Descriptions
Small Grid Domains: 1×5 and 2×3 domains were used for eval-
uation. In both domains, there are two agents trying to perform one
joint task. In the 1×5 grid domain, each agent has three actions:
move east, move west and perform joint task. Each agent can ob-
tain two observations: whether or not it is at a joint location. In this
domain, we have 50 joint states, 9 joint actions and 4 joint observa-
tions. In the 2×3 grid, each agent has two additional actions: move
north and move south. There are 72 joint states, 25 joint actions
and 4 joint observations in this configuration. In both configura-
tions, each movement action incurs a small penalty of -0.2. The
joint task requires that both agents perform the task together at the
joint location. If the joint task is successfully performed, a reward
of +10 is obtained. If only one agent performs the joint task or the
joint task action is performed at the wrong location (i.e., miscoor-
dination), a penalty of -5 or -2 is given to the team, respectively.
Large Grid Domain: In Sections 6.3–6.5, we consider a scale-up
of the 2×3 grid domain since we can quickly solve the small grid
domains. As shown in Figure 1, two individual tasks are added to
the grid, which require only one agent to perform. In this new do-
main, each agent has one additional observation regarding an indi-
vidual task location and two additional actions: perform individual
task and wait. The number of joint states is 288, the number of
joint actions is 49, and the number of joint observations is 9. If
any agent performs the individual task action at the correct loca-
tion, the team receives a reward of +5. If both agents try to perform
the same individual task, the team reward will be unchanged (+5).
On the other hand, if an agent attempts to perform the individual
task at any incorrect location, a penalty of -1 will be assessed. If an
agent chooses the action wait, there will be no penalty or reward.
Dec-Tiger Domain: The fourth domain used for our evaluation is
the Dec-Tiger domain [7]. It has 2 joint states, 4 joint observations,
and 9 joint actions. In this domain, miscoordination happens when
both agents open the door with the tiger or when each agent opens
a different door. We included this domain because APC was built
specifically for this domain. While MODERN focuses on domains
where interactions among agents are sparse, the tiger domain has
highly coupled actions among agents.

6.2 Comparison: Solution Quality
We compared the average rewards achieved by all algorithms for

three different communication costs in two small grid domains and
the tiger domain. The communication costs are selected propor-
tional to the expected value of the policies: 5%, 20%, and 50%.
The time horizon was set to 3 in this set of experiments.
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Table 2: Comparison MODERN (MD) with APC and MAOP: Average Performance in Small Domains

1×5 Grid 2×3 Grid Dec-Tiger
σ α MD(κ1) MD(κ2) APC MAOP MD(κ1) MD(κ2) APC MAOP MD(κ1) MD(κ2) APC MAOP

5%

10 5.36 5.38 -1.20 1.52 5.28 5.30 -2.25 -0.36 11.45 11.36 12.56 -3.09
50 5.24 5.11 -1.20 1.49 5.28 5.33 -2.04 -0.68 10.95 10.94 11.92 -3.44

100 5.16 5.20 -1.20 1.47 5.02 5.03 -1.85 -0.63 11.18 11.23 12.33 -3.37
10000 4.46 4.38 -1.20 1.13 4.62 4.61 -1.80 -0.78 10.92 10.96 11.92 -3.51

20%

10 4.70 4.65 -1.20 0.38 4.62 4.68 -1.20 -1.47 8.35 8.41 10.70 -5.69
50 4.58 4.71 -1.20 0.28 4.62 4.66 -1.20 -1.72 7.59 7.56 10.64 -6.13

100 4.50 4.46 -1.20 0.28 4.36 4.40 -1.20 -1.68 8.09 8.11 10.55 -6.04
10000 3.80 3.71 -1.20 -0.12 3.96 3.91 -1.20 -1.86 7.77 7.73 10.31 -6.21

50%

10 3.38 3.39 -1.20 -1.90 3.30 3.29 -1.20 -3.69 0.24 0.17 -6.0 -11.78
50 3.26 3.25 -1.20 -2.15 3.30 3.34 -1.20 -3.80 -0.81 -0.80 -6.0 -12.40

100 3.18 3.16 -1.20 -2.12 3.04 3.06 -1.20 -3.79 -1.42 -1.39 -6.0 -12.27
10000 2.48 2.52 -1.20 -2.61 2.64 2.62 -1.20 -4.01 -1.18 -1.26 -6.0 -12.51

Table 3: Average Number of Messages in Small Domains (α=10, κ=1.0)
1×5 Grid 2×3 Grid Dec-Tiger

HHHHHσ
MODERN APC MAOP MODERN APC MAOP MODERN APC MAOP

5% 1.95 0.05 1.72 1.99 0.53 1.68 3.22 1.86 0.87
20% 1.87 0.05 1.72 1.90 0.03 1.68 2.44 1.86 0.87
50% 1.80 0.03 1.72 1.81 0.02 1.68 2.38 0.0 0.87

In Table 2, σ in column 1 displays the different communication
cost andα in column 2 represents the level of model error. Columns
3–6 display the average reward achieved by each algorithm in the
1×5 grid domain. Columns 7–10 show the results in the 2×3 grid
domain. Columns 11–14 are for the multi-agent tiger domain. For
the markup function in MODERN (MD in Table 2), κ1=1.0 and
κ2=1.25 were used. We performed experiments with a belief bound
of 10 nodes per time-step for our algorithm.

Table 2 shows that MODERN (columns 3–4, and 7–8) signifi-
cantly outperformed APC (columns 5 and 9) and MAOP (columns
6 and 10) in the grid domains that have sparse interactions. MOD-
ERN received statistically significant improvements (via t-tests,
p<0.01), relative to other algorithms.

In the highly-coupled tiger domain, APC (column 13) had
slightly higher reward than MODERN (columns 11–12) when com-
munication cost was low (5%, rows 3–6) or medium (20%, rows
7–10), but the difference was only about 10% in reward. However,
when communication cost was high (50%, rows 11–14), MODERN
outperformed APC. In particular, even at this high communication
cost, MODERN selectively utilized communication to successfully
perform a joint task, and thus it achieved higher reward. MAOP
(column 14) showed the worst results regardless of α and σ. We
discuss more in detail below.

Table 2 also shows that as communication cost increases, the re-
ward obtained by all three algorithms decreases since agents have
to pay more to avoid miscoordination or face higher chance of mis-
coordination with less communication, both leading to lower solu-
tion quality. For instance, when model uncertainty was high (i.e.,
α=10), the average reward decreased as communication cost in-
creased from 5% (row 3) to 50% (row 11). The average reward
of MAOP is directly affected by communication cost since it does
not consider this communication cost during reasoning. As shown
in Table 3, MAOP triggered the same number of communications
regardless of communication cost.

Another trend in Table 2 is that the solution quality generally in-
creases with a lower α. For example, when communication cost
was low (5%), as model uncertainty increased (i.e., α decreased
from 10000 (row 6) to 10 (row 3)), the average reward increased.

Inclusion of model uncertainty into communication reasoning al-
lows for better use of communication to reduce miscoordination.
Thus, when model uncertainty increases, execution-centric algo-
rithms get better results. Specifically, when model uncertainty is
high, the true transition and observation probabilities in the world
have larger differences from the values in the given model; more
model uncertainty means more models with higher probabilities of
success or failure. When the true probabilities are lower than given
model values, agents recover in models with high failure probabil-
ity using communication and thus avoid huge penalties. When the
true values are higher, agents exploit gains in models with high suc-
cess probability by successfully performing joint actions leading to
a higher solution quality. This results in higher average reward.

For instance, consider a 1×5 grid world with two agents. An
agent continues to move as long as it believes that it is not at the
target location and performs the joint action when it believes that it
is at the target location. There are the following four possibilities:
(1) both agents believe that they are at the target location, are at the
target location, and they thus successfully perform the joint action
and achieve a reward of +9.2; (2) both agents do not believe that
they are at the target location, and they thus do not attempt the joint
action and achieve a reward of -1.2; (3) both agents believe that they
are at the target location but one or both of them are not at the target
location, and they thus fail to perform the joint action and achieve a
reward of -2.8; and (4) exactly one agent believes that it is at the tar-
get location, and it thus attempts the joint action alone and achieve
a reward of -6.0. In this case, more model uncertainty results in
more models with higher probabilities of success or failure (i.e.,
not case #2). MODERN, by using a better strategy for reasoning
about communication at execution time, improves the probability
of achieving success (case #1) and exploits gains from them. Ad-
ditionally, communication decreases the likelihood that the agents
fall into cases #3 and #4, which have large negative rewards, and
instead fall into case #2, which has a smaller negative reward by ex-
changing the observation history at the right moment. On the other
hand, when model uncertainty is low, it will have lower occurrences
of cases #1, #3, or #4 than higher model uncertainty. Thus, the ben-
efits obtained by either higher success probabilities (case #1) or by
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avoiding miscoordination by execution-time communication (case
#3 or #4) decrease. As a result, MODERN can lead to a higher
average team reward with higher model uncertainty.

By exploiting better use of communication, MODERN is more
robust to model uncertainty than other methods. In Table 2, MOD-
ERN’s gain with more model uncertainty is higher than gains of
MAOP and APC in most cases. For instance, when communica-
tion cost was small (σ=5%) in the 1×5 grid domain, MODERN
gained 0.9–1.0 reward with model uncertainty (columns 3–4) while
MAOP only gained 0.39 (column 6). APC showed no reward gain
with model uncertainty as shown in the table (column 5).

In these small domains, the average reward in MODERN was
similar regardless of the markup rate (columns 3–4, 7–8, and 11–
12). Indeed, without carefully tuning κ (e.g., κ=1.0), MODERN’s
rewards were still statistically significantly higher than others.

The results in Table 2 show that even though MODERN uses ex-
ponentially smaller models, it achieves significantly higher reward,
and Table 3 reveals why. Rows show different communication cost
and columns display the number of messages for each algorithm in
different domains. For example, in the 1×5 grid domain, MOD-
ERN (column 2) used more communications than other algorithms
(columns 3 and 4). Comparing MODERN and APC, MODERN
communicates significantly more messages, paying the high com-
munication cost but achieving higher returns. However, APC very
rarely communicates, relying on its full GrowTree to perform a co-
ordinated joint action. MODERN communicates more because it
anticipates higher expected reward after performing a sync; with
more conservative communications APC fails to anticipate them.
As a result, agents in APC are fully coordinated, but are only able
to perform the least harmful joint action (e.g., move). On the other
hand, agents in MODERN can realize that they are at the joint lo-
cation via communication and then achieve higher reward by per-
forming the joint task.

6.3 Comparison: Runtime

Figure 3: Scale-up: T

Here, we compare the
average (execution) run-
time per agent of the
algorithms. MODERN
used 10 belief nodes for
the bounded pruning (for
small domains, this limit
was never reached). Com-
munication cost was 5% of
the expected utility. The
maximum runtime per trial
was set to 1,800 seconds.
As shown in Table 4, all
algorithms showed similar
results in the tiger domain. In small 1×5 and 2×3 grid domains,
MODERN and APC took similar amounts of time. The runtime of
MAOP was 1.39–1.89 times that of MODERN’s runtime in both
domains, where this difference was statistically significant (via t-
tests, p<0.01). We also tested the algorithms in a scaled-up 2×3
grid domain with longer time horizon (T=5). MAOP was not able
to finish running within the time limit. APC uses a particle filtering
technique to improve speed, but even with only one particle, APC
took about more than half hour to finish a trial, exceeding the time
limit, whereas MODERN took less than 125 seconds.

We then ran experiments in the larger grid domain with increased
time horizons. Figure 3 shows the runtime on the y-axis and the
time horizon on the x-axis. We tested the algorithm under two dif-
ferent communication costs: 5% (low) and 50% (high). MAOP

(a) Scaled-up Grid domain (b) Dec-Tiger domain
Figure 4: Benefit of the markup function: three communication
costs are tested per domain.

Table 4: Runtime Comparison in Different Domains (sec)
MODERN APC MAOP

Dec-Tiger (T=3) 0.0012 0.0018 0.0014
1×5 Grid (T=3) 12.02 11.68 22.76
2×3 Grid (T=3) 20.02 21.54 27.77

Scaled-up 2×3 Grid (T=5) 124.14 - -

and APC (with 1 particle) could not solve the problem within the
given time limit for even the shortest time horizon — while MOD-
ERN took significantly less time than other algorithms. As the time
horizon increased, MODERN obtained higher rewards (from 9.8 to
15.7), since there was more time for agents to recover from any
failed actions. With σ=50%, MODERN took more time than with
σ=5%, although still scaling linearly with time horizon.

6.4 Evaluating the Impact of Markup
We now show how the markup function, f(κ, t), impacts the

performance with respect to the markup rate, κ. This allows us
to provide guidelines on selecting an appropriate κ. To that end,
we answer the following three questions, which explain important
properties of f(κ, t).

First, does the markup function help? In this set of experiments,
time horizon was set to 5 in the grid domain and 6 in the tiger
domain. f(κ, t) = κt was used for the markup function. In Fig-
ure 4, κ=1.0 represents the result without the markup function. As
shown in the figure, when communication cost was low (5%), the
markup function did not impact the performance in both domains.
Thus, even though we varied κ value (x-axis in Figure 4), the so-
lution quality (y-axis) was roughly same. However, as communi-
cation cost increased (≥ 20%), the grid domain started showing
noticeable differences according to κ (Figure 4(a)). Specifically,
there was up to two-fold improvement in expected reward with the
markup function when communication cost was 20% in the grid do-
main, and the markup function improved the performance by about
50% when communication cost was 50%. The solution quality in
the tiger domain was not affected by the markup function — the
benefit by the mark up function in reward was less than 1% (Fig-
ure 4(b)). Thus, when communication cost is high, if the frequency
of trigger points is low (i.e., a sparse-interaction domain as in the
grid domain), there is significant benefit to marking up as compared
to the results in a tightly coupled domain that has high frequency
of trigger points.

Second, what markup value, κ, would be reasonable? As shown
in Figure 4(a), when κ=1.25, MODERN performed best. This oc-
curs because the markup function with different κ values results
in different number of messages (y-axis in Figure 5(a)). In other
words, when κ=1.25, it caused the right amount of communication
for coordination. Note that 1.0<κ<1.5 other than 1.25 does not de-
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(a) Number of messages (b) Scale-up: T
Figure 5: Effects by different markup functions

grade the overall performance, and even if κ is randomly selected
between 1.0 and 1.5, it outperforms existing methods.

To justify the guideline in Table 1, we analyze the results shown
in Figure 4. Figure 4 shows that marking up did not impact
the overall performance when communication cost was low (5%),
regardless of the domain properties. However, in the grid do-
main (Figure 4(a)), when communication cost increased (≥ 20%),
the markup function with 1.0<κ<1.5 improved the overall perfor-
mance. κ can increase up to 2.0 when σ is medium (20%), but
overestimating (κ ≥2.0) can degrade the performance when σ is
not low (≥ 20%). In the tiger domain (Figure 4(b)), when σ was
medium (20%), the markup function did not impact the overall per-
formance. When σ was high (50%) and 1.0<κ<1.5, the markup
function did not impact the performance, but when κ ≥1.5, it
caused slight degradation in total reward. These experimental re-
sults support our heuristic selection of κ in Table 1.

Lastly, we now ask how the markup function works as we scale
up the time horizon. This set of experiments were tested at σ=50%
with κ=1.25 and the exponential markup function. As shown in
Figure 5(b), average reward difference with and without the markup
function (y-axis) increased as time horizon was scaled up (x-axis).
This is because when communication cost is high, there are more
chances not to communicate for longer time steps as the time hori-
zon increases, which increases uncertainty among team members.

6.5 Evaluating Trigger Points
Figure 6(a) shows the runtime of MODERN with and without

selective reasoning: the x-axis is the time horizon and the y-axis is
runtime in seconds. As shown in the result, MODERN can speedup
runtime by over 300% using trigger points. In particular, the av-
erage number of trigger points for T=8 was about 2.6 (see Fig-
ure 6(b)). This means MODERN only reasons about communica-
tion for about 1/3 of the total time steps, which leads to roughly
three-fold improvement in runtime.

(a) (b)
Figure 6: Runtime improvement by selective reasoning

7. CONCLUSION
This paper aims to open a new area of research for DEC-

POMDPs: in many real-world domains, we will not have a per-
fect model of the world, and hence DEC-POMDPs must address
such model uncertainty. To combat such model uncertainty, we
presented a new framework called MODERN that simplifies DEC-
POMDP planning (significantly reducing its complexity) and in-
stead relies on agents’ execution-time reasoning. There are three
major new ideas in MODERN’s execution time reasoning. MOD-
ERN: (i) avoids excessive reliance on a complete model by main-
taining an approximate model of other agents by bounded prun-
ing, resulting in exponentially smaller beliefs, (ii) reduces compu-
tational burden by exploiting BDI teamwork and sparse interactions
between agents to limit reasoning about communication, and (iii)
marks up the expected gain in utility to reduce uncertainty among
team members by boosting communication. We justified our design
decisions in MODERN through an empirical evaluation that con-
siders several factors including communication costs and markup
rates in different domains. We showed that MODERN can provide
solutions much faster than existing algorithms while achieving sig-
nificantly superior solution quality.
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ABSTRACT
This paper addresses the problem of exploring an unknown
area by a team of autonomous robots using distributed value
functions for a decentralized decision making problem. As
in single-robot exploration, the goal is to collect the maxi-
mum information in a minimum time by finding interesting
locations to explore. Two key problems have to be solved
in the context of multiple robots: the coordination and the
communication. The localization aspect is not considered
in this paper. The coordination poses the decentralized de-
cision issue: each individual robot must choose appropri-
ate exploration goals so that the team simultaneously ex-
plores different locations of the environment. We present an
approach based on the Markov Decision Processes (MDP)
framework on a three layers occupancy grid using distributed
value functions. By computing a repulsive value function,
each robot estimates which areas the others could explore
knowing their relative positions in the shared map. This is
considered in the exploration reward so as to assign differ-
ent goals to the individual robots. Moreover, multi-robot
systems must be able to cope with communication loss con-
straints during the exploration. In this position paper, we
discuss how our algorithm can be extended to situations in
which communication between robots drops out but coordi-
nation is maintained. Our approach uses distributed value
functions extended to the case where the agents do not know
at each time step the locations of the others.

Keywords
Distributed value functions, Markov decision process, multi-
robot exploration

1. INTRODUCTION
Exploration of unknown environments is a challenging

task that has been attracting considerable attention in au-
tonomous mobile robotics given its wide range of applica-
tions including surveillance, search-and-rescue and plane-
tary missions. The main objective of an exploration mission
is to maximize the knowledge about an unknown region of
space. The robot decides at each step where it has to move,
without any human intervention, and so as to maximize the
information gain. The key question during exploration is
then to find an exploration policy. Moreover, the exploration

The Sixth Annual Workshop on Multiagent Sequential
Decision-Making in Uncertain Domains (MSDM-2011), held
in conjunction with AAMAS-2011 on May 3, 2011 in Taipei, Taiwan.

must be generally solved under some constraints typically
related to minimizing time and/or energy consumption.

Exploring with multiple robots presents several advan-
tages over single robot systems. Teams of robots are more
robust. If one robot breaks down, the others can continue
to explore. A fleet of robots also permits to distribute the
exploration task among the robots. Thus the time required
to explore the environment can be typically reduced. How-
ever, multi-robot systems raise many challenges, the most
common ones being simultaneous localization and mapping
(SLAM), multi-robot coordination and communication.

The multi-robot SLAM challenge concerns especially the
integration of information collected by different robots into
a consistent shared map. Map merging has been extensively
studied for the past few years [6, 12, 8].

Multi-robot coordination concerns decentralized decision
making, i.e. each individual robot must find its policy so
that all robots simultaneously explore efficiently different
areas of the environment. If the robots know the relative
positions of the others and share a map of the zone they
all explored so far, then methods have been proposed in
the literature based on assigning to each robot different ex-
ploration frontiers [11, 3]. Frontier-based exploration is an
exploration strategy where robots have to move towards the
boundary between explored free-space and unexplored areas
in order to maximize the information gain [13]. Decentral-
ized Markov Decision Processes (Dec-MDPs) are a way to
address decentralized decision with multiple robots but com-
puting a solution to Dec-MDPs has a high complexity [2].

Another challenge is communicating, first because the a-
mount and the frequency of data to exchange between robots
are limited by the bandwidth of the communication system.
Additionally, potential communication drop-out and failure
must be taken into account. If the communication drops out,
the robots do not share a common map and information such
as their positions. And if the robots do not know the relative
positions of the others and a shared map, then it is far less
obvious how to effectively coordinate them. However little
works have been done towards the loss of communication
during multi-robot exploration. Yet this is a major issue as
explored environments are likely to contain interference or
communication loss as in dangerous zones or after a disaster.

In this position paper we are particularly interested in
multi-robot exploration strategies with communication loss
constraints. The context of this work is a French national
challenge consisting in exploring and mapping an unknown
area in limited time. For this we have at our disposal mobile
robots able to communicate each others their relative posi-
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tions and to construct a shared map. Yet our multi-robot
system must be able to cope with loss of communication
during the exploration. First ideas to deal with communi-
cation loss are discussed in this paper. They are based on
distributed value function techniques extended to the case
where the agents do not know at each time step the locations
of the others. This problem could be seen as a decentralized
decision making problem which we formalize as a Dec-MDP
solved as a set of Markov Decision Processes (MDPs), where
interactions between MDPs are considered in the distributed
value function.

This paper is organized as follows. In section 2, we present
the context of our work. In Section 3 we give an overview of
the method and results obtained to explore the environment
with a single autonomous robot. Section 4 presents first
approaches to solve the problem of multi-robot exploration
strategies with and without communication loss constraints.
Section 5 lists possible directions for future works.

2. CONTEXT
This section presents the context of this work that is a

French national challenge, our system and the target appli-
cation.

2.1 CaRotte Challenge
This work is a part of the CaRotte (cartography by a

robot of a territory) project1 that consists in exploring and
mapping an unknown area (closed arena made up of a set
of rooms) with autonomous robot or multiple autonomous
robots. The environment is static: several objects encumber
the rooms to explore but do not move during the experiment.
The expected result is to produce a 2D map of the arena and
to detect and localize instances of objects like chairs, books,
fans, furnitures, etc . The mission lasts thirty minutes at
most; during this time robots navigate autonomously to map
the arena of 120m2. Robots must return to their starting
position before the end of the mission. Several competitors
participate to this challenge where the goal is to maximise
the covered space, the precision of the map and the number
of detected objects.

2.2 The Robots_Malins System
We developed the Robots Malins 2 (Robots for Mapping

And Localization, using Intelligent Navigation and Search)
system that takes part in the CaRotte challenge. Our sys-
tem uses micro-trooper robots. These are six wheel robots
characterized by a great flexibility that allows the robots to
be used outdoors, over rough terrain. Each micro-trooper is
equipped with an Hokuyo LIDAR 30m for the localization
and mapping and an Hokuyo LIDAR 4m tilted toward the
ground plus an ultrasonic rangefinder for the detection of
close obstacles. An AVT Marlin firewire camera is used for
the object detection.

Each robot system is composed of four modules:

• the localization module implements a SLAM algorithm
from LIDAR data to compute the estimated position
of the robot and the map of the explored area. In case
of multi-robot system, the localization module of each

1http://www.defi-carotte.fr/
2https://robots malins4carotte.greyc.fr/

robot also receives LIDAR data from other robots; it
computes their relative positions and also a merged
map of the areas explored by all robots. Thus each
robot knows its position, the relative positions of the
others and the map of the zones explored by the team.

• the decision module gives orders to the robot so as
to realize an autonomous and clever exploration. It
takes the data computed by the localization module
(current position of the robot, relative position of the
others and the map) and returns a position order. In
this way the decision module of each robot computes
exploration strategies.

• the mobility module moves the robot to the position
order sent by the decision module.

• the detection module uses the different pictures taken
by the camera to recognize predefined classes of ob-
jects.

In this paper, we focus on the decision module and try to
compute a joint policy of the robots to efficiently explore the
arena.

2.3 Target Application
For the first year of the CaRotte challenge in 2010 (the

challenge lasts 3 years), the problem of exploration of un-
known area has been studied from a single agent point of
view. The Robots Malins system was vice-champion of the
2010 challenge. The obtained results with our single agent
exploration method, based on Markov Decision Processes on
a three layers occupancy grid, are summed up in section 3.
Our objective for this second year is to extend this work to
the multi agent setting. Indeed multi-robot system presents
some advantages as robustness or quicker exploration than
with mono robot system. However, it raises new problems
such as the communication and the coordination, especially
because during the competition, communication loss would
take place. Section 4 presents our approach to solve this
problem.

3. SINGLE ROBOT EXPLORATION
To be able to perform exploration on a partially known

environment, a robot that knows its exact location has to
decide where to go to collect as much information as possi-
ble and as fast as possible. Therefore, each time the robot
acquires new data, it has to find new goals and to compute
a policy to reach them. Thus, the exploration policy must
be computed frequently on-board with limited resources. Its
computation has to be quick to avoid long pauses and wast-
ing time while waiting for the policy to be ready for use. We
base the policy computation on Markov decision processes
and our single robot exploration algorithm on a three layers
occupancy grid.

3.1 Background on Markov Decision Processes
Our model is built upon the Markov decision processes

(MDPs) framework to quickly compute an exploration pol-
icy. MDPs are also well known for their ability to cope with
uncertainty. Indeed in our context, we must consider the
uncertainty of the robot actions as for instance the robot
may slip or stall during a movement, leading to a position
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Figure 1: Resulting pixel map of the area of the
2010 CaRotte competition with a single autonomous
robot. Pixels colour ranges from black (obstacle) to
white (free). Gray shades represent the uncertainty.

longer or shorter than expected.

A MDP [9] is a fully observable Markov Decision Process
represented by a tuple < S,A, T,R > where: S is the finite
set of states that represents the environment for an agent;
A is the finite set of possible agent actions; T : S × A ×
S → [0, 1] is the transition function, T (s, a, s′) = Pr(st =
s′|st−1 = s, at−1 = a) is the probability of transitioning
from state s to s′ after doing action a; R : S × A → < is
the reward function mapping S × A to a real number that
represents the agent’s immediate reward for making action
a while being in state s.

The goal of MDP planning is to find a sequence of actions
maximizing the long-term expected reward. Such a plan is
called a policy π that is a mapping from S to A. An opti-
mal policy π∗ specifies for each state s the optimal action to
execute at the current step assuming the agent will also act
optimally at future time steps. The value of an optimal pol-
icy is defined by the optimal value function V ∗ that satisfies
the Bellman optimality equation:

V ∗(s) = max
a∈A

(R(s, a) + γ
∑

s′∈S
T (s, a, s′)V ∗(s′)) (1)

where γ is the discount factor.

3.2 Three Layers Occupancy Grid
Unknown area exploration with an autonomous robot us-

ing MDPs is detailed in [5] where we represent the environ-
ment into three layers. The first layer is the real environ-
ment where the robot moves; the second one is the pixel
layer where the map is stored; and the third layer is the
decision layer based on an hexagon map.

The pixel map is updated by data acquired with sensor
from real world. It stores the estimated occupancy of the
environment. Each pixel encodes the probability of the cor-
responding grid cell being in a particular state. Formally,
each pixel can take one of three values unknown, occupied or
free. Each pixel of the map is initialized as unknown; data
acquisition process updates sensed pixels as occupied or free
according to the detection of an obstacle. Figure 1 is an
example of such a pixel map in grey-level. It represents the
current belief of the robot upon their environment. Black

Figure 2: Resulting hexagon map (decision layer)
that is a projection of the pixel map in Figure 1.
Each hexagon is coloured as white (free and ex-
plored), gray (unknown and unexplored) and black
(occupied).

pixels represent occupied values or obstacles, white pixels
free values and gray pixels are unknown values or uncer-
tainty.

The pixel map is projected onto the hexagon map where
each hexagon is composed of a set of pixels. An hexagon
is considered as unknown, occupied or free according to the
values of its pixels. The hexagons layer clarifies the pixel
map by merging nearby data. Figure 2 is an hexagon map
instance. Our exploration algorithm is based on the hexagon
map that is the decision layer where MDP model is defined,
policy computation occurs and decisions are taken. The
hexagon layer interests are to obtain a smoother robot be-
havior and to define more easily the transition function of
the MDP.

3.3 MDP Based Exploration
Our single robot exploration algorithm consists in four

steps [5]: the data acquisition, the search for new goals,
computing a policy to reach one (or more) of these goals
and executing this policy. The first step of data acquisition
updates the three layers occupancy grid. Each time the
robot acquires new data from its lasers, sensed pixels (and
hexagons by projection) are updated as occupied or free.

The three other steps concern the decision making pro-
cess, based on MDP framework, and take place in the deci-
sion (hexagon) layer. When a new hexagon map is generated
due to the robot exploration, the MDP model is updated by
recomputing transitions and the reward function (searching
for new goals to explore). Interesting locations to explore,
or new goals, are the frontier between unknown and free
hexagons, because looking at unknown hexagons will prob-
ably provide the robot with new information. Then, our
algorithm re-plans based on the new model so as to com-
pute a policy to reach one (or more) of these goals. This
is realized with the value iteration algorithm that applies
dynamic programming to solve MDPs [1]. Finally the robot
executes this policy by choosing the action corresponding
to its current state in this policy and until a new policy is
ready from new data.

The process to update MDP models and re-plan based
on newly obtained data is iterated each time a new map
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is received, i.e. every seconds in our experiments. So the
decision making process has to be quick as it is computed
frequently on-board. First the model update is local and re-
quires few modifications [5]. Second, when the robot moves
close to a goal, new unknown areas are uncovered and the
model has to be updated. So a new policy must be com-
puted after a few actions. The computed plan may consider
only a few actions and we chose a low horizon to compute
the new policy with value iteration. Thus policies may be
computed quickly.

Our MDP model for single robot exploration is a tuple
{S,A, T,Rexplo} where:

• the state space S is the set of all possible locations of
the robot center and its orientation in the hexagon map
composed of h hexagons: S = {(sh, θ)|sh ∈ [0..h[, θ ∈
[0..5]}. Each hexagon sh is labelled by its status un-
known, occupied or free. The status of the hexagons are
initialized to unknown and updated as occupied or free
with the acquisition of new data by the lasers during
the robot exploration (i.e. each time a new hexagon
map is generated).

• the action set A contains available robot actions as go
forward or turn right or turn left. They model the
movement of the robot’s center.

• the transition function T describes the action’s out-
come in each state. During its movement, if the robot
hits an occupied or unknown hexagon, then the action
will fail and the robot will stay in place. Otherwise the
robot goes to its intended new position and orienta-
tion. This function is updated as soon as the hexagon
map is modified due to the robot exploration, allowing
the robot to go through new free hexagons.

• the exploration reward function Rexplo is computed so
that high rewards are located around frontiers hexa-
gons, i.e. between free and unknown hexagons. In-
deed, unknown hexagons are interesting but the robot
cannot move directly to them because they may be
dangerous. But moving toward free hexagons that are
in the unknown hexagons neighbourhood will provide
new information about the unknown area. A reward
propagation mechanism in the neighbourhood of the
unknown hexagons is used. Formally, the exploration
reward is negative when the robot encounters obstacles
(occupied hexagons), high rewards are located around
frontiers hexagons (free hexagons that brings informa-
tion on the map i.e. in unknown cells neighbourhood),
and a reward is added to the initial position as the
robot has to return to its starting point sinit. This
reward grows exponentially with time t so that it be-
comes more interesting as the deadline approaches.

Rexplo(s) =





k > 0 if s is free and in unknown
cells neighbourhood

k < 0 if s is occupied
(1 + ε(T ))t if s = sinit
k = 0 else

(2)
New rewards are generated when the robot uncovers
fresh unknown areas, as the status of the hexagons are
modified each time a new hexagon map is generated.

The policy is then computed with value iteration that con-
verges to the optimal value function (cf. eq. 1) by iterating
for all states s the value function V as:

V (s) = Rexplo(s) + γmax
a∈A

∑

s′∈S
T (s, a, s′)V (s′) (3)

More details about this model and the exploration strategy
can be found in [5].

This model is suitable for small robots with cheap sensors,
and very good exploration results have been obtained on
various real robots: Koala robot in [5] and micro-trooper
robot during the 2010 competition. The resulting map of
the explored arena during the 2010 CaRotte competition is
in Figure 1. It takes around 10 minutes for one robot to
explore and produce this map.

4. THE MULTI ROBOT EXPLORATION
Multi-robot system presents some advantages such as ro-

bustness but it raises new problems such as the communica-
tion and the coordination. Our robots are able to commu-
nicate each others their relative positions and to construct
a shared map. These are the only information required to
realize a satisfying coordination of the robots. The coordi-
nation poses the decentralized decision issue: among various
exploration goals, each robot must choose appropriate explo-
ration target points so that the team simultaneously explores
different regions of the environment. Given our communica-
tion restrictions, the robots cannot exchange their intended
goals. We suggest that each robot estimates the intention of
the others by inferring which areas the others could explore.
A method based on a repulsive value function is introduced
in section 4.1, as well as preliminary results. Another ma-
jor challenge is that during the competition, communication
loss would take place. So our multi robot system must cope
with communication failures. In section 4.2, we present first
ideas to deal with this problem using distributed value func-
tions extended to communication loss.

4.1 Repulsive Value Function without Com-
munication Loss

A first approach to multi-robot exploration with perfect
communication is that each robot estimates the intended
exploration targets of the others knowing their current rela-
tive locations. From this perspective, we propose to reduce,
for each robot, the exploration reward of the areas that the
others could explore. In this way, robots compute policies
to reach different exploration goals.

Formally, the computation of the exploration reward for
a robot i is broken down into two phases. The first one
consists for robot i in finding interesting locations to explore
given the current map of the environment. This is done
without taking into account the other robots by using the
reward propagation mechanism in the neighbourhood of the
unknown hexagons, as explained in section 3.3. The reward
propagation is realized on the hexagon map that merges the
data obtained by all the robots, so the robot i cannot find
a new location to explore that has already been explored
by another robot. The first phase results in the exploration
reward function Rexplo(si) defined for all possible locations
si ∈ S of the robot i.
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(a) Map of the area to explore. (b) Repulsive reward function for r0. (c) Repulsive reward function for r1.

Figure 3: Figure (a) is the map of the area that two robots r0 and r1 have to explore with their initial locations.
Figures (b) and (c) are repulsive reward functions for each robot. Each hexagon is coloured according to the
reward value at this hexagon: black is neutral, grays are positive rewards (the brighter the greater) and pure
white is bad.

The second phase consists for robot i in taking into ac-
count the other robots. Especially, it must estimate which
areas the others could explore knowing the relative positions
of the others in the shared map. With this in mind, robot
i computes a repulsive value function Vi,rep. This repulsive
value function is first positively estimated as if robot i would
like to bump into the others. A repulsive MDP is defined for
robot i with rewards located at the positions of the others:

• state, action spaces and transition function are the
same than in single robot exploration (cf. section 3.3).
si ∈ S is the state of the robot i and ai ∈ A is its ac-
tion. T (si, ai, s

′) is the probability that robot i moves
from state si to s′ after doing action ai.

• the reward function is

∀si ∈ S ∀j 6= i Ri(si) =

{
ρ if si = sj
0 else

(4)

where sj is the relative position of an other robot j
and ρ > 0 is the repulsion constant.

Thus the information of other robots is considered in the
reward function of the repulsive MDP. Robot i computes its
repulsive value function Vi,rep with value iteration, i.e. it
iterates in the repulsive MDP its repulsive value function
Vi,rep as:

∀si ∈ S Vi,rep(si) = Ri(si)+γ max
ai∈A

∑

s′∈S
T (si, ai, s

′)Vi,rep(s
′)

(5)
This repulsive value function is subtracted from the explo-
ration reward function so as to obtain a repulsive reward
function Ri,rep defined as:

∀si ∈ S Ri,rep(si) = Rexplo(si)− Vi,rep(si) (6)

Thus interesting locations to explore where an other robot j
could move (because j is close to these interesting locations)
are less attractive for i. Formally, robot i iterates for all
states si ∈ S its value function Vi as:

Vi(si) = Ri,rep(si) + γ max
ai∈A

∑

s′∈S
T (si, ai, s

′)Vi(s
′) (7)

Finally, policy computation for one robot of the fleet is done
just like in a single robot exploration except that the re-
ward function is modified to consider the assumed explo-
ration policies of the other robots from their current rela-
tive positions. The value function given in equation 7 is a

specific case of distributed reward function presented in [10].

Obtained repulsive reward functions with two robots r0
and r1 are depicted in Figure 3. The area to explore and
the initial locations of the two robots are in Figure 3a. The
robots are located respectively on the left-hand side and on
the right-hand side of heap of boxes (grey area in the middle
of the room). At their initial positions, the robots sense free
spaces behind the boxes and through open doors on the left
and on the bottom right of the map. Robots must coordinate
so that r0 is assigned to explore the left-hand side of the area
and r1 the right-hand side.

Free spaces are interesting locations to explore, so the
exploration reward function Rexplo puts high rewards on
these free spaces. After the computation of repulsive value
functions, resulting repulsive reward functions of each robot
show that R0,rep has high rewards in the left-hand side of
the area (cf. Figure 3b) so r0 computes a policy to explore
this location; and R1,rep has high rewards in the right-hand
side of the area (cf. Figure 3c) so r1 computes a policy to
explore a location different from r0.

These preliminary results obtained with micro-trooper ro-
bots are promising concerning the multi-robot exploration
coordination. However, a major question is the choice of
the repulsion constant that needs learning steps using simu-
lations. Moreover, this method assumes no communication
loss. If the communication drops out, the robots keep ex-
ploring but the coordination is lost; each robot acts as if it
was alone in the environment.

4.2 Distributed Value Function with Commu-
nication Loss

Our multi-robot system must cope with communication
failures. In case of a communication loss, each robot’s knowl-
edge about the exploration process is local. It knows only its
own location and the map is not shared any more between
robots. However, we can assume that the communication
has been managed at least once. So each robot knows the
location of each other robots before the last communication
loss. So as to maintain the coordination in these conditions,
we suggest that each robot estimates the intended explo-
ration targets of the others knowing their last relative posi-
tions a few time ago. Our idea is based on distributed value
function techniques extended to the case where the agents
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do not know at each time step the location of the others.

4.2.1 Background on Distributed Value Functions
In the case of distributed systems, such as multi-robot en-

vironments with weak coupling between the different agents
of the team, distributed value functions have been intro-
duced by Schneider et. al [10].

In order to coordinate the actions of the different agents,
a value function for each agent is defined by passing certain
information between neighbouring agents. Neighbours can
exchange information about their value functions. Let the
distributed value function Vi(s) for agent i at state s ∈ S be
defined by:

Vi(s) = max
ai∈A

(Ri(s, ai) + γ
∑

j

fij
∑

s′∈S
T (s, ai, s

′)Vj(s
′))

(8)

where fij is a weighting factor that determines how strongly
agent i will weight the value function of agent j in its aver-
age. The recursive nature of the distributed value function
allows non neighbours to interact.

4.2.2 Exact Distributed Value Function
We first rewrite distributed value function in the frame-

work of multi-robot exploration without communication loss.
From the viewpoint of one agent i, the exploration reward
functionRexplo is computed via the reward propagation mech-
anism (cf. section 3.3). Under the assumption that agent i
knows at each step t the state sj ∈ S of each other agent j
(no communication loss), the value function of agent i can
be defined as:

Vi(si) = Rexplo(si) + γ max
ai∈A

∑

s′∈S
[T (si, ai, s

′)Vi(s
′)

−
∑

j 6=i
fijPr(s

′|sj)Vj(s′)] (9)

where Pr(s
′|sj) is the probability that agent j explores state

s′ from its current state sj and fij is a weighting factor that
determines how strongly the value function of agent j re-
duces the one of agent i. Especially, fij is set to 0 for all
agents j that are not neighbours of i. Given our communi-
cation restrictions, the robots cannot exchange information
about their value functions. However each robot i can com-
pute Vj(s) by empathy since the robot we considered are
homogeneous.

During the mission, we could face up to communication
loss so we must consider the case where the positions of other
agents are not known at each time step. In this way we
make the assumption that sj ∈ S is the last known position
of another agent j at time tj . In other words, tj is the more
recent time step where the communication between agents i
and j succeeded. At the current time t, agent i knows that
agent j was at state sj ∆tj = t − tj time ago. Under this
assumption, the equation 9 can be rewritten as following:

Vi(si) = Rexplo(si) + γ max
ai∈A

∑

s′∈S
[T (si, ai, s

′)Vi(s
′)

−
∑

v∈ζ(i)

∑

j∈v
fijPr(s

′|sj ,∆tj)Vj(s′)] (10)

where Pr(s
′|sj ,∆tj) is the probability that agent j explores

state s′ knowing that j was at state sj ∆tj time ago. ζ(i)

is the set of all the possible neighbourhoods of agent i. In-
deed, in case of a communication failure, agent i does not
know which agents are currently next to him, so it does
not know its current neighbours. In this way, the set of all
the possible neighbourhoods must be considered. For in-
stance, given a multi-robot system composed of fours robots
{r0, r1, r2, r3}, the set of all the possible neighbourhood of
agent r0 is ζ(r0) = {∅, {r1}, {r2}, {r3}, {r1, r2}, {r2, r3},
{r1, r3}, {r1, r2, r3}}.

The computation of this value function raises two chal-
lenges. First considering the set of all the possible neigh-
bourhood of an agent increases the complexity of computing
the value function. The second issue is the estimation of the
probability that an agent j explores a location knowing its
state a few time ago. Both problems are discussed in the
next section.

4.2.3 Pessimistic Distributed Value Function
To avoid considering the set of all the possible neighbour-

hood of an agent i, we propose to evaluate ζ(i) in the worst-
case, i.e. all the agents j (except i) can be current neigh-
bours of i. In this way, we obtain a pessimistic distributed
value function from the equation 10:

Vi(si) = Rexplo(si) + γ max
ai∈A

∑

s′∈S
[T (si, ai, s

′)Vi(s
′)

−
∑

j 6=i
fijPr(s

′|sj ,∆tj)Vj(s′)] (11)

In case the communication never fails, the last known posi-
tion of an other agent j is at current time tj = t so ∆tj = 0.
We set:

Pr(s
′|sj ,∆tj = 0) = Pr(s

′|sj) (12)

so the pessimistic distributed value function under commu-
nication loss constraints (equation 11) is equivalent to the
exact distributed value function without communication loss
(equation 9). Thus the pessimistic distributed value function
is a good approximation of the distributed value function in
the framework of multi-robot exploration with or without
communication loss.

Another issue concerns the computation of the probability
that agent j explores state s′ knowing that it was at state
sj ∆tj time ago. This could be evaluated by:

Pr(s
′|sj ,∆tj) = η

∑

τ∈Traj(sj ,s′)
Pr(τ,∆tj) (13)

where η is a normalizing constant, Traj(sj , s
′) is the set of

trajectories from sj to s′ and Pr(τ,∆tj) the probability that
agent j follows the trajectory τ in ∆tj time steps.

The computation complexity of this probability depends
on the model used. Indeed, computing the set of trajectories
from one state to another in our MDP based on the hexagon
map (in section 3.3) could quickly become very complex.
However, we believe that the complexity could be reduced by
using a structured model as for instance Voronoi diagrams.

Voronoi diagrams have been widely used for autonomous
robot path planning [4] and more recently for robot explo-
ration [7]. Given a set of obstacles in the environment,
Voronoi diagram decomposes the environment into regions
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Figure 4: Resulting Voronoi diagram with a single
robot exploration. Black curves are Voronoi edges
and white points are Voronoi nodes. Black pixels
represent obstacles and dark-grey pixels the uncer-
tainty.

around each obstacle, such that all the points in the re-
gion around a given obstacle are closer to this obstacle than
any other point in the environment. Thus the edges of the
Voronoi diagram define the possible paths that maximize
the distance between the nearest obstacles. In path plan-
ning, it will be “safest” to stick to the edges of the Voronoi
diagram. Figure 4 shows a Voronoi diagram example result-
ing from a single robot exploration. Voronoi edges are black
curves and Voronoi nodes are white points. Light gray areas
around the edges are channels where the robot can move
without colliding any obstacles. In such a diagram, com-
puting the set of trajectories between two nodes consists in
finding the set of consecutive paths connecting two nodes.
Moreover, each path is labeled with its length so, by assum-
ing an average speed for the robot, the probability that a
robot realizes a trajectory in given time steps could be esti-
mated. From the perspective of these first ideas, we believe
pessimistic distributed value functions provide an interesting
way to manage coordinated multi-robot exploration under
communication loss constraints and the implementation on
real robots is currently under development.

5. CONCLUSION AND PERSPECTIVES
In this paper, we address the problem of exploring an

unknown area by a team of autonomous robots where com-
munication could be unavailable. We are facing the issues
of decentralized decision making and potential communica-
tion loss in the course of the exploration. We have presented
an approach based on Markov decision processes framework
and repulsive value function in case of perfect communica-
tion. We have also discussed first ideas to deal with commu-
nication failures and defined a pessimistic distributed value
function that generalizes the distributed value function in
the framework of multi-robot exploration with or without
communication loss.

The ideas explored in this paper provide an early contribu-
tion to coordinated multi-robot exploration under commu-
nication constraints and we believe pessimistic distributed
value functions provide an interesting way of research in such
a framework.

Remaining questions are the complexity of computing this
value function, but we suggest that using a structured model
may be interesting. From this perspective, we currently ex-
tend our MDP based exploration model to add a Voronoi
layer where the MDP definition and decision process will
take place. An experimental validation to test the pro-

posed method with respect to communication failures is also
planned.
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ABSTRACT
The general problem of calculating policies in decentralized
POMDPs is known to be NEXP-complete. One way of deal-
ing with this prohibitive complexity is identifying a sub-
class of the general problem that is more tractable to solve,
but still of practical interest. One such sub-class consists of
problems exhibiting structured transition and reward inter-
actions among agents, and is modeled using Event-Driven
Interactions with Complex Rewards (EDI-CR). In this pa-
per, we propose a Mixed Integer Linear Program formulation
of EDI-CR instances. The key insight we use is that from
one agent’s perspective, most action sequences of another
agent have the same effect, thereby allowing us to treat them
similarly and use fewer variables in the formulation. Exper-
imental results show that our formulation is more compact,
and leads to faster solution times, than formulations ignor-
ing the structure of interactions.

Categories and Subject Descriptors
I.2.11 [Distributed Artificial Intelligence ]: Coherence
and coordination

General Terms
Algorithms, Performance

Keywords
Coordination, Optimization

1. INTRODUCTION
Decision-theoretic models have been widely used to model

multi-agent decision making problems. One of the most gen-
eral models is Decentralized Partially Observable Markov
Decision Process (DEC-POMDP) which can capture situa-
tions where the agents do not have access to the true world
state, but receive observations correlated with it.

But with this expressive power comes computational in-
tractability; calculating agent policies in DEC-POMDP is
known to be NEXP-Complete [5]. One way of dealing with
this prohibitive complexity is identifying sub-classes of the
general problem that are more tractable to solve, but still
of practical interest. Among the sub-classes that have been
proposed in the literature are DEC-MDPs, which assume

The Sixth Annual Workshop on Multiagent Sequential
Decision-Making in Uncertain Domains (MSDM-2011), held
in conjunction withAAMAS-2011 on May 3, 2011 in Taipei, Taiwan.

that pooling observations of all agents uniquely determines
the underlying world state. A special case of DEC-MDPs
is where the state space factors into a state per agent and
a world state that is not under any agent’s control. Dif-
ferent models make different assumptions about how each
agent’s transitions and rewards are affected by other agents
(e.g. Transition Independent DEC-MDPs [4], Networked
Distributed POMDPs [9]).

The sub-class we address in this paper consists of prob-
lems exhibiting structured transition and reward interac-
tions among agents. In other words, an agent’s rewards
and transition probabilities cannot be said to be completely
independent of what other agents do, but the interactions
among agents are relatively few compared to all possible
ways in which one agent can affect the others, and involve
a well-defined set of states and actions. For example, con-
sider a robotic team dealing with a building on fire. One
agent is in charge of putting out the fire, another locates
and evacuates survivors and a third delivers first aid to the
injured. The actions of each agent mainly affect only itself;
the first agent’s decision of how to attack the fire and what
kind of extinguisher to use mainly affect its own progress in
fire fighting. Likewise, the paramedic agent’s choice of the
kind of first aid care to give to the injured mainly affects its
own progress towards getting them out of critical conditions.
However, the fire-fighting agent’s decision of when to secure
a given area affects how easy it will be for the rescue agent
to locate survivors in that area.

The kind of interaction discussed above can of course be
modeled using DEC-MDPs with factored state space. How-
ever, this representation does not exploit the fact that the
agent’s sub-problems are largely independent, and therefore
cannot achieve any representational savings out it. More
importantly, a DEC-MDP would obscure all structure, mak-
ing it difficult for a solution algorithm to exploit it and
achieve computational savings. To deal with these issues,
the model Event-Driven Interactions with Complex Rewards
(EDI-CR) was developed for problems with structured tran-
sition and reward interactions. For cooperative agents, EDI-
CR is a much more compact representation than general
DEC-MDPs [7]. For the case where agents are self-interested,
EDI-CR has been shown to be much more compact than
general extensive form games [8]. EDI-CR has the same ex-
pressive power as DEC-MDPs with local observability (co-
operative case) and general extensive form games (selfish
case).

In this paper, we exploit structured interactions to obtain
a compact formulation of EDI-CR as a Mixed Integer Linear
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Program (MILP) and show the representational and com-
putational savings achieved by doing so. The next section
contains background material on EDI-CR and the sequence
form representation of a policy. Section 3 reviews an existing
approach to formulating DEC-MDP as MILP. In section 4,
we present our MILP formulation and show how we used
the special structure of our problem to reduce the number
of variables in it. Section 5 experimentally shows the savings
obtained from our formulation compared to one that does
not exploit structure. A survey of related work is given in
Section 6, followed by conclusions and directions for future
work.

2. BACKGROUND
In this section, we give background material about the

decision-theoretic model that will be used in the rest of this
paper. We also explain the policy representation that we
will use in our mathematical formulation.

2.1 Factored DEC-MDP
A factored DEC-MDP is where the world state can be

expressed as a tuple of locals states, one per agent. Local
observability means that instead of only receiving a noisy
observation regarding its local state, an agent can actu-
ally observe its own state with certainty (but not neces-
sarily those of other agents). Formally, an n-agent DEC-
MDP with factored state and local observability is a tuple
< S,A, P,R, T > where

• S = S1×S2× ...×Sn is the set of factored world states

• A = A1 ×A2 × ...×An is the set of joint actions

• P : S × A × S → [0, 1] is the transition function
P (< s′1, s

′
2, ..., s

′
n > | < s1, s2, ..., sn >,< a1...an >)

is the probability of transitioning to new local states
< s′1, s

′
2, ..., s

′
n > when the joint action < a1...an > is

taken in local states < s1, s2, ..., sn >

• R : S × A × S → R is the reward function. R(<
s1, s2, ..., sn >, (a1...an), < s′1, s

′
2, ..., s

′
n >) is the re-

ward obtained from taking joint action < a1...an >
when the agents local states are < s1, s2, ..., sn > and
transitioning to new local states < s′1, s

′
2, ..., s

′
n >

• T is the time horizon of the problem

It is important to note that in spite of the state space being
factored, and of the fact that each agent can observe its
local state, transitions and rewards depend on joint actions
and states. So even though an agent observes its state, its
rewards and next local state are affected by all other agents.

2.2 EDI-CR
Event-Driven Interactions with Complex Rewards (EDI-

CR) is a model developed for problems with structured tran-
sition and reward interactions [7]. It builds on the intuition
that for a group of agents that are largely independent of
each other, it is more natural to describe each agent’s de-
cision problem separately and list the interactions that tie
these processes together. Formally, an EDI-CR instance is
a tuple < S,A, P1..n, R1..n, ρ, τ, T > where:

• S = S1×S2× ...×Sn is the set of factored world states

• A = A1 ×A2 × ...×An is the set of joint actions

• Ri : Si ×Ai → R is agent i’s local reward function

• Pi : Si × Ai × Si → [0, 1] is agent i’s local transition
function

• ρ = {< (sk1 , ak1), ..., (skm , akm), rk >k=1..|ρ|} is the
set of reward interactions. Each element is an in-
teraction that lists the state-action pairs and the ad-
ditional reward/penalty obtained when the specified
agents take the specified actions in the specified states.
An interaction can involve any subset of agents.

• τ = {< (sk1 , ak1), (sk2 , ak2), pk >k=1..|τ |} is the set

of transition interactions. The kth entry specifies the
new transition probability pk of the state-action pair of
agent k2 when agent k1 does its specified state-action
pair before the affected agent makes its transition.

• T is the time horizon of the problem

The individual states, actions, transitions and rewards de-
scribe the dynamics of each agent’s decision process, while ρ
and τ capture the interactions among them. Previous work
showed that EDI-CR’s explicit representation of interactions
does not diminish its applicability; EDI-CR has the same ex-
pressive power as DEC-MDPs with local observability [7]. It
is capable of representing problems with arbitrary interac-
tions among agents, in which case there would be entries in
ρ and τ for every combination of actions and states to mirror
the fact that all actions affect all agents. The benefit of using
EDI-CR over DEC-MDP depends on the degree of coupling
among agents (the amount of interaction, as given by the
sizes of the sets ρ and τ in the definition). The tighter the
coupling, the less advantage we obtain from using EDI-CR.

In EDI-CR and DEC-MDP, as in any setting with co-
operative agents, the goal is to compute a joint policy that
maximizes total cumulative rewards of all agents. The exact
way a policy is represented is discussed next.

2.3 Sequence form policy representation
The use of sequence form to represent policies was first

suggested by Koller et. al [6] to represent games. It has since
been used both in settings with self-interested agents [8] and
cooperative agents [2]. In the context of game trees, the idea
behind this representation is that a policy can be character-
ized by the probability distribution it induces over the leaves
of the tree. If two policies induce the same distribution, then
they result in the same reward.

For models with local observability, a sequence of agent k
{s1, a1, s2, a2, .., sm, am} is an ordered set of k’s actions and
local states. Because we will adapt the formulation devel-
oped by Aras and Dutech [2], we will follow their nomencla-
ture and use the term history instead of sequence. A history
containing T (the problem’s time horizon) actions is called
a terminal history. For agent k, the set of all histories is
denoted by Hk, the set of terminal histories by Zk, and the
set of non-terminal histories by Nk. A joint history h ∈ H
is a tuple {h1, h2, ..hn} containing one history per agent.

An agent’s policy induces a probability distribution over
its histories. The realization weight of a history {s1, a1, .., sm, am}
under a policy is the probability that the policy assigns to
taking actions a1, .., am given that the states s1, .., sm are
encountered. In other words, a history’s realization weight
does not include chance outcome probabilities. Instead, we
will have separate terms that reflect these probabilities. The
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Table 1: DEC-MDP formulation as an NLP

max
∑

h∈Z
R(h)

∏

k∈A
xk(hk) (1)

s.t.
∑

a∈Ak

xk(a) = 1 ∀k ∈ A (2)

∑

a∈Ak

xk(h.s.a) = xk(h) ∀k ∈ A, s ∈ Sk, h ∈ Nk (3)

xk(h) ≥ 0 ∀k ∈ A, h ∈ Hk (4)

vector of realization weights of all sequences of agent k will
be denoted as xk. The realization weight of history h ∈ Hk
is given by xk(h).

A pure policy (also known as deterministic policy) is one
that chooses a single action with probability 1 at each de-
cision making point. Because in cooperative settings there
is at least one optimal pure joint policy, we restrict our at-
tention to pure policies. But even a pure policy will have
multiple terminal histories with non-zero weights, because
it must specify an action to take under each possible chance
outcome of each action in a history with non-zero weight.
And because a history’s weight does not include chance out-
come probabilities, the realization weight can only be 0 or
1. The set of terminal histories with non-zero weights under
a policy is called its support set, denoted by σi, and its size
is called support size.

3. EXISTING MATHEMATICAL FORMU-
LATIONS

In this section, we review existing mathematical formu-
lations of a DEC-MDP with local observability as a Non-
Linear Program and as a Mixed Integer Linear Program.
We will adapt some of the ideas behind these formulations
in the next section.

3.1 DEC-MDP as NLP
The formulation of DEC-MDP with local observability as

a Non-Linear Program (NLP) is given in Table 1.
In the objective function, R(h) is the expected reward

of terminal joint history h. For terminal joint history h =
{s1, a1, .., sT , aT } consisting of joint states and actions

R(h) = β(h)r(h) +
∑

sl

P (sl|sT , aT )R(sT , aT , sl) (5)

where sl iterates over all the terminal states reachable
from the probabilistic branching after the last joint action
aT . β(h) is the probability of encountering the joint states
in h given the actions in h.

β(h) =

T−1∏

t=1

P (st+1|st, at)

In equation (5), r(h) is the sum of rewards of states and
actions along the history, up to but not including the last
action.

r(h) =

T−1∑

t=1

R(st, at, st+1)

The group of constraints in the NLP are called policy con-
straints. They guarantee that a solution to the NLP rep-
resents a legal policy where the sum of an agent’s action
probabilities in any state is 1.

The problem with the NLP formulation is that it results
in a non-concave objective function. There are no methods
that guarantee finding a globally optimal solution for this
kind of NLPs.

3.2 DEC-MDP as MILP
Aras and Dutech [2] developed a formulation for DEC-

POMDPs as a Mixed Integer Linear Program (MILP). The
advantage of this formulation is that for MILPs, it is possible
to find a global maximum, so a solver like Cplex [1], for
example, can find the realization weights representing an
optimal joint policy.

We slightly modify the original formulation of Aras and
Dutech for the case of DEC-MDP with local observability
in order to build on it and adapt it for EDI-CR. For ease of
explanation, we give here the formulation of the case with 2
agents i and j. The formulation is given in Table 2.

As in the NLP formulation, R(h, h′) in the objective func-
tion (7) already accounts for the transition probabilities of
both agents, so realization weights are either 0 or 1.

To change the NLP to a MILP, the objective function
must be linearized. To do this, Aras introduces compound
variables z. A variable zh,h′ is created for each pair of ter-
minal histories h ∈ Zi and h′ ∈ Zj . The variable is related
to the existing x variables by the identity

zh,h′ = xi(h)xj(h
′) (6)

Because a realization weight can only be 0 or 1, the x
and z variables are in fact all binary. However, the diffi-
culty of solving a MILP increases as the number of integer
variables increases. Aras observed that if we only restrict
weights of terminal sequences to be integer, other variables
will be guaranteed to take on integer values as well, so inte-
grality constraints are only imposed on weights of terminal
sequences.

The question now is how to enforce the identity using a
set of linear constraints. To do this, Aras uses combinatorics
(knowing the support size of each agent’s policy) and treats
the z variables as counters. For example, constraint (10)
guarantees that if history h is part of agent i’s support set,
there should be enough compound variables set to 1 to cover
j’s support set, i.e. enough compound variables involving h
should be 1. And if h is not part of the support, then all of
the compound variables involving h should be 0. Constraint
(12) limits the number of compound variables that can be
simultaneously set to 1.

4. PROPOSED MILP FORMULATION
In this section, we present our MILP formulation for EDI-

CR instances with 2 agents, with a note on extensions to
more than 2 agents at the end. Before we do so, we explain
the insight that we used to develop a compact formulation.

4.1 Useful insight
For the 2-agent case, the NLP in Table 1 reduces to a

Quadratic Program (QP). Looking at the objective function
of this QP, we see that it has the form

xTQx
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Table 2: DEC-MDP formulation as a MILP

maximize∑

h∈Zi,h′∈Zj

R(h, h′)zh,h′ (7)

subject to∑

a∈Ak

xk(a) = 1 k ∈ {i, j} (8)

∑

a∈Ak

xk(h.s.a) = xk(h) k ∈ {i, j}, s ∈ Sk, h ∈ Nk (9)

∑

h′∈Zj

zh,h′ = xi(h)‖σj‖ ∀h ∈ Zi (10)

∑

h∈Zi

zh,h′ = xj(h
′)‖σi‖ ∀h′ ∈ Zj (11)

∑

h∈Zi,h′∈Zj

zh,h′ = ‖σi‖‖σj‖ (12)

xk(h) ≥ 0 k ∈ {i, j}, h ∈ Hk
xk(h) ∈ {0, 1} k ∈ {i, j}, h ∈ Zk

z ∈ [0, 1]

where x = [xi, xj ] and Q is the reward matrix. Q(h, h′) =
R(h, h′) if both h and h′ are terminal sequences, otherwise
the entry in the matrix is 0. So what the MILP in Table 2
does is that it “flattens” this matrix and multiplies each ma-
trix entry by the corresponding compound variable. We can
see that the introduction of compound variables essentially
created a variable for each entry in Q associated with ter-
minal histories.

For DEC-MDPs, because agents’ decision processes are
tightly coupled, the rewards and transitions of one agent
strongly depend on the actions taken by another. So for a
given history h, R(h, h′) can vary widely, depending on h′.
The variation comes from the dependency of encountered
states and rewards on the particular actions taken by the
other agent in h′. As a result, a given row or column in Q
contains many distinct values.

The situation can be very different in the presence of struc-
tured interactions. An agent is only affected by the critical
actions of another agent; those actions involved in reward
and transition interactions as given by ρ and τ in the defi-
nition of EDI-CR. As a result, for a given history h of one
agent, the rewards and transition probabilities of states and
actions along h do not depend on the exact actions in the
history of another agent. For example, suppose ρ says that
agents i and j get a bonus of 10 if they do actions a1 and a5,
respectively, at any point in time, and τ says that action a3

of agent j affects the transition probability of a7 of i. Now
suppose history h ∈ Zi involves doing action a1 at time 4
and a7 at time 6. In this case, all histories h′ ∈ Zj that
involve doing a3 before time 6 and a5 any time will have the
same effect on the transitions and rewards of h.

Let us go back to the matrix view of the objective func-
tion. Because in EDI-CR agents have their local reward
functions, we can express Q as the sum of reward matrices
of the 2 agents Qi + Qj . Note that this does not assume
that rewards are simply additive; each entry in each of these
matrices can depend on the histories of both agents, thus
representing the complex reward structure ρ. The rows in

Table 3: EDI-CR formulation as a MILP

maximize∑

bh∈Bh

Rk(h, bh)zh,bh k ∈ {i, j}, h ∈ Zk, (13)

subject to∑

a∈Ak

xk(a) = 1 k ∈ {i, j} (14)

∑

a∈Ak

xk(h.s.a) = xk(h) k ∈ {i, j}, s ∈ Sk, h ∈ Nk (15)

∑

bh∈Bh

zh,bh = xk(h) k ∈ {i, j}, h ∈ Zk (16)

zh,bh ≤
∑

h′∈bh

β(h′|h)x−k(h′)

k ∈ {i, j}, h ∈ Zk, bh ∈ Bh (17)

xk(h) ≥ 0 k ∈ {i, j}, h ∈ Hk
xk(h) ∈ {0, 1} k ∈ {i, j}, h ∈ Zk

z ∈ [0, 1]

Qi will contain many duplicate entries, and the columns in
Qj will also contain many duplicate entries, reflecting the
fact that an agent is oblivious to many of the details of the
other agent’s history.

The above observations clearly indicate that simply using
the DEC-MDP MILP formulation for EDI-CR ignores im-
portant structure that can be used to avoid duplication and
reduce the number of the introduced compound variables.

4.2 2-agent EDI-CR as MILP
In our formulation of EDI-CR with 2 agents as a MILP, we

introduce compound variables, but use the insight discussed
above to obtain the compact formulation given in Table 3.

4.2.1 Binning histories
The main idea in our formulation is that for a given history

h, we group all histories of the other agent that have the
same effect on the transitions and rewards in h into a single
bin. For each history h ∈ Zk of some agent k, the set of
bins it induces, Bh, is a partition over the set of terminal
histories of the other agent, i.e.

⋃
bh∈Bh bh = Z−k and bmh ∩

bnh = ∅ ∀bmh , bnh ∈ Bh. Consequently, a history that is not
affected at all by the other agent has a single bin containing
all histories of the other agent.

Instead of creating a compound variable for every pair of
terminal histories, our formulation introduces a compound
variable for every history and every one of the bins associ-
ated with this history. So for every history h and associated
bin bh, we introduce zh,bh . In the matrix view of the objec-
tive function, instead of creating a variable for each entry
in Q, we create a variable for each distinct entry in each
of Qi and Qj . Because these matrices will typically contain
many duplicate entries as previously discussed, this idea can
significantly reduce the number of compound variables we
introduce.

We now turn to the formulation of the objective func-
tion (13). We would like to fold into Rk(h, bh) all the factors
that are common to all histories in bh. These are quantities
of h that are oblivious to which history h′ ∈ bh is played,
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namely h’s transition probabilities and rewards1. We there-
fore have

Rk(h, bh) = rk(h|bh)β(h|bh)

The factors on the right can be calculated using any history
in the bin. Suppose h′ is one such history, in which case

rk(h|bh) =

T−1∑

t=1

Rk(st, at, st+1) + rρ(h, h
′)/2

where Rk is the individual reward function and rρ(h, h
′)

represents rewards that depend on actions of both agents,
as specified in ρ, and will be zero if the actions in h are not
involved in any reward interactions. Dividing by 2 avoids
double counting reward interactions.

As for the transition probabilities, they are given by

β(h|h′) =

T−1∏

t=1

Pτ (st+1|st, at, {a′1..a′t})

where {a′1..a′t} are the actions in h′ done up to time t. Pτ
depends on the local transition function Pk and, for tran-
sitions involved in τ , previous actions in the other agent’s
history.

Having folded the factors common to all histories in the
bin into Rk(h, bh), we fold into zh,bh quantities that depend
on the particular h′ in the bin, namely the transition prob-
abilities along h′, given history h. The meaning of a com-
pound variable is therefore given by the following identity

zh,bh = xk(h)
∑

h′∈bh

β(h′|h)x−k(h′) (18)

where x−k is the realization weight vector of the other
agent. zh,bh is therefore the probability that h is part of an
agent’s policy, multiplied by the probability that the other
agent plays a history in the bin bh.

The effect of the number of interactions on the size of
the formulation is clear from the meaning of the introduced
compound variables. The more interactions, the more de-
tails one agent will care about in another agent’s history.
As we increase the number of ways in which an agent can
be affected by another, we need more bins to group histo-
ries into, since each bin represents a unique way in which
one agent can affect another’s rewards and transitions. So
the more interactions, the larger the number of bins, and
the more compound variables we need. In the extreme case
where each history of agent i affects agent j’s history in a
different way, we need a separate bin for each of i’s histo-
ries, essentially creating a compound variable for every pair
of histories, resulting in a formulation with the same number
of variables as in the DEC-MDP MILP.

4.2.2 Enforcing the identity
As Aras did in the DEC-MDP formulation, we need to en-

force the identity defining compound variables through a set
of linear constraints. However, doing so is more challenging
than in the DEC-MDP case. To see why, note that the iden-
tity (6) defining the DEC-MDP’s compound variables results

1For ease of exposition, we do not include here the reward
and transition of the last action in h. These can be included
using terms that refer to all terminal states reachable by the
last action, as done in Equation (5).

in variables that are binary, since they are products of bi-
nary variables. Therefore the DEC-MDP MILP formulation
can use compound variables as counters (in constraints (10),
(11),(12)), allowing the use of combinatorics and support set
sizes to enforce the identity by linear constraints.

In our formulation, the definition of compound variables
involves transition probabilities, so these variables are no
longer binary, thereby preventing the use of combinatorics.
We must resort to other properties of, and relations among,
the variables to derive constraints equivalent to the identity.

Starting with the identity in (18), summing over all bins
on both sides gives

∑

bh∈Bh

zh,bh =
∑

bh∈Bh

xk(h)
∑

h′∈bh

β(h′|h)x−k(h′)

= xk(h)
∑

bh∈Bh

∑

h′∈bh

β(h′|h)x−k(h′)
(19)

Since Bh is a partition over Z−k, the double sum on the
second line reduces to a sum over all histories of the other
agent, giving

∑

bh∈Bh

zh,bh = xk(h)
∑

h′∈Z−k

β(h′|h)x−k(h′) (20)

A property of a legal policy is that it prescribes an action
at each state reachable by a non-terminal history with non-
zero realization weight. As a result, histories in a policy’s
support set cover all possible transitions of actions along
parents of these histories. This means that the sum of prob-
abilities of transitions along histories in the support set must
be 1, i.e. for agent k and any history h of the other agent,

∑

h′∈σk

β(h′|h) = 1 (21)

It follows that
∑

h′∈Z−k

β(h′|h)x−k(h′) = 1 (22)

because the x variables act as switches for including the
various βs, and only the switches of histories in the support
will be ’on’, so the left side only contains their corresponding
βs and, by (21), is 1.

From (20) and (22), we have the following set of con-
straints, one per terminal history of each agent

∑

bh∈Bh

zh,bh = xk(h) (23)

This constraint makes intuitive sense because it guaran-
tees that if h is not part of an agent’s support set, then all of
the compound variables involving h and all of its bins should
be 0. If h is part of the support, it guarantees there is enough
contribution from the compound variables associated with
all bins of h.

The problem with the above constraint is that on the
left hand side, it does not prevent one compound variable
from taking too high a value at the expense of another com-
pound variable. So having this kind of constraint alone is
not enough to enforce the identity in (18). To limit the con-
tributions of individual compound variables on the left hand
side, we need to impose upper bounds on them. A simple
source of such bounds is the identity itself. Because in (18)
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xk(h) is either 0 or 1, we can form the following constraints

zh,bh ≤
∑

h′∈bh

β(h′|h)x−k(h′) (24)

Together, the sets of constraints in (23) and (24) enforce
the identity. One advantage of our constraints over the
combinatorics-based constraints in the DEC-MDP formu-
lation is that ours do not involve the size of the support
set. Aras assumes that this support size can be calculated
using a simple formula involving the time horizon and the
size of an agent’s observation set (for DEC-POMDP). So
the implicit assumption is that an agent’s branching factor
after each action at each time step is the same. But this is
not necessarily true in settings where a state-action transi-
tion can end up in any number of next states, depending on
the particular action taken. In such settings, determining
the support size requires carefully looking at an agent’s de-
cision tree and the paths that can be taken in it, which is
non-trivial for large problems.

A final remark on our formulation concerns the number
of constraints. The set of constraints in (23) has the same
size as the set of constraints in the DEC-MDP MILP. The
set in (24), however, is larger, because it has a constraint for
each bin of each history of each agent. But as will be seen
in the next section, this does not prevent us from obtaining
computational advantage over the DEC-MDP formulation.

A note on 3 or more agents.
For problems with n > 2 agents, we can still use the idea

of grouping histories that have the same influence on a given
agent’s history. But with n agents, a bin does not contain
histories of just 1 agent. Instead, it contains history tuples,
where each tuple consists of histories of the n − 1 agents.
We denote a tuple of histories of everyone except agent k as
h−k, and denote an individual history within this tuple by a
superscript indicating the agent it belongs to. For a history
h ∈ Zk of agent k and one of its bins bh, the associated
compound variable is given by the identity

zh,bh = xk(h)
∑

h−k∈bh

∏

hq∈h−k

β(hq|h, h−k)xq(h
q)

Similar to the 2-agent case, the set of bins associated with
history h, Bh, is a partition over

⋃
q 6=k Zq, so we can use

constraint (23). The problem is that if we use the idea be-
hind constraint (24) to bound the values of the compound
variables, the result will not be a linear constraints, but a
constraint of order n− 1. We are still trying to find a set of
linear constraints that imposes the necessary upper bounds.

The existing general DEC-MDP formulations extend to
n agents. The NLP formulation in Table 1 naturally ex-
tends to any number of agents because it simply multiplies
realization weights of history tuples in the objective func-
tion. The DEC-MDP MILP formulation given by Aras also
extends beyond 2 agents, but the number of compound vari-
ables grows exponentially with the number of agents, since
a variable is created for each history tuple.

5. EXPERIMENTAL RESULTS
In this section, we present experimental results from com-

paring 3 formulations of EDI-CR instances; 1) QP formula-
tion given in Table 1, but restricted to 2 agents, 2) MILP for-
mulation developed for general DEC-MDPs ignoring struc-

ture given in Table 2 and 3) MILP formulation for EDI-CR
given in Table 3. All 3 kinds of mathematical programs
were solved using IBM ILOG Cplex [1]; the first using Cplex
Mixed Integer QP solver, and the other two using Cplex
MILP solver. In all 3 cases, we used the default Cplex pa-
rameters.

We experimented with 22 instances of the modified co-
operative Mars rovers problem used in [7]. The number of
interactions ranges from 4 to 7.

Before discussing the performance of the solver in solving
each of the 3 formulations, we note that the time to gen-
erate these formulations is almost the same. Specifically,
constructing the bins and objective function in the EDI-CR
MILP is not more expensive than constructing the reward
matrix in the QP or the objective function in the DEC-
MDP MILP. In all 3 cases, we need to iterate over every
joint history, calculate its expected reward and calculate the
probability of the chance outcomes along the history.

First, we look at the behavior of the 3 formulations with
respect to optimality. As mentioned before, the QP for-
mulation is not guaranteed to result in an optimal solution
because it is non-concave, so Cplex may report a locally
optimal solution and quit. But even after obtaining a so-
lution that we know is optimal (by comparing to another
solution known to be optimal), Cplex may spend a very
long time until it verifies optimality. We therefore have 5
possible outcomes of a run: 1) optimal solution found and
verified, 2) optimal solution found but not verified within
reasonable time2 , 3) Locally optimal solution found, 4) Op-
timal solution could not be found within reasonable time,
but a suboptimal solution was found, 5) No solution at all
found within reasonable time. Of our 22 instances, Table 4
compares how many fall in the different categories for each
formulation. Because a solver would never report a locally
optimal solution for a MILP, the corresponding entries are
marked by ’-’. As can be seen, our formulation resulted
in a provably optimal solution in 17/22 instances. In the
remaining instances, we obtained higher rewards than the
other formulations, but cannot say with certainty that our
solution was optimal because there is nothing to compare it
to, so each of the remaining 5 instances falls into into cat-
egory 2 or 4. QP and DEC-MDP MILP were equally good
at finding optimal solutions, although DEC-MDP MILP was
better at verifying optimality. The table shows that the non-
concavity of the QP can often lead the solver to just report
a locally optimal solution. It also shows that in some cases,
the number of compound variables introduced in the DEC-
MILP is too large to allow the solver to find any solution
within reasonable time.

Next, we look at the compactness of the MILP formu-
lation with and without exploiting structured interactions.
We group our 22 instances into 3 groups of small, medium
and large instances containing 5, 9 and 8 instances, respec-
tively. Table 5 shows the number of terminal sequences for
each agent, and the number of compound variables, z, in-
troduced in the DEC-MDP formulation and our EDI-CR
formulation. Results were averaged over instances in each
group. Clearly, the DEC-MDP formulation introduces many
more compound variables than our formulation. The differ-
ence in the number of variables becomes more pronounced

2Reasonable time for most scenarios is taken to be 60 sec-
onds. For larger scenarios, we time out a run after 600 sec-
onds.
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Table 4: Comparison of formulations with respect
to optimality

QP DEC-MDP EDI-CR
MILP MILP

1) Optimal, Verified 5 9 17
2) Optimal, Not verified 9 5 x
3) Local optimal 5 - -
4) Suboptimal 3 6 5-x
5) No solution 0 2 0

Table 5: Comparison of formulations with respect
to compactness

|Zi| |Zj | EDI-CR DEC-MDP
MILP |z| MILP |z|

Small 81 46 254 3,762
Medium 162 112 608 18,062
Large 941 781 3,793 596,950

as the problem size increases. Whereas the DEC-MDP for-
mulation creates a compound variable for each pair of ter-
minal histories, our formulation will only create as many
variables as needed to distinguish between bins induced by
a given history. Although our formulation has more con-
straints than the DEC-MDP MILP, we next show that the
increased number of constraints is offset by the large reduc-
tion in the number of variables, resulting in MILPs that are
overall easier to solve.

We now look at the solution time for each formulation. Ta-
ble 6 shows the results of comparing both the time needed
to find the optimal solution (reported as ‘Find’), and the
time needed to verify that the solution is indeed optimal (re-
ported as ‘Verify’). The times are in seconds, averaged over
instances in each group. For groups where some solutions
were not found/verified within reasonable time, the number
of instances over which the averaging was done is indicated
in brackets. In general, solving the EDI-CR MILP formu-
lation is significantly faster than solving the other 2 formu-
lations. There is also a large difference in the time needed
to verify optimality. In the Small group, only 3 instances
could be solved provably optimally within 60 seconds using
the DEC-MDP MILP and QP formulations. In the Medium
group, the differences in time to verify optimality among
the different formulations is even more pronounced. In the
Large group, Cplex found solutions for all our problems, but
could not verify optimality. A solution with the same quality
could not be found with any of the other formulations.

6. RELATED WORK
Formulating decision problems as mathematical programs

has been done by other researchers, with the aim of mak-
ing use of available industrial-grade solvers like Cplex. Aras
and Dutech proposed two MILP formulations for general
DEC-POMDPs [2]. One of these formulations was given
in Table 2. The other uses game-theoretic concepts to lin-
earize the objective function. This latter formulation is out-
performed by the one we reviewed and built upon in this
paper.

Petrik and Zilberstein [10] developed formulations of de-
cision problems of cooperative and self-interested agents as
separable bilinear programs and presented an algorithm for

solving this class of programs. The QP discussed in this pa-
per is itself a bilinear program, because realization weights of
one agent are only multiplied by weights of the other agent,
so the objective function is linear if the weights of one agent
are fixed. Previous work on the EDI-CR model [7] used the
bilinear formulation and solution algorithm.

Aras et. al [3] give a mathematical formulation for a
special case of DEC-POMDP called Network Distributed
POMDP [9] (ND-POMDP) where agents have independent
transition and observation functions, but have reward in-
teractions. In ND-POMDP, we can decompose the set of
agents into subsets, where an agent’s reward only depends
on agents belonging to its subset(s). Because they only con-
sider problems where each subset contains 2 agents (i.e. bi-
nary interactions), Aras et. al were able to formulate this
problem as a QP. They present a linearization of the QP
to a compact MILP that avoids having a compound vari-
able for each joint terminal history. However, they report
that the compactness of their formulation does not translate
to savings in the time needed to solve the resulting MILP,
compared to a simple formulation with one variable per joint
history. One explanation they provide is that the compact
MILP has a constraint matrix that is not sparse, making it
hard for Cplex to deal with it efficiently.

Besides the fact that ND-POMDP assumes transition in-
dependence and EDI-CR does not, the difference between
these two models is that in the former, agents belonging to
the same subset are assumed to have very tight reward inter-
action; there is a single reward function per subset, and it is
defined over joint actions and states of agents in the subset.
We can see this as a coarse-grained kind of independence
where agents either have reward interactions involving all
their actions or none at all. EDI-CR captures a more fine-
grained kind of interaction where specific actions affect, or
are affected by, what another agent does. As a result of
this difference, formulations of ND-POMDP would not be
very useful, if at all, when directly applied to EDI-CR, since
they cannot capture and exploit fine-grained interactions.
The general ideas and techniques for linearizing a high or-
der expression can, however, be useful across models and
formulations.

Another MILP formulation of Transition-Independent DEC-
MDP [4] is given by Wu and Durfee [11]. Their formulation
is approximate and is the result of discretization and piece-
wise linear approximation of non-linear constraints. This
work therefore finds exact, optimal solutions to an inexact
model. The errors introduced by the discretization and lin-
earization can be controlled, at the expense of introducing
more variables into the formulation.

7. CONCLUSION
This paper presents a compact mathematical formulation

of a class of DEC-MDPs where there are structured tran-
sition and reward interactions among agents. This class of
problems is modeled using Event-Driven Interactions with
Complex Rewards. Previously, instances of EDI-CR would
either be formulated as Quadratic Programs, in which case
a globally optimal policy is not guaranteed because of the
non-concavity of the QP, or as a MILP through a formu-
lation that was conceived for general DEC-POMDPs and
adapted to DEC-MDPs. The formulation we developed suc-
cessfully exploits structured interactions, and rests on the
observation that when considering a given history of agent
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Table 6: Comparison of formulations with respect to solution time
EDI-CR MILP DEC-MDP MILP QP Find EDI-CR MILP DEC-MDP MILP QP Verify

Find Find Verify Verify
Small 0.29 8.68 0.57 0.12(3) 3.5(3) 0.58(3)
Medium 0.59 10.72 6.4 0.35(6) 21.6(6) > 60
Large 83 N/A N/A N/A N/A N/A

i, many histories of the other agent have the same effect on
the rewards and transitions of i. Therefore, in doing the
linearization necessary to obtain a MILP, we can avoid cre-
ating a compound variable for every pair of joint terminal
histories. Instead, we create one variable for every group of
histories that have the same effect on a given history. Our
experimental results show the compactness of our formula-
tion compared to a MILP that does not exploit structure.
We also show that our formulation allows a solver to find
an optimal solution and verify its optimality faster than the
other formulations discussed in this paper. This allows us to
solve larger problems which would otherwise be intractable.

We are currently working on extending our formulation
beyond the 2-agent case. The main issue is to find a set of
linear constraints that enforce the non-linear identity defin-
ing compound variables. One possible starting point is to
look at settings with more than two agents, but where any
interaction only involves two agents. This is still different
from the binary ND-POMDPs discussed in Section 6 because
we allow for transition interactions.

Another future direction we are interested in involves ap-
proximation. Currently, we group histories into the same bin
only if they have exactly the same effect on a given history.
One possible approximation is grouping histories whose ef-
fects are similar enough. This is equivalent to making an
agent indifferent among a larger set of the other’s histories,
and would further reduce the number of compound variables.
We need to study how this can be done in a principled man-
ner.
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ABSTRACT

Planning under uncertainty for multiagent systems can be
formalized as a decentralized partially observable Markov
decision process. We advance the state of the art for opti-
mal solution of this model, building on the Multiagent A*
heuristic search method. A key insight is that we can avoid
the full expansion of a search node that generates a number
of children doubly exponential in the node’s depth. Instead
we incrementally expand the children of a node only when
a next child might have the highest heuristic value. We tar-
get a subsequent bottleneck by introducing a more memory-
efficient representation for our heuristic functions. Proof is
given that the resulting algorithm is correct and experiments
demonstrate a significant speedup over the state of the art,
allowing for optimal solutions over longer horizons for many
benchmark problems.

Categories and Subject Descriptors

I.2.11 [Artificial Intelligence]: Distributed Artificial In-
telligence—Multiagent systems

General Terms

Algorithms, Theory, Experimentation

Keywords

Planning under uncertainty, Cooperative multiagent systems,
Decentralized POMDPs, Heuristic search

1. INTRODUCTION
Planning under uncertainty for multiagent systems is an

important problem in artificial intelligence, as agents may
often possess uncertain information while sharing their en-
vironment with other agents. Due to stochastic actions and
noisy sensors, agents must reason about many possible out-
comes and the uncertainty surrounding them. Because mul-
tiple agents are present, each agent must also reason about
the choices of the others and how they may affect the en-
vironment. In cooperative systems, finding optimal joint
plans is especially challenging when each agent must choose
actions based solely on local knowledge due to nonexistent or
noisy communication. Possible application domains include
multi-robot teams, communication networks, load balanc-

The Sixth Annual Workshop on Multiagent Sequential
Decision-Making in Uncertain Domains (MSDM-2011), held
in conjunction withAAMAS-2011 on May 3, 2011 in Taipei, Taiwan.

ing, and many other problem settings in which agents need
to coordinate under uncertain conditions.

The decentralized partially observable Markov decision
process (Dec-POMDP) is a formal model for such planning
problems. Unfortunately, optimal solution methods [3] and
even bounded approximations (ǫ-optimal solutions) [12] suf-
fer from doubly-exponential complexity (NEXP-Complete);
the search space for horizon h + 1 is exponentially larger
than the one for horizon h. This means that algorithms
with guarantees on solution quality have difficulties with at
least some problems. Algorithms that are always efficient in
runtime can have no guarantees on the solution quality.

In this paper we consider the optimal solution of Dec-
POMDPs over a finite horizon. Even though the high worst-
case complexity results preclude such methods from being
applicable for some larger problems, there are several rea-
sons to be interested in optimal solutions: 1) As approximate
algorithms come with no guarantees, optimal methods are
necessary as a tool to analyze the performance of approxi-
mate algorithms. 2) Most successful approximate algorithms
(e.g., [4, 14, 17]) are based on optimal solution methods,
so algorithmic improvements to the latter are likely to di-
rectly transfer to the former. 3) Optimal techniques can
give insight in the nature of problems and their solutions.
For instance, previous work on optimal methods generated
the insight that certain properties of the BroadcastChannel
problem make it easier to solve [11]. 4) They are of interest
for solving small problems that arise naturally or as part
of a decomposition. Moreover, many problem instances are
much easier to solve than the worst-case complexity sug-
gests [1], allowing optimal solutions to be practical.

We provide significant advances to the state of the art in
optimal Dec-POMDP solution methods by extending Mul-
tiagent A* (MAA*) [16] —which performs an A* search
through the tree of possible partial joint policies— and de-
rived methods with a new technique for incremental expan-
sion of search tree nodes. Expanding a node in this search
tree entails generating all possible children, which is a major
source of intractability since the number of such children is
doubly exponential in the depth of the node. In practice,
however, only a small number of the generated nodes may
actually be queried during the search. Our key observation
is that if a method is able to incrementally generate chil-
dren in order of their heuristic value, it does not need to
expand all of them at once. We exploit this insight, build-
ing upon recent advances in the solution of collaborative
Bayesian games [9].

As with any A* method, our approach’s performance de-
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pends on the tightness of the heuristic. In many problems
the upper bound provided by the value function of the under-
lying MDP (QMDP) is not tight enough for heuristic search
to be effective [10]. Other heuristics are tighter, such as
those based on the underlying POMDP solution (QPOMDP)
or the value function resulting from assuming 1-step-delayed
communication (QBG). However, they require storing values
for all joint action-observation histories or representing them
as a potentially exponential number of vectors. A crucial
insight is that the number of values stored in a tree-based
representation grows exponentially when moving forward in
time, while the size of a vector-based representation grows
in the opposite direction. We exploit this insight by intro-
ducing a hybrid representation that is more compact.
In this work, we integrate the incremental expansion idea

in GMAA* with incremental clustering (GMAA*-IC), an
MAA* extension that uses lossless history clustering for im-
proved scalability [11]. The resulting algorithm is called
GMAA*-ICE as it provides incremental clustering and ex-
pansion. We prove that GMAA*-ICE is correct and ex-
pands search nodes in the same order as the original method.
We show the efficacy of our methods on a suite of bench-

mark problems, demonstrating a significant speedup over
the state of the art. In many cases GMAA*-ICE provides
the optimal solution over longer horizons than those previ-
ously solved. In particular, incremental expansion provides
leverage in those problem domains in which history cluster-
ing is less effective.
The rest of the paper is organized as follows. We begin

in Sec. 2 with background on Dec-POMDPs, their represen-
tation as CBGs as well as on GMAA*-IC. Sec. 3 intro-
duces GMAA*-ICE, and in Sec. 4 we prove its correctness.
The hybrid representation is introduced in Sec. 5 and Sec. 6
presents experimental results. Lastly, Sec. 7 presents con-
clusions and future work.

2. BACKGROUND
Here we provide some background information on Dec-

POMDPs and their optimal solution over a finite horizon.

2.1 Decentralized POMDPs
A decentralized partially observable Markov decision pro-

cess (Dec-POMDP) consists of:

• A set of n agents.

• S is a finite set of states.

• A = ×iAi is the set of joint actions, where Ai is the
set of actions available to agent i. Every time step,
one joint action a = 〈a1,...,an〉 is taken.
• T is the transition function, a mapping from states

and joint actions to probability distributions over next
states: T : S ×A → P(S).
• R is the reward function that maps states and joint

actions to real numbers: R : S ×A → R.
• O = ×iOi is the set of joint observations, with Oi the

set of observations available to agent i. Every time
step, one joint observation o = 〈o1,...,on〉 is received.
• O is the observation function, a mapping from joint ac-

tions and successor states to probability distributions
over joint observations: O : A× S → P(O).
• h is the horizon, the number of time steps.

• b0 the initial state distribution.

The goal of a Dec-POMDP is to find a decentralized de-
terministic joint policy π = 〈π1, . . . ,πn〉. Here each deter-
ministic individual policy πi maps from local observation-
histories (OH) ~o t

i =
(
o1i ,...,o

t
i

)
to actions: πi(~o

t
i ) = at

i.
An individual policy πi can be interpreted as a sequence
of decision rules πi = (δ0i ,δ

1
i , . . . ,δ

h−1
i ), where δti maps from

length-t OHs to actions. In the remainder of this paper,
we will also consider action-observation histories (AOHs)
~θ t
i =

(
a0
i ,o

1
i ,a

1
i ,...,a

t−1
i ,oti

)
. An AOH for an agent i at stage t

is denoted by ~θ t
i . The optimal joint policy π∗ maximizes the

expected cumulative reward. Computing an optimal joint
policy is provably intractable (NEXP-complete) [3].

The fact that an individual policy πi depends only on the
local information ~oi available to an agent means that the
on-line execution phase is truly decentralized; no commu-
nication is assumed to take place (other than specified via
actions and observations). The planning itself however, may
take place in an off-line phase and be centralized. This is
the assumption we make in this work. For a more detailed
introduction to Dec-POMDPs see, e.g., [10, 15].

2.2 Multiagent A*
We build upon GMAA*-Cluster [11], which in turn is

based on Multiagent A* (MAA*) [16]. These methods per-
form a search over partial, or past, joint policies ϕt that
specify the joint policy up to stage t: ϕt = (δ0,δ1, . . . ,δt−1),
where δi is the joint decision rule for the i-th stage. For such

a ϕt, we can compute a heuristic value V̂ (ϕt) by comput-

ing V 0...(t−1)(ϕt), the actual expected reward over the first t
stages, and adding a heuristic value H(ϕt) for the remaining
stages. When the heuristic is admissible, i.e., a guaranteed
overestimation, it is possible to perform standard A* search:
select the node q = 〈ϕt, v̂〉 with the highest v̂, which is ini-

tialized as v̂← V̂ (ϕt), and expand it by generating all child
nodes ϕt+1 = 〈ϕt ◦ δt〉 that can be formed by appending a
joint decision rule δt to ϕt. We assume that there is a total
ordering over nodes, such that ties in value v̂ are broken in
a consistent way.

A major source of complexity in MAA* is the full expan-
sion of a search node; the number of δt (that can be used to
form the children of a node ϕt at depth t in the search tree)
is doubly exponential in t, because the number of OHs grows
exponentially with t. In an attempt to counter this problem,
for the last stage t = h−1, MAA* generates the child nodes
one by one until a node is found with value equal to its par-
ent’s heuristic value. If this happens, no other siblings will
have to be generated.

Unfortunately, this method does not provide much lever-
age in practice, since it is unlikely that a child node will
have the same heuristic value as its parent and, even if one
does, there is no effective way to find such a child [15]. Also,
this does not address the complexity of intermediate stages.
Therefore Seuken and Zilberstein [15] argue that MAA*
“can at best solve problems whose horizon is only 1 greater
than those that can already be solved by näıve brute force
search.”

In this paper, we address these problems. That is, we pro-
vide efficient incremental expansion through a method that
is able to select the highest ranked child at all stages, not
just at the last stage. Moreover, we combine it with another
method that has brought scaling to MAA*: clustering of
histories.
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Algorithm 1 GMAA*-IC [11]

1: vGMAA←−∞
2: ϕ0←(), v̂←+∞, q0←〈ϕ0, v̂〉
3: P←{q0}
4: repeat
5: q← Select(P) {q = 〈ϕt, v̂〉}
6: P.pop(q)
7: B(ϕt−1)←ϕt−1.CBG {Note ϕt = 〈ϕt−1 ◦ βt−1〉 }
8: B(ϕt)←ConstructExtendedCBG(B(ϕt−1),βt−1)
9: B(ϕt)←ClusterCBG(B(ϕt))
10: ΦExpand← Expand(Bt)

11: V̂ (ϕt+1)←V 0...t−1(ϕt) + V̂ (βt)
12: if last stage t = h− 1 then
13: if V (π) > vGMAA then
14: vGMAA←V (π) {found new lower bound}
15: π⋆←π
16: P.prune(vGMAA)
17: else
18: Q←{〈ϕ,V̂ (ϕ)〉 | ϕ ∈ ΦExpand,V̂ (ϕ) > vGMAA}
19: P.insert(Q)
20: until P is empty

2.3 Lossless incremental clustering
GMAA*-Cluster extends MAA* by 1) interpreting nodes

in the search tree as collaborative Bayesian games (CBGs)
and 2) clustering histories and thereby indirectly policies. In
particular, we consider the version that performs incremen-
tal clustering (GMAA*-IC). For a complete introduction to
GMAA* refer to [10], we concisely outline the main ideas.
As discussed, each node in the MAA* search tree corre-

sponds to a ϕt. This can be interpreted as corresponding
to a CBG [10]: given state distribution b0, for each ϕt it is
possible to construct a CBG B(ϕt), which consists of:

• the set of agents {1 . . . n}.
• A is the set of the joint actions.

• Θ, the set of their joint types. A joint type θ specifies
a type for each agent θ = 〈θ1, . . . ,θn〉.
• Pr(·), a probability distribution over joint types.

• Q̂, a heuristic payoff function Q̂(θ,a)→ R.

A type θi of an agent i represents the private information
it holds, so it corresponds to the history of actions and ob-

servations ~θ t
i . This means that Q̂ should provide a heuristic

estimate for each (~θt,a)-pair.
In a CBG, each agent uses a BG-policy βi that maps in-

dividual types to actions: βi(θi) = ai. A joint policy for the
CBG β corresponds to a joint decision rule: β ≡ δt with
heuristic value given by

V̂ (β) =
∑

~θt

Pr(~θt|ϕt,b0)Q̂(~θt,β(~θt)), (1)

where β(~θt) = 〈βi(~θ
t
i )〉i=1...n denotes the joint action that

results from application of the individual BG-policies to the

individual AOH ~θ t
i specified by ~θt.

From this CBG perspective, when expanding a node all
β are returned and appended to ϕt to form the set of all
children:

ΦExpand =
{
〈ϕt ◦ β〉|β is a joint BG policy of B(ϕt)

}
.

The valuation of such a child ϕt+1 = 〈ϕt ◦ β〉 is given by

V̂ (ϕt+1) = V 0...(t−1)(ϕt) + V̂ (β), (2)

where now the expected immediate reward for stage t is

represented within the heuristic V̂ (β). It can be shown when

the heuristic Q̂ faithfully represents the expected immediate
reward, this reformulation is exactly equal to MAA* [10].

This reformulation of MAA* to work on CBGs does not
directly gain any computational advantage. GMAA*-IC
leverages the CBG representation of MAA* by clustering
individual types in a CBG in such a way that the solution
of the clustered CBG corresponds to a solution of the origi-
nal CBG. Clustering also gives an effective way to eliminate
histories with zero probability. Clustering does not always
reduce the CBG’s size, but when it does, it will result in
great computational savings, since the number of β is expo-
nential in the number of types. In particular, it is possible
to perform incremental clustering by bootstrapping from the
clustered CBG for the previous stage [11].

Algorithm 1 shows pseudo-code forGMAA*-IC. At every
iteration, Select returns the best-ranked q = 〈ϕt, v̂〉 from
the open list P. Subsequently, a CBG is constructed, clus-
tered and used to generate all child nodes ϕt+1. This process
continues until a full policy is found with value higher than
the upper bounds of any remaining partial policies.

3. INCREMENTAL EXPANSION
Recently, new methods for solving CBGs have been de-

veloped [7, 9] that can provide speedups of multiple orders
of magnitude over brute force search (enumeration). Un-
fortunately, MAA* has not been able to profit from these
methods: in order to guarantee optimality, it relies on ex-
pansion of all (child nodes corresponding to all) joint BG-
policies β for the intermediate stages.1 However, many of
the expanded child nodes may never be selected for further
expansion. The key observation is the following:

Observation 1. If we have a way to generate the children
in increasing heuristic order and that heuristic is admissible,
we do not have to expand all the children.

We discuss this in more detail below, starting with a formal-
ization of the relative heuristic values of two child nodes.

Lemma 1. Given two joint BG policies β,β′ for a CBG

Bt(ϕt), if V̂ (β) ≥ V̂ (β′), then for the corresponding child

nodes V̂ (ϕt+1) ≥ V̂ (ϕt+1′).

Proof. This holds directly by the definition of V̂ (ϕt)

V̂ (ϕt+1) = V 0...(t−1)(ϕt) + V̂ (β)

≥ V 0...(t−1)(ϕt) + V̂ (β′) = V̂ (ϕt+1′),

as given by (2).

It follows directly that, if for Bt(ϕt) we use a CBG solver
that can generate a sequence of policies β,β′, . . . such that

V̂ (β) ≥ V̂ (β′) ≥ . . .

then, for the sequence of corresponding children

V̂ (ϕt+1) ≥ V̂ (ϕt+1′) ≥ . . . .

1For the last stage, clearly it is possible to only generate the
best child node of ϕh−1 by appending the optimal solution
of the CBG.
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Figure 1: Illustration of incremental expansion. On
the left we show the evolution of the open list. Past
joint policies ϕt are indexed by letters.

Exploiting this knowledge, we can expand only the first

child ϕt+1, compute its V̂ (ϕt+1) and set the value of the

parent node to q.v̂← V̂ (ϕt+1), since we know that all the

unexpanded siblings will have V̂ lower or equal to that. As
such, we can reinsert q into P to act as a placeholder for
all its non-expanded children. To ensure that children are
expanded before their parents, we break ties in a consistent
manner, ranking nodes for earlier stages t higher in case of
equal value.2 Fig. 1 illustrates incremental expansion.
We integrate incremental expansion in GMAA*-IC re-

sulting in GMAA* with incremental clustering and expan-
sion (GMAA*-ICE). It performs an A* search over nodes
q = 〈ϕt, v̂,PH〉, where PH is a boolean indicating whether
the node is a placeholder. At every iteration, the heuristi-
cally highest ranked q is selected from an open list P and
expanded. When a new best full joint policy is found, the
lower bound vGMAA is updated. Each time a new CBG is
constructed, it is built by extending the CBG for the par-
ent node and then applying lossless clustering. However,
rather than expanding all children, GMAA*-ICE requests
only the next solution β of an incremental CBG solver. This
next CBG solution β is then used to construct a single child
ϕt+1 = 〈ϕt ◦ β〉.
For the incremental CBG solver, we use the BaGaBaB al-

gorithm [9], which performs a second (nested)A* search, but
now over (partially specified) CBG policies.3 TheBaGaBaB
solver for ϕt is initialized with lower bound

vCBG = vGMAA − V 0...(t−1)(ϕt), (3)

2Furthermore, experiments confirmed that the overhead of
potentially expanding a parent first is negligible.
3In principle GMAA*-ICE can use any CBG solver that
is able to incrementally deliver all β in descending order of

V̂ (β). However, there are not many such CBG solvers that
can avoid enumerating all β before providing the first result.

Algorithm 2 GMAA*-ICE

1: vGMAA←−∞
2: ϕ0←(), v̂←+∞, PH← false, q0←〈ϕ0, v̂,PH〉
3: PIE←{q0}
4: repeat
5: q← Select(PIE) {q = 〈ϕt, v̂,PH〉}
6: PIE.pop(q)
7: if PH then
8: B(ϕt)←ϕt.CBG {reuse stored CBG}
9: else
10: ConstructExtendedBGandSolver(ϕt) {(omitted)}
11: vCBG = vGMAA − V 0...(t−1)(ϕt)
12: v̄CBG = +∞
13: if last stage t = h− 1 then

14: v̄CBG = V̂ (ϕh−1)− V 0...(h−2)(ϕh−1)

15: 〈βt, V̂ (βt)〉←B(ϕt).Solver.NextSolution(vCBG,v̄CBG)
16: if not βt then
17: {fully expanded: no solution s.t. V (βh−1) ≥ vCBG}
18: delete q and continue {(i.e., goto line 5)}
19: ϕt+1←〈ϕt ◦ βt〉
20: V̂ (ϕt+1)←V 0...t−1(ϕt) + V̂ (βt)
21: if last stage t = h− 1 then
22: if V (π) > vGMAA then
23: vGMAA←V (π) {found new lower bound}
24: π⋆←π
25: PIE.prune(vGMAA)
26: else
27: q′←〈ϕt+1, V̂ (ϕt+1), false〉
28: PIE.insert(q′)
29: q←〈ϕt, V̂ (ϕt+1), true〉 { Update parent node q }
30: PIE.insert(q)

31: until PIE is empty

and, in case of the last stage t = h− 1, upperbound

v̄CBG = V̂ (ϕh−1)− V 0...(h−2)(ϕh−1), (4)

since

V̂ (ϕh)− V 0...(h−2)(ϕh−1) = V̂ (β)

V̂ (ϕh−1)− V 0...(h−2)(ϕh−1) ≥ V̂ (β) = V (δh−1|b0,ϕh−1).

This can be used to stop expanding when we find a lower
bound equal to the upper bound v̄CBG = V (β), as in the

original A*. Note that V̂ (β) is only a bound on values when

solving the last stage: the last equality holds if Q̂(~θh−1,a) =

R(~θh−1,a), i.e., the heuristic payoff function for the CBG re-
flects the actual expected reward. This means that the up-
per bound can only be used in solving the last-stage CBGs.
Also note that each time when asking BaGaBaB for a
next solution, vCBG is reset by re-evaluating (3), because
vGMAA may have changed since the last solution was deliv-
ered. Then it continues searching (by selecting the heuris-
tically best-ranked node from its own internal open list and
proceeding as normal).

Algorithm 2 shows the pseudo-code for GMAA*-ICE.
The main differences with Algorithm 1 are seen from line 7
to line 19. In this section, the algorithm first determines
if a placeholder is being used and either reuses the current
CBG solver or constructs a new one. Then, new bounds are
calculated and the next solution is obtained, removing the
node when all children with value above the lower bound
have been expanded. Lastly, only a single child is generated
rather than expanding all children as in Algorithm 1.
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4. THEORETICAL GUARANTEES
We shall now prove some properties of GMAA*-ICE. We

say that two search algorithms are search-equivalent if they
select exactly the same set of nodes to expand in the search
tree. That is, that they Select the same q for expansion on
line 5 of Algorithm 1 and 2 (but the set of expanded nodes
can be different). We will show that the IC and ICE variants
are search-equivalent. To do so, we will talk about equiva-
lence of the open lists maintained. The open list P main-
tained by IC only contains non-expanded nodes q. That of
ICE, PIE, contains both non-expanded nodes q and place-
holders (previously expanded nodes), q̄. We use Q and Q̄ to
denote the respective (ordered) subsets of PIE. We think of
these open lists as ordered sets of heuristic values and their
associated nodes.

Definition 1. P and PIE are equivalent, P ≡ PIE, when:

1. Q ⊆ P.

2. The q’s have the same ordering: P.remove(P \Q) = Q.
(A.remove(B) removes the elements of B from A with-
out changing A’s ordering.)

3. Nodes not present in PIE instead have a placeholder,
∀q = 〈ϕt, v̂q, false〉 ∈ (P \Q) : ∃q̄ = 〈ϕt−1, v̂q̄, true〉 ∈
Q̄ such that: q̄ is the parent of q (ϕt = 〈ϕt−1 ◦ β〉),
and q̄ is more highly ranked: v̂q̄ ≥ v̂q.

4

4. There are no other placeholders.

Let us write IT-IC(P) and IT-ICE(PIE) for one iteration of
the respective algorithms. Let IT-ICE* denote the operation
that repeats IT-ICE as long as a placeholder was selected (so
it ends when a q is expanded).

Lemma 2. If P ≡ PIE, then executing IT-IC(P) and IT-
ICE*(PIE) will lead to new open lists that again are equiva-
lent: P ′ ≡ PIE′.

Proof. When IT-ICE* selects a placeholder q̄, it will
generate child q′ that was already present in P (due to prop-
erty 3 and 4 of def. 1) and insert it at the proper location,
thereby preserving properties 1 and 2.5 If there are remain-
ing unexpanded children of q̄, IT-ICE* will reinsert q̄ with
an updated heuristic value q̄.v̂← q′.v̂ which is guaranteed
to upper bound the value of unexpanded siblings q′′ since

q′.v̂ = V̂ (q′.ϕ) ≥ V̂ (q′′.ϕ) = q′′.v̂ (preserving properties 3
and 4).
When IT-ICE* finally selects a non-placeholder q, it is

guaranteed to be the same q as selected by IT-IC (due to
property 1 and 2). Expansion in ICE will generate 1 child q′

(again, inserted at the same relative location as in IC) and
insert placeholder q̄ = 〈q.ϕ, q′.v̂, true〉 for the other siblings
q′′ (again preserving properties 3 and 4).

Theorem 1. GMAA*-ICE and GMAA*-IC are search-
equivalent.

4Again, we assume a total ordering on the nodes such that
ties in value are broken consistently (and, in this particular
case, such that on equality v̂q̄ = v̂q, the child is ranked higher
to ensure it is expanded before its parent).
5This is the same location as IT-IC, as heuristic values are
independent of the search process, and ties are dealt with
consistently: two ϕt with same v̂ are always ordered the
same (in the open list and by the node expansion).

Proof. This follows directly from the proof of Lemma 2:
Both algorithms initialize with the same (equivalent) open
list and therefore maintain equivalent open lists throughout
search. At each point IT-ICE(PIE) will either select a q̄ =
〈ϕ, v̂, true〉—then IC also expanded a node for ϕ—or a q.
In the last case, because of property (2) of def. 1 we know
that the same q is selected by IT-IC(P).

Note that Theorem 1 does not mean that the run time
and space requirements of GMAA*-ICE and GMAA*-IC
are identical: for each expansion, GMAA*-ICE will only
generate one child node to be stored on the open list versus
a number of child nodes that is, in the worst case, doubly
exponential in the depth of the selected node.6 On the other
hand, GMAA*-ICE may select a placeholder for further
expansion (in the worst case all child nodes will still have to
be generated).

We say that a search algorithm is complete if it searches
until it finds an optimal solution.

Corollary 1. When using a heuristic of the form

Q̂(~θt,a) = E[R(s,a) | ~θt] +E[V̂ (~θt+1) | ~θt,a], (5)

where V̂ (~θt+1) ≥ Qπ∗(~θt+1,π∗(~θt+1)) is an overestimation
of the value of an optimal joint policy π∗, GMAA*-ICE is
complete.

Proof. Under the stated conditions, GMAA*-IC is com-
plete [10, 11]. Since GMAA*-ICE is search equivalent to
GMAA*-IC, it is also complete.

5. HEURISTIC REPRESENTATION
As with any heuristic search method, the effectiveness of

MAA* and variations depends on a high-quality admissi-
ble heuristic function. First we will briefly review existing
heuristics, after which we introduce new, more scalable, rep-
resentations.

5.1 Existing Heuristics
One way to obtain a heuristic Q̂(θ,a) is via solving the

underlying MDP, known as QMDP [8]. Similar to the un-
derlying MDP, one can define the underlying POMDP of
a Dec-POMDP and its solution can be used as a heuris-
tic, called QPOMDP [13, 16]. QPOMDP computes a value

Qt
P(b

~θt

,a) which can directly be used as a heuristic:

Q̂P(~θ
t,a) ≡ Qt

P(b
~θt

,a). (6)

For a finite horizon, there are two approaches to comput-
ing QPOMDP. First, it is possible to construct the ‘belief
MDP tree’: the tree of all joint beliefs (induced by all joint
AOHs, illustrated in Fig. 2(a)(left)). This is conceptually
simple: starting with b0 corresponding to the empty joint

action-observation history ~θt=0, for each a and o compute

the resulting ~θt=1 and corresponding belief b
~θ1

and continue
recursively. Given this tree, it is possible to compute values
for all the nodes by standard dynamic programming.

Second, it is possible to apply vector-based POMDP tech-
niques (Fig. 2(a)(middle)) [6]. The Q-value function for a
stage Qt

P(b,a) can be represented using a set of vectors for

6 When a problem allows clustering, the number of child
nodes grows less dramatically.
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(b) Dec-Tiger.
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(c) FireFighting.
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(d) Hotel 1.
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(e) Recycling Robots.

Figure 2: Hybrid representations. (a) Comparison
of different representations of heuristic Q functions.
(b)-(e) The number of real numbers stored for dif-
ferent representations of QBG.

each joint action Vt = {Vt
1, . . . ,Vt

|A|}. Qt
P(b,a) is then de-

fined as the maximum inner product:

Qt
P(b,a) ≡ max

vt
a∈Vt

a

b · vta.

Given Vh−1, the vector representation of the last stage (one
vector for each joint action), it is possible to compute Vh−2,
etc. In order to limit the growth of the number of vectors
needed to represent the stages, dominated vectors may be
pruned. It is well-known that QMDP is an upper bound to
the POMDP value function. Therefore, QPOMDP provides a
tighter upper bound to Q∗ than QMDP. However, it is also
more costly to compute and store: both approaches may
need to store a number of values exponential in h.
Finally, a third heuristic commonly used in MAA* is QBG:

the value function that results from assuming 1-step-delayed
communication. Such value functions can also be repre-
sented using vectors [5, 10], so the same two methods of
computation apply here. However, note that QBG is tighter
than QPOMDP: Q

∗ ≤ QBG ≤ QPOMDP ≤ QMDP [10].

5.2 Hybrid Representations
Previous research indicated that the upper bound pro-

vided by QMDP is often too loose for effective heuristic search
in MAA* [10]. However, for tighter heuristics such as QBG

or QPOMDP the space needed to store these heuristics grows
exponentially with the horizon, as explained before.
In practice, we experienced that the exponential space re-

quirements to compute the heuristics become a bottleneck

Algorithm 3 Compute Hybrid Q̂ with minimum size.

1: Qh−1←{R1, . . . ,R|A|} {vector representation of last stage}
2: z←|A| × |S| {the size of the |A| vectors}
3: for t = h− 2 to 0 do
4: y←|~Θt| × |A| {size of AOH representation}
5: if z < y then
6: V ←VectorBackup(Qt+1)
7: V ′←Prune(V)
8: Qt←V ′

9: z←|V ′| × |S|
10: else
11: Qt←TreeBackup(Qt+1) {From now on z ≥ y}

regarding the problems we can solve. To mitigate this prob-
lem we introduce heuristics with a hybrid representation,
as illustrated in Fig. 2(a)(right). The key insight is that
the exponential growth of the discussed representations is
in opposite directions. Therefore we can use the low-space-
complexity side of both representations: the later stages use
a vector-based representation (and later stages have fewer
vectors), while the earlier stages use a history-based rep-
resentation (and earlier stages have fewer histories). Al-
gorithm 3 shows how a minimally-sized representation can
easily be computed.

Fig. 2(b)-(e) illustrate the power of combining vector with
tree-based representations, by plotting the memory require-
ments (in terms of number of parameters) of the “Tree”,
the “Vector” (QPOMDP), and the “Hybrid” representation for
QBG, where missing “Vector” bars indicate those represen-
tations grew beyond limits. The hybrid representation is
computed following Algorithm 3, and the vector-based QBG

representation is computed using a variation of Incremental
Pruning. The pruning performance depends on the problem
and the complexity of the value function, which can increase
suddenly, as for instance happens in Fig. 2(d). We see that
for several benchmark problems the hybrid representation
allows for very significant savings in memory space, allow-
ing us to compute tight heuristics for longer horizons.

6. EXPERIMENTS
We performed an empirical evaluation ofGMAA*-ICE by

comparing to GMAA*-IC. This way we are able to assess
the impact of the proposed incremental expansion without
additional differences. Moreover, GMAA*-IC is currently
(one of) the fastest optimal solvers for finite-horizon Dec-
POMDPs.7 Unless noted otherwise, we used QBG with a
hybrid representation. We tested on a suite of benchmark
problems from literature [11], using discount factor γ = 1.0
for all problems.8 GMAA*-IC uses a brute-force solver that
enumerates and evaluates all solutions (as in the original
MAA*), while GMAA*-ICE uses BaGaBaB [9] (with joint
types ordered according to increasing probability). Experi-
ments were run on an Intel iCore5 CPU running Linux, and
we limited each process to 2Gb of RAM and a maximum
computation time of 3,600s. Reported CPU-times are av-
eraged over 10 independent runs and have a resolution of
0.01s. They concern only the MAA* search process, since
computation of the heuristic is the same for both methods

7The method proposed in [2] effectively focuses on state
space reachability in problem structure.
8All problem definitions are available at http://www.isr.
ist.utl.pt/~mtjspaan/decpomdp.

68



h V ∗ TIC(s) TICE(s)
Dec-Tiger

2 −4.000000 ≤ 0.01 ≤ 0.01
3 5.190812 ≤ 0.01 ≤ 0.01

4 4.802755 0.27 ≤ 0.01

5 7.026451 21.03 0.02
6 10.381625 − 46.43
7 − ∗

FireFighting 〈nh = 3,nf = 3〉
2 −4.383496 ≤ 0.01 ≤ 0.01

3 −5.736969 0.11 0.10
4 −6.578834 950.51 1.00
5 −7.069874 − 4.40
6 −7.175591 0.08 0.07
7 # #

GridSmall
2 0.910000 ≤ 0.01 ≤ 0.01

3 1.550444 0.10 ≤ 0.01

4 2.241577 1.77 ≤ 0.01

5 2.970496 − 0.02
6 3.717168 − 0.04
7 # #

h V ∗ TIC(s) TICE(s)
Hotel 1

2 10.000000 ≤ 0.01 ≤ 0.01
3 16.875000 ≤ 0.01 ≤ 0.01

4 22.187500 ≤ 0.01 ≤ 0.01

5 27.187500 ≤ 0.01 ≤ 0.01
6 32.187500 ≤ 0.01 ≤ 0.01
7 37.187500 ≤ 0.01 ≤ 0.01
8 42.187500 ≤ 0.01 ≤ 0.01
9 47.187500 0.02 ≤ 0.01

10 # #
Recycling Robots

5 16.486000 ≤ 0.01 ≤ 0.01

15 47.248521 ≤ 0.01 ≤ 0.01

18 56.479290 ≤ 0.01 ≤ 0.01

20 62.633136 ≤ 0.01 ≤ 0.01
30 93.402367 0.08 0.05
40 124.171598 0.42 0.25
50 154.940828 2.02 1.27
60 185.710059 9.70 6.00
70 216.479290 − 28.66
80 − −

h V ∗ TIC(s) TICE(s)
Cooperative Box Pushing

2 17.600000 ≤ 0.01 ≤ 0.01

3 66.081000 0.11 ≤ 0.01

4 98.593613 ∗ 313.07
5 # #

BroadcastChannel
5 4.790000 ≤ 0.01 ≤ 0.01

10 9.290000 ≤ 0.01 ≤ 0.01
20 18.313228 ≤ 0.01 ≤ 0.01
25 22.881523 ≤ 0.01 ≤ 0.01
30 27.421850 ≤ 0.01 ≤ 0.01
50 45.501604 ≤ 0.01 ≤ 0.01

53 48.226420 ≤ 0.01 ≤ 0.01

100 90.760423 ≤ 0.01 ≤ 0.01
250 226.500545 0.06 0.07
500 452.738119 0.81 0.94
600 543.228071 11.63 13.84
700 633.724279 0.52 0.63
800 − −
900 814.709393 9.57 11.11

1000 − −

Table 1: Experimental results comparing the computation times of GMAA*-IC (TIC) and GMAA*-ICE
(TICE), using the hybrid QBG representation. Memory limit violations are indicated by “−” while time limit
overruns are shown as “∗”. Furthermore, “#” indicates computing the heuristic exceeded memory or time
limits. Bold entries highlight results for which no previous solution was known in literature. Boxed entries
in the TIC and TICE column indicates the maximum planning horizon that can be solved by GMAA*-IC resp.
GMAA*-ICE when using the QMDP heuristic, given identical memory and time limits.

and can be amortized over multiple runs.9

The main results are listed in Table 1. It clearly shows
that incremental expansion combined with the hybrid rep-
resentations allows for significant improvements over the
state of the art: for the vast majority of problems tested
we provide results for longer horizons than any previously
known (the bold entries). Thus, incorporating the hybrid
representation into GMAA*-IC greatly increases its scala-
bility, while adding the incremental expansion of GMAA*-
ICE results in even more performance improvements. When
comparing against GMAA*-IC, for Dec-Tiger we see that
for h = 5 GMAA*-ICE achieves a speedup of 3 orders of
magnitude, and it is also able to compute a solution for
h = 6, unlike GMAA*-IC. For GridSmall we see a large
speedup for h = 4 and very fast solutions for h = 5, 6, where
GMAA*-IC runs out of memory. Similar positive results
are obtained for Cooperative Box Pushing and FireFighting.
An interesting counter-intuitive behavior can be observed for
FireFighting, h = 6, which could be solved much faster than
h = 5. Analysis reveals that the CBG instances encountered
during the h = 6 search happen to cluster much better than
the CBGs in the h = 5 search, which is possible because the
heuristics vary with the horizon. Also for BroadcastChannel
we can see that the search process is not necessarily mono-
tonic in the planning horizon.
Due to the hybrid representation we can compute QBG

heuristics for all these problems and horizons, and as a con-
sequence our results, also for GMAA∗-IC, are much better.
Previous work often had to resort to QMDP for high hori-

9The heuristics’ computation time ranges from less than a
second to many hours (for high h in some difficult problems).

zons and/or large problems [11]. For instance, for Hotel 1
h = 5 a tree-based QBG representation (as used in [11])
would already occupy 29Gb. The boxed entries in Table 1
show the limits of running GMAA*-IC and GMAA*-ICE
using QMDP instead of QBG: in most of these problems we
can reach longer horizons with QBG. Only for FireFighting
GMAA*-ICE with QMDP can compute solutions for higher h
than possible with QBG (hence the missing box). In fact, the
V ∗ for h > 6 are equal to the one for h = 6, as the optimal
joint policy is guaranteed to extinguish all fires in 6 time
steps, after which no non-zero rewards can be accrued.

The efficacy of a hybrid representation can be clearly
seen for problems like GridSmall, Cooperative Box Pushing,
FireFighting and Hotel 1 (for the latter two see Fig. 2(c)
resp. 2(d)), where neither the tree nor the vector repre-
sentation is able to provide a compact QBG heuristic for
longer horizons. Apart from FireFighting, for these prob-
lems computing and storing QBG (or another tight heuristic)
for longer horizons forms the bottleneck for scaling further.

As a final note regarding Table 1, we point out that only
on the BroadcastChannel problem GMAA*-IC is (slightly)
faster than GMAA*-ICE. Because this problem exhibits
clustering to a single joint type [11], the overhead of incre-
mental expansion does not pay off (cf. footnote 6).

Summarizing our main results, we can conclude that 1)
GMAA*-ICE outperformsGMAA*-IC leading to solutions
of longer horizons in many problems, 2) both methods ben-
efit from the improved heuristic representation, 3) in several
problems computation and representation of the heuristic is
the bottleneck that prevents from scaling further. The last
point implies that our method may scale even further when
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Figure 3: Number of expanded partial joint policies
ϕt for intermediate stages t = 0, . . . ,h− 2.

the computation of the heuristic is further improved.
Finally, we also investigated the impact of incremental

expansion in terms of the number of nodes that are actually
expanded for intermediate stages t = 0, . . . ,h − 2. Fig. 3
shows the number of nodes expanded in GMAA*-ICE and
the number that would be expanded for GMAA*-IC (which
can be easily computed as they are search-tree equivalent).
There is a clear relation between the results from Fig. 3 and
Table 1. For example, it clearly illustrates why GMAA*-IC
runs out of memory on GridSmall h = 6. The plots confirm
our initial hypothesis that in practice only a small number
of child nodes are being queried.

7. CONCLUSIONS & FUTUREWORK
Decentralized POMDPs offer a rich model for multiagent

coordination under uncertainty. Optimal solution methods
for Dec-POMDPs are of great interest; they are of practi-
cal value for smaller or decomposable problems and lie at
the basis for most successful approximate methods [4, 14,
17]. In this paper, we advance the state of the art by in-
troducing an effective method for incremental expansion of
nodes in the search tree. We proved that the resulting al-
gorithm, GMAA*-ICE, is search-equivalent to GMAA*-IC
and therefore complete. A new bottleneck, the amount of
space needed for representation of the heuristic, was ad-
dressed by introducing representations that are a hybrid be-
tween tree-based and vector-based representations.
We demonstrated our approach experimentally with and

without incremental expansion, showing that its effect is
complementary to clustering of histories. With just the
new heuristic representation, optimal plans could be found
for larger horizons than any known previous work for four
benchmarks. In one case, horizons that are over an order of
magnitude larger could be reached. By exploiting incremen-
tal expansion, GMAA*-ICE achieves further improvements
in scalability. The combination of the hybrid representation
and incremental expansion provides a powerful method for
optimally solving DEC-POMDP over longer horizons.
Some possible extensions of this work the following. First,

to quickly compute good lower bounds GMAA*-ICE may
use weighted heuristics, which were of little practical value
in the original MAA* as expanding single nodes was too
expensive [15]. Second, we may consider improving the cur-
rent CBG solver or try to adapt other CBG solvers, e.g., [7].
Third, incremental solvers for graphical CBGs may allow
for further scaling of optimal solutions of Dec-POMDPs with

multiple agents. Finally, future work should further consider
improved heuristics and methods of computation, which can
allow GMAA*-ICE to scale even further.
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ABSTRACT
This research is motivated by problems in urban transporta-
tion and labor mobility, where the agent flow is dynamic,
non-deterministic and on a large scale. In such domains,
even though the individual agents do not have an identity
of their own and do not explicitly impact other agents, they
have implicit interactions with other agents. While there has
been much research in handling such implicit effects, it has
primarily assumed controlled movements of agents in static
environments. We address the issue of decision support for
individual agents having involuntary movements in dynamic
environments . For instance, in a taxi fleet serving a city:
(i) Movements of a taxi are uncontrolled when it is hired by
a customer. (ii) Depending on movements of other taxis in
the fleet, the environment and hence the movement model
for the current taxi changes. Towards addressing this prob-
lem, we make three key contributions: (a) A framework to
represent the decision problem for individuals in a dynamic
population, where there is uncertainty in movements; (b)
A novel heuristic technique called Iterative Sampled OPti-
mization (ISOP) and greedy heuristics to solve large scale
problems in domains of interest; and (c) Analyze the solu-
tions provided by our techniques on problems inspired from a
real world data set of a leading taxi company in Singapore.
As shown in the experimental results, our techniques are
able to provide strategies that outperform “driver” strate-
gies with respect to: (i) overall availability of taxis; and (ii)
the revenue obtained by the taxi drivers.

Categories and Subject Descriptors
I.2.11 [Artificial Intelligence]: Distributed AI

General Terms
Algorithms; Experimentation

Keywords
Multi-agent decision making, Uncertainty

1. INTRODUCTION
Research on understanding and controlling dynamic and

large scale flow of agents (e.g., humans, industries, vehi-
cles) between different states spans various domains such

The Sixth Annual Workshop on Multiagent Sequential
Decision-Making in Uncertain Domains (MSDM-2011), held
in conjunction with AAMAS-2011 on May 3, 2011 in Taipei, Taiwan.

as urban transportation [7, 10] (e.g., movement of vehi-
cles between different regions of an area), industry dynam-
ics [9] (e.g., strategizing on marketing investments by differ-
ent companies selling the same product), labor mobility be-
tween cities [4] (e.g., analyzing individuals search for jobs in
new locations), advertising and others. The main challenge
in these problems is accounting for the implicit interaction
that exists between agents. For example, vehicles trying to
get on the same road are implicitly competing. Existing
literature has primarily focused on understanding behav-
iors and improving operational efficiency while accounting
for the implicit interactions under the assumption that the
agent movement is voluntary.

We are focused on similar problems, except in cases where
there is involuntary (or forced) movement of agents. The
first problem of interest is with respect to the operation
of a taxi fleet. Taxi drivers are subject to both voluntary
(at driver’s own decision) and involuntary (when customers
board taxis) movements. Different regions might have dif-
ferent demands for taxis (both in terms of numbers and rev-
enues) and due to this an implicit competition exists between
taxis. The goal here is to improve the operational efficiency
of the fleet while improving the revenues obtained by taxi
drivers. Secondly, in understanding labor mobility, which is
governed by voluntary (quitting jobs and moving to other
geographic location) and involuntary (getting laid off) move-
ments. Different geographical regions might have different
compensation levels, and individuals might need to invest
beforehand in order to move from one region to another.
Since the distribution of unemployed labor determines the
chance of getting a job in a region, there is again implicit
competition between individuals. Similarly, there are prob-
lems in analyzing industry dynamics, where different com-
panies strategize to maintain their competitive advantage.

In this paper, we provide a model called Decentralized
decision support for Dynamic Agent Populations (DDAP)
to represent the above mentioned problems. To account for
large-scale problems usually encountered in domains of inter-
est, we have developed heuristic techniques to solve DDAP
problems. The first heuristic is based on iterative sampling
of other agent’s state distributions and is called ISOP (It-
erative Sampled OPtimization). We also provide a suite of
greedy techniques that rely on action randomization depend-
ing on immediate rewards to be gained.

The primary example we will base our discussion on through-
out the paper is the analysis of a taxi fleet. In most metropoli-
tan areas, taxi is an important class of public transportation
(e.g., in Singapore, taxi accounted for 17% of public trans-
portation in year 2007/08). However, even after decades of
improvement, the operational efficiency of a typical taxi fleet
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is still not very satisfactory (based on our analysis, a taxi on
average spends more than 50% of time idling or roaming to
find customers). From the policy maker’s point of view, un-
derstanding how to improve the efficiency of the taxi service
is of vital importance, since large amount of taxis constantly
roam the city area, and even an improvement of few percent-
age points would mean savings of millions of man hours per
year (for both drivers and customers). The incentive struc-
ture of taxi drivers in most cases allows taxi drivers to pay a
fix rent and keep the rest of the revenue. This implies that
taxi drivers are typical selfish agents that would only react
to incentive and cannot be controlled centrally. In DDAP
model of the taxi problem, we employ an objective func-
tion that optimizes (a) the taxi driver’s revenue and the (b)
operational efficiency of the fleet.

Similar difficulties in analyzing road traffic are dealt with
by the concept of user equilibrium, which is first proposed
by Wardrop [7]. The first principle of Wardrop (now widely
regarded as the definition for the user equilibrium), which
states that no agent can get shorter travel time by switch-
ing to any other route, is technically identical to the def-
inition of Nash equilibrium. The static and the dynamic
versions of the user equilibrium provide good baselines for
understanding what a group of rational agents would do if
they fully understand the implicit and explicit impacts of
other agents’ behaviors. Unfortunately, the solution concept
of user equilibrium does not apply to our analysis directly,
mainly because taxi drivers are subject to involuntary move-
ments (this occurs when an taxi is hired, in which case the
customer would decide the destination).

We were able to illustrate that ISOP and one of the greedy
approaches provide solutions that improved significantly over
real world taxi driver policies. This improvement was with
respect to both the (a) operational inefficiency, character-
ized as congestion in our results; and (b) the minimum rev-
enue obtained by any taxi driver and the average revenue of
all the taxi drivers. These results emphasize the utility of
our sampled optimization and greedy techniques in solving
DDAP problems.

2. TAXI PROBLEM
Our research is motivated towards providing decision sup-

port to taxi drivers (referred to as agents henceforth) oper-
ating within a taxi fleet. The goal is to improve the revenue
for the taxi drivers as well as the availability of taxis across
the region covered by the fleet. We would like to emphasize
that operating a taxi fleet is not a zero-sum game. By better
aligning taxi supplies to demands in all zones, it’s possible
to increase all drivers’ revenue simultaneously.

The entire region covered by the taxi fleet is divided into a
set of zones M . The population of agents is P. The decision
support is to help agents independently decide on which zone
to go to in the next time period. The transitions of the taxi
between zones is regulated by the transition probabilities,
which are dependent on zone- and time-dependent parame-
ters and the distribution of other agents across zones in the
current time period.

To be more specific, for two zones i and j and at time
t, there is a deterministic underlying customer flow flt(i, j)
(for now assume that agents have a perfect estimate on this
number). For zone i, if

∑
j flt(i, j) ≥ di, where di is the

current number of agent in zone i, then all agents will get
customers and get sent to a zone depending on the the rel-

ative ratio of flt(i,j)∑
j flt(i,j)

. In other words, their decisions are

forfeited, and their zone transition will follow the underly-
ing probability; also, all of them will receive revenue Ret(i, j)
and incur cost Cot(i, j), depending on where they go. When∑
j flt(i, j) < di, with probability (1−∑j

flt(i,j)
di

), an agent

will be able to actually go to zone j that he chooses (since
this implies he doesn’t get the job, there will be no reward
for this move); otherwise, the agent will be moved to zone

k following the relative ratio of fl(i,k)∑
j fl(i,j)

as in the first case

(similarly in this case, this agent will receive a reward of
Ret(i, k) and incur cost Cot(i, j)).

3. MODEL
In this section, we describe the Decentralized decision

model for Dynamic Agent Populations or DDAP. DDAP is
a model to represent the decentralized decision problem for
individual agents in a population operating in dynamic do-
mains. It is represented using the tuple:〈
P,S,A, φ,Ri,Rp,H,D0

〉
, where P represents the agent

population. S corresponds to the set of states encountered
by every agent in the population. A is the set of actions
executed by each agent.

Before defining φ, we define the set of distributions,
D = {d|d =

〈
d1, d2, · · · , d|S|

〉
,
∑
s∈S ds = |P|}. More specif-

ically, ds represents the number of agents in state s. φ
models the involuntary movements of every agent and more
specifically, φtd(s, a, s

′) represents the probability that an
agent in state s(∈ S) after taking action a(∈ A) would tran-
sition to state s′, when the distribution is d and time is t.
Rit(s, a, d) is the reward obtained by an agent due to its

action alone, when in state s, taking action a and the state
distribution is d at time t. Rpt(s, a, d) is the reward ob-
tained due to implicit interaction with other agents in the
population, when the state distribution is d at time t.
H is the time horizon for the decision process, with the

underlying assumption that the distribution of agent states
is available after every H time steps. D0 represents the set of
possible starting distributions. The objective is to compute
a policy which maximizes social welfare without sacrificing
agent interests.1

3.1 DDAP for the Taxi Problem
In this section, we provide the DDAP model for the taxi

problem presented in Section 2. P represents the set of taxis
in the fleet. S refers to the set of all zones in which a taxi
could be present. A refers to the set of actions taken by taxi
drivers. An action corresponds to the zone to which the taxi
driver intends to move to (A ≡ S).
φ is computed based on the customer flow, fl between vari-

ous zones. Equation 1 provides the expression for computing
the transition probability between states. The intuitions be-
hind the expression are three fold as formalized by the con-
ditions C1, C2 and C3: (a) The taxi is always hired if the
flow of customers out of a zone is higher than the number
of taxis currently in that zone. Hence, the probability of
moving to a specific zone s′ is directly proportional to the
customer flow between s and s′ for this case. (b) When the
intended zone (the action) is not the destination zone, then
it implies a hired taxi even when the number of taxis in
the zone is greater than the customer flow out of that zone.

1This optimization criterion can mean different things for
different domains. In the taxi problem, this refers to mini-
mizing starvation of taxis in all zones and maximizing rev-
enue for taxi drivers.
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(c) When the intended zone is same as the destination zone,
then a part of the probability is due to the taxi getting hired
and a part of the probability is due to the intended move-
ment of the taxi.

C1: if
∑
ŝ flt(s, ŝ) ≥ ds

C2: if a 6= s′,
∑
ŝ flt(s, ŝ) < ds

C3: if a = s′,
∑
ŝ flt(s, ŝ) < ds

φtd(s, a, s
′) =





flt(s,s′)∑
ŝ flt(s,ŝ)

C1
flt(s,s′)
ds

C2

1−
∑
ŝ 6=s′ fl

t(s,ŝ)

ds
C3





(1)

Ri is the revenue obtained by taxi drivers while account-
ing for the cost of driving between zones.

Rit(s, a, d) =





∑
s′ φ

t
d(s, a, s

′)·
(Ret(s, s′)− Cot(s, s′)) C1∑

s′ φ
t
d(s, a, s

′)·
(Ret(s, s′)− Cot(s, s′)) C2

flt(s,s′)
d(s)

· Ret(s, s′)−
φtd(s, a, s

′) · Cot(s, s′)) C3





(2)

Rp is the revenue obtained or cost accrued due to implicit
interaction with other taxi drivers. It is defined as the nega-
tive of the sum of idle taxis and customers who were unable
to get a taxi. This essentially penalizes each driver for con-
gestion or starvation of taxis in zones.

Rpt(s, a, d) = −
∑
s

∣∣∑
s′ flt(s, s′)− d(s)

∣∣
|P| (3)

H corresponds to the number of discrete intervals of a day
that are being considered. Finally D0 is obtained by aggre-
gating taxi distributions at the starting time in the dataset.

The goal of solving a DDAP model is to compute a pol-
icy for the current agent that would maximize the social
welfare contribution of the current i without sacrificing each
individual’s expected value. As can be noted, this is a multi-
criterion optimization. Given the significant complexity of
the problems at hand, we do not solve a multi-criterion op-
timization. Instead, we combine the two objectives of social
welfare and individual utility into one metric and optimize
over the combined metric. This combination of objectives
is done through the computation of a single value function
from two reward functions, Ri and Rp.

4. SOLVING A DDAP
Before describing our approach to solving a DDAP, it

should be noted that the optimal solution to a DDAP for
agent i would be a policy that is the same for all other agents
(since all the agents are the same) and would be an equilib-
rium policy, i.e., it would be detrimental for any one agent
to execute a different policy. In addition, an optimal algo-
rithm for solving a DDAP would need to reason with state
distributions of other agents.

A policy obtained by solving the DDAP for agent i is de-
fined as πi =

〈
π0
i , π

1
i , · · · , πH−1

i

〉
, where πti : S ×A → R[0,1]

is a mapping from states and decision epochs to a probabil-
ity distribution over actions. The probability of executing an
action a at time t according to policy πi is given by πti(s, a).
In the most general case, it can be both randomized (non-
zero probabilities for multiple actions) and non-stationary

(different action probabilities for different decision epochs).
Due to the dynamic nature of the problems modeled by
DDAP, we do not usually obtain a stationary policy. We
assume that all other agents adopt the same policy and this
adopted policy is denoted as π−i.

Our key contribution is in providing an approximate al-
gorithm for solving large DDAPs. However, to better de-
scribe our algorithm (ISOP), we initially provide an algo-
rithm sketch for computing the equilibrium policy for a DDAP.
It should be noted that such an algorithm can only be used
to solve very small DDAP problems.

4.1 Obtaining Equilibrium Policy
The expression for computing optimal expected value for

an agent in state s corresponding to its policy πi and other
agent’s policy π−i is given by :

Vtπi,π−i (s, d) =
∑

a∈A
[Rpt(s, a, d) + πti(s, a) · {Rit(s, a, d)+

∑

d′
Pr(d′|d, πti , πt−i)

∑

s′
φtd(s, a, s

′)Vt+1
πi,π−i (s

′, d′)}] (4)

The Rpt and Rit terms capture the immediate reward
and the Vt+1

πi,π−i captures the reward from future time steps.

Pr(d′|d, πti , πt−i) is the probability of transitioning between
two distributions given the policies of all the agents. Firstly,
we compute an optimal best response policy for π̂i using the
optimization program, Br(π−i):

Br(π−i)

Output: ∀s, a : πi(s, a)

min
πi

∑

s

Regret0πi,π−i (s)

subject to:

Regret0πi,π−i (s) = max
d

[
V0
.,π−i (s, d)− V

0
πi,π−i (s, d)

]

Vtπi,π−i (s, d) =
∑

a∈A
[Rpt(s, a, d)+

πti(s, a) · {Rit(s, a, d) +
∑

d′
Pr(d′|d, a, πt−i)·

∑

s′
φtd(s, a, s

′)Vt+1
πi,π−i (s

′, d′)}]

Vt.,π−i (s, d) = max
a

[Rpt(s, a, d) +Rit(s, a, d)+
∑

d′
Pr(d′|d, a, πt−i)

∑

s′
φtd(s, a, s

′)V
πt+1
i ,πt+1

−i
(s′, d′)]

(5)

∀s, t :
∑

a

πti(s, a) = 1

Algorithm 1 SolveDDAP()

1: πi ← φ
2: π−i ← InitializePolicy()
3: while true do
4: πi ← Br(π−i)
5: if πi = π−i then
6: break while
7: π−i ← πi
8: return πi

In the optimization program of Br(π−i), we minimize re-
gret over all possible distributions, D, to obtain the best
response policy corresponding to other agents policy, π−i.
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Regret is defined as the difference in the best value obtain-
able corresponding to a distribution and the value obtained
by executing the randomized solution policy. For a given
distribution at a time t, the best value possible, Vt.,π−i(s, d)
is obtained by maximizing over all deterministic actions for
agent i, as shown in Equation 5.

We employ an iterative hill climbing algorithm (Algo-
rithm 1) to compute the final equilibrium policy for a DDAP.
Intuitively, we begin with a random policy initialization (the
same policy) for all the other agents in the population. Af-
ter the initialization phase, the algorithm iterates over two
steps until convergence: (a) Computing best response corre-
sponding to other agents policy; and (b) If agent i’s policy is
not equal to other agent’s policy, then other agents’ policy
is assigned to the current policy of agent i and we go back to
step (a). If the policies are equal, then the algorithm ends
by returning agent i’s policy.

While the above algorithm provides a way to obtain the
equilibrium policy, it is not scalable due to the following is-
sues with the optimization problem and the Algorithm 1: (a)
The value function of Equation 4 is dependent on the policy
variables and in addition, this dependence is recursive and
goes on until the end of horizon. Thus, the value function,
V0
πi,π−i(s, d) is a H-degree polynomial and hence linear or

convex optimization techniques cannot be employed unless
H <= 2. (b) The number of constraints is dependent on the
number of distributions, which in turn is exponential in the
number of states. (c) The overall problem is a minimax opti-
mization problem. (d) There is no guarantee on the number
of iterations required for convergence of Algorithm 1. Due
to all these issues, obtaining optimal solutions even for small
DDAP problems is difficult.

4.2 Iterative Sampled Optimization (ISOP)
We now formally introduce ISOP, an approximate ap-

proach that scales to large DDAP problems. It provides
two approximations to address the issues mentioned at the
end of the previous section.

Firstly, we approximate the value function by making as-
sumptions on the transition between distributions and the
set of distributions. The expression for the updated value
function is as follows:

Vtπi,π−i (s, d) =
∑

a∈A
[Rpt(s, a, d) + πti(s, a) · {Rit(s, a, d)+

∑

s′
φtd(s, a, s

′)Vt+1
πi,π−i (s

′)}] (6)

Vt+1
πi,π−i (s

′) =
∑

d′
Prt(d′|D0, πi, π−i)Vt+1

πi,π−i (s
′, d′)

=

∑
d′∈D̃ V

t+1
πi,π−i (s

′, d′)

|D̃|
(7)

The key changes between the value function of Equation 4
and Equation 6 are as follows:

• We eliminate the probability of transitioning to other dis-
tributions, Pr(d′|d, πti , πt−i), and also modify the future
value as being dependent only on the future state, i.e.,
Vt+1
πi,π−i(s

′). The intuition here is that in DDAP problems
such as the taxi problem, there are many distributions
that are feasible at every decision epoch each with a very
small probability due to significant number of involuntary
movements. We therefore make the assumption that all
distributions will occur with equal probability and this is
reflected in Equation 7.

• The original value function of Equation 4 reasons with the
entire set of distributions, D, which is exponential in the
number of states. This severely hampers the scalability of
the algorithm. Therefore, we only reason with a carefully
chosen subset of distributions, D̃(⊂ D). We employ a
heuristic to compute a subset of distributions that are
uniformly spread across the space of distributions and are
reachable from the starting set of distributions D0.

Algorithm 2 ObtainDistributions(D0, H)

1: t← 0
2: {πq}n1 ← InitPolicies()

3: D̃ ← D0

4: D̂ ← D̃
5: while t < H do
6: for all d ∈ D̂ do
7: max← −∞
8: d̂← φ
9: for all πq ∈ {πq}n1 do

10: d′ ← Simulate(d, πq)
11: dist← GetDistance(d, d′)
12: if dist > max then
13: max← dist
14: d̂← d′

15: if d̂ /∈ D̃ then
16: D̃ ← D̃ ∪ d̂
17: t← t+ 1
18: D̂ ← D̃
19: return D̃

Algorithm 2 provides the algorithm for obtaining this re-
duced set of distributions. Intuitively, the algorithm com-
putes all reachable distributions from the starting set of
distributions, D0 by assuming a restricted set of executable
policies ({πq}n1 ). In the context of the taxi problem, we
assume a set of greedy policies (which will be explained
in Section 4.3) with varied degrees of randomness(this set
is computed on line 2 of the algorithm). At each itera-
tion, corresponding to every distribution already in the
set, we compute a new distribution which is obtained by
executing one of the greedy policies (line 10) and is far-
thest away (Manhattan or euclidean distance) from all the
distributions currently in the set (lines 11-14). While, it
is difficult to provide theoretical guarantees on the “cov-
erage of D̃”, as we illustrate in our experimental results,
this heuristic provides a good subset.

Secondly, we approximate with respect to Algorithm 1.
Algorithm 1 performs best response computation over the
policy for the entire horizon at each iteration of the al-
gorithm. We propose an approximation method inspired
from best response computation in sequential games, where
best response is computed for each decision epoch separately
while backing up the value function.

Algorithm 3 provides the overall ISOP algorithm. Instead
of iterating until convergence, ISOP algorithm iterates un-
til the time horizon and solves a linear optimization prob-
lem for computing one step best response at each iteration.
Initially, we compute the distribution subset, D̃ using the
ObtainDistributions() function (line 3). We start with a
random initial policy for the other agents (line 2) and com-
pute a one step best response, using Br1 at each iteration
(line 7) over the distribution set, D̃. The value function,
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Algorithm 3 ISOP(ddap)

1: πH−1
i ← φ

2: πH−i ← InitializePolicy()

3: D̃ ← ObtainDistributions(D0, H)
4: t← H − 1
5: VH ← 0
6: while t ≥ 0 do

7:
〈
πti ,Vπti ,πt+1

−i

〉
← Br1 (πt+1

−i , D̃,Vt+1)

8: if πti = πt+1
−i then

9: break while
10: π−i ← πi

11: ∀s : Vt(s)←
∑
d∈D̃ Vπt

i
,π
t+1
−i

(s,d)

|D̃|
12: t← t− 1
13: return πi

Vt+1 is backed up on line 12 and this is also passed as in-
put to the Br1 optimization program. We employ the best
response policy at the previous decision epoch as the policy
for other agents (πt−i) at the current decision epoch.

Br1(πt+1
−i , D̃,Vt+1)

Output: ∀s, d, a : πti(s, a),V
πti ,π

t+1
−i

(s, d)

min
πti

∑

s

Regret
πti ,π

t+1
−i

(s)

subject to :

Regret
πti ,π

t+1
−i

(s) ≥ Vt
.,πt+1
−i

(s, d)− Vt
πti ,π

t+1
−i

(s, d),∀d ∈ D̃

Vt
πti ,π

t+1
−i

(s, d) =
∑

a∈A
[Rpt(s, a, d) + πti(s, a)·

{Rit(s, a, d) +
∑

s′
φtd(s, a, s

′)Vt+1(s′)}] (8)

Vt.,π−i (s, d) = max
a

[Rpt(s, a, d) +Rit(s, a, d)+
∑

s′
φtd(s, a, s

′)Vt+1(s′)] (9)

Br1 (πt+1
−i , D̃,Vt+1) provides the linear optimization prob-

lem for the one step best response computation. It computes
a best response policy which minimizes one step regret given
backed up values Vt+1, the distribution subset D̃, and pre-
vious policy of other agents, πt+1

−i . It also accounts for the
approximations to the value function introduced earlier in
the section.

4.3 Greedy Approaches
ISOP improves considerably over an optimal approach in

terms of scalability, while reasoning about state distributions
and backing up value function. However, it still needs to
solve a linear program. In this section, we provide a suite
of greedy approaches that (a) optimize over the immediate
reward; and (b) do not reason with the state distribution of
other agents. These approaches have a O(|S|2) complexity
and hence can identify solutions efficiently.

The key approximation in greedy approaches is the as-
sumption that no other agent is present in the environment,
i.e. D = {d|d = 〈0, 0, · · · , 0〉}. By substituting zero vec-
tor for d, we obtain the updated values for Rpt(s, a, d) and
Rit(s, a, d). These updated values of rewards are used to
obtain greedy policies based on the parameter, g. When
g = 1, the policy obtained is deterministic. When g = 2,

Algorithm 4 Greedy(ddap, g)

1: D̃ ← 0
2: 〈Ri,Rp〉 ← UpdateRewards(D̃)
3: t← 0
4: while t ≤ H do
5: for all s ∈ S do
6: Order ← SortActions({Rit(s, a,0) +

Rpt(s, a,0)}a∈A)
7: i← 0
8: for all i < g do
9: πt(s,Order(i))← 1

g

10: if g = -1 then
11: for all a ∈ A do

12: πt(s, a)← Rit(s,a,0)+Rpt(s,a,0)∑
a∈A[Rit(s,a,0)+Rpt(s,a,0)]

13: t← t+ 1
14: return π

the policy obtained is randomized over two actions for all
the states and so on.

Algorithm 4 provides these suite of greedy approaches.
The updated reward values corresponding to“no other agent
in the environment”assumption are obtained on line 2. Once
these reward values are computed, the greedy approaches
construct randomized policies based on the ordering of the
overall reward (sum of Rp and Ri). For each state and
decision epoch, we sort the actions based on the sum of
Ri(s, a,0) and Rp(s, a,0) and construct the randomized
policies based on value of g (lines 6-10). For g > 0, all
actions either get a value of 1/g or 0.

We provide a new type of greedy algorithm as well in Al-
gorithm 4. This technique is activated when g = −1. For
g = −1, every action is assigned a probability and this prob-
ability is equivalent to the proportion of the overall immedi-
ate reward obtained from taking the action and the sum of
overall immediate rewards obtained from all actions (lines
12 - 14).

5. EXPERIMENTAL RESULTS
In this section we compare the performance of ISOP and

the suite of greedy approaches on the taxi problem of Sec-
tion 2. In the taxi domain, we believe that the taxi drivers
adopt greedy policies, randomly choosing between the zones
with the highest overall rewards (Rit(s, a,0) +Rpt(s, a,0))
during that time step. Justification for this is provided in
Section 5.1. The key evaluation metrics are: (a) The min-
imum revenue obtained by any taxi during the time hori-
zon; (b) The average revenue obtained by all taxis; and (c)
Overall congestion, which is the sum of the excess taxis and
excess flow in all the zones. On each problem, values for
these evaluation metrics are obtained by simulating the out-
put policies of each of the approach on the customer flow
model and revenues.

We experiment with a data set that is inspired from a real
world taxi fleet data set in Singapore. We presented the
details of this problem in Section 2. Here are the details on
how the taxi data set was used to generate our synthetic data
set: (a) We generate customer flows and revenues randomly
between the minimum and maximum values between any
two zones in the real world data set. (b) The customer flows
are proportional to the flows of taxis in the real world data
set during those hours.

In our problems, we fix the horizon to 20, with each deci-
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Greedy (-1) (20%)
(50%)
(80%)

Greedy (1) (20%)
(50%)
(80%)

Greedy (2) (20%)
(50%)
(80%)

Greedy (3) (20%)
(50%)
(80%)

ISOP (20%)
(50%)
(80%)

4 Zones 8 Zones 12 Zones
Min Revenue Avg Revenue Min Revenue Avg Revenue Min Revenue Avg Revenue

141.32 165.50 176.39 260.75 158.38 246.12
100.50 144.69 150.53 266.81 141.73 225.29
51.98 88.38 214.84 265.96 162.65 238.27
87.77 150.73 95.37 217.54 30.90 201.38
59.74 128.04 69.46 208.34 20.56 175.66
25.46 90.28 115.10 225.30 46.06 199.00
117.38 160.43 160.70 241.70 70.51 212.74
100.94 138.58 99.91 220.66 77.33 191.94
37.08 83.70 141.36 242.09 116.59 217.35
134.97 164.37 164.71 253.34 120.54 222.92
123.17 145.75 154.22 244.98 110.86 201.65
33.50 86.28 171.14 251.90 164.92 228.28
145.21 196.71 171.85 299.20 204.87 268.56
92.16 171.41 203.52 307.30 145.26 247.61
61.39 123.23 235.93 311.64 185.37 267.54

Table 1: Minimum and average revenues for problems with (a) 4 zones; (b) 8 zones, and (c) 12 zones.
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Figure 1: Congestion levels for problems with (a) 4 zones; (b) 8 zones; and (c) 12 zones

sion epoch representing various time points in the day. The
total number of taxis were varied between 200 – 3000. We
categorize problems based on (i) the number of zones and
(ii) the proportion of “high density” zones. To obtain results
for each instantiation of (number of zones, percentage of
high density zones) , we averaged over 5 randomly generated
problems and 10 different sets of starting state distributions
(D0). For every one of the 50 (5 x 10) problem instantia-
tions, we obtained the final result by averaging over 2000
simulations of the policy. ISOP finishes within 30 minutes
for all the problems described in this section.

We first provide the results for minimum and average rev-
enue obtained on problems with 4, 8 and 12 zones. The per-
centage of zones with high density (representative of busi-
ness districts) is also varied to see the impact on the final
result. Table 1 provides the results for all these cases. Here
are the key observations and conclusions from Table 1:

• Irrespective of the percentage of high density zones and
the total number of zones, ISOP not only provides the
highest minimum revenue, it also provides the highest av-
erage revenue amongst all. In all the problems, ISOP pro-
vides a minimum of $27 and a maximum of $46 improve-
ment over the next best algorithm in terms of average
revenue. This is a significant improvement, considering
the minimum revenue for a trip is between $5 and the
maximum revenue is $30.

• Our greedy algorithm, Greedy(-1) provides the next best
performance.

Besides higher revenues, the ISOP policies also manage
to maintain a fairly low congestion levels. Figure 1 provides
the congestion performance of all the algorithms. X-axis
represents the percentage of high density regions and Y-axis
represents the congestion performance. Lower values on the
Y-axis represent better performance. The congestion val-
ues for all the algorithms are scaled in such a way that the
Greedy (-1) has a performance value of 1. Low values of con-
gestion represents increased availability of taxis. Lower con-
gestion levels imply better matchings between drivers and
demands, and thus will result in better overall service qual-
ity. Here are some key observations and conclusions to be
drawn from Figure 1:

• Greedy(-1) provides the best performance amongst all al-
gorithms. This is expected since we randomize the policy
according to the flows in various zones. Therefore, it is
the best suited to handle congestion.

• ISOP provides the next best performance except in the
4-zone case. In the 8-zone and 12-zone cases, ISOP’s con-
gestion performance is very close to that of Greedy (-1).
Since ISOP optimizes both taxi revenue and congestion, it
is difficult to obtain the best performance on both factors.

• As mentioned earlier, greedy algorithms with g > 0 and
g ≤ 3 could be used as behavioral proxies for human taxi
drivers. As shown in Figure 1 and in Table 1, employ-
ing ISOP or greedy(-1) provide better performance with
respect to both revenue and congestion.
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Greedy(-1)
(20%)
(50%)
(80%)

Greedy(1)
(20%)
(50%)
(80%)

Greedy(2)
(20%)
(50%)
(80%)

Greedy(3)
(20%)
(50%)
(80%)
ISOP
(20%)
(50%)
(80%)

16 Zones 20 Zones
Min Avg Min Avg

219.16 508.51 279.68 380.70
280.18 539.85 293.37 361.77
347.12 558.38 256.60 357.04

179.55 436.09 139.64 340.24
275.13 454.49 107.82 318.88
193.90 493.90 223.42 315.44

357.21 511.83 265.29 365.73
242.78 484.21 248.34 339.87
300.20 507.21 242.92 319.81

352.68 540.25 303.12 372.47
276.88 504.74 294.12 360.58
359.90 526.02 260.92 337.1

363.72 549.33 305.41 382.97
430.88 549.85 299.55 363.64
425.52 562.70 255.31 360.35

Table 2: Minimum and average revenue obtained by
various algorithms on problems with (a) 16 zones
and (b) 20 zones. We consider different percentages
of high density zones: 20%, 50%, and 80%.
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Figure 2: Congestion levels (lower the better) for
problems with (a) 16 zones and (b) 20 Zones.

We now consider problems with slightly more number of
zones. Table 2 and Figure 2 provide the results for problems
with 16 and 20 zones. While, the revenue difference is not as
significant as with fewer number of zones, Greedy(-1) and
ISOP are still able to achieve the highest amount of rev-
enue. Furthermore, Greedy (-1) and ISOP still provide the
best congestion performance. Against, the most straightfor-
ward greedy algorithm (Greedy (1)), the difference is still
significant in terms of both revenue and congestion level.

5.1 Taxi Driver’s Behavior
Our ISOP algorithm is able to approximately solve equi-

librium policies for a DDAP, and the obtained solution com-
pares favorably to the ones obtained from a range of greedy
algorithms. In this section, we demonstrate why such a com-
parison is reasonable.

By analyzing a large-scale real-world dataset of a taxi
fleet(≈8000 taxis), we found that the aggregate behaviors
exhibited by real-world drivers are very similar to that of
a greedy strategy; namely, make voluntary movements to
zones according to the density of trip originations.

The dataset we use in our analysis comes from a large taxi
fleet operator in Singapore. The available data includes trip
information and movement logs. For each captured trip, the

dataset contains fare, origin coordinates, destination coor-
dinates, and times at departure and arrival. For movement
logs, each log entry captures time of the log, latitude, lon-
gitude, and taxi status (free, hired, or others). The time-
dependent density of trip origination out of each zone can
be easily measured by accumulating trip counts based on
origin coordinates and trip starting time.

The voluntary movement of drivers, on the other hand,
is much more difficult to measure, due to the following two
reasons:

• Some drivers might not have any strategy in mind when
making movement decisions. They will generate signifi-
cant noise in the dataset.

• Even when drivers have specific destinations in mind, they
are going to pass through a number of zones in between
their current zones and the destination zones, and in the
process, generate traces for all passages which should not
be counted as intended movement.

To overcome these two difficulties, we adopt a simple threshold-
based rule in filtering movement logs. From the movement
logs, we first infer the amount of time each driver spent in
the zones that s/he passes by. For each zone, we then define
a size/distance dependent lower bound to filter out move-
ments that are unlikely to be intentional (since they have
not stayed long enough to show that they are indeed inter-
ested in that zone). After filtering is done, we then aggregate
all in-bound flows into every zone at each and every hour.

As discussed earlier, if drivers indeed adopt greedy-like
strategy in aggregate, we should see strong correlation be-
tween outbound trips from a zone (which represent how at-
tractive this zone is) and inbound flows to the same zone
(which represent drivers’ aggregate intensions to go to this
zone). To ensure meaningful comparison, all counts per hour
(flows and trips) are converted to percentages of total counts
(over all zones) per hour.

The trip densities and the correlation between out-bound
trips and in-bound flows can be seen in Figure 3. The data
used in our analysis is collected from the weekdays of July,
2009, and we choose two most representative times to il-
lustrate the results of our analysis. The two chosen time
frames, 7am and 7pm, are the morning and evening rush
hours respectively. From Figure 3, we can visually observe
the positive correlation between incoming flows and outgo-
ing trips; the respective R2 values, 0.7044 and 0.7739, con-
firm the strong positive correlations.

Since the real-world driver’s behaviors are closely related
to the greedy strategy, when conducting our computational
studies, these greedy strategies can be used as good prox-
ies in inferring what would happen in the real-world. This
allows us to draw meaningful conclusions on potential im-
provements when we investigate the likely performance of
our ISOP algorithm over greedy algorithms.

6. RELATED WORK
In this section, we briefly describe research related to the

contributions made in this paper. The first thread of re-
lated research is in the field of transportation. User equilib-
rium (UE) is a classical and powerful equilibrium concept
in transportation explaining individual route choices in face
of competition for road usages from other users. Originally
proposed in static setting [1, 7], it was later expanded to
dynamic cases (where temporal choices are also important)
[3]. In either format, static or dynamic, the concept of UE
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Figure 3: Graphs to illustrate trip densities and their correlation with in-bound flows.

provides a way to infer and to predict the behaviors of indi-
vidual drivers; such ability helps not just individual drivers
to identify better routes, but it can also help policy makers
to properly design road network in anticipation of driver’s
responses. The most widely adopted approach in comput-
ing UE is proposed by LeBlanc et al. [5]. Their approach is
based on the Frank-Wolfe algorithm [2], which essentially is
an iterative process that minimizes a function by repeating:
1) identify a movement direction from the current point, 2)
search for the step size, 3) move to the next point. The it-
eration stops when certain stopping criterion is met. While
both the problem and the solution concept of User Equi-
librium are relevant, neither accounts for the presence of
in-voluntary movements for agents.

The next thread of relevant research is due to Weintraub
et al. [9, 8]. This research introduces the concept of oblivious
equilibrium for large scale dynamic games. They provide a
mean field approximation to solve problems where there is
stochasticity in state transitions. While, the problem is sim-
ilar to DDAPs, the assumption of mean field (or a stationary
distribution of taxis in our case) is not applicable in the con-
text of taxi problems. In fact, there is a huge variance in
the set of possible distributions at each decision epoch and
hence oblivious equilibrium is not directly applicable in our
context.

ISOP is similar to a sampling approach called Point Based
Value Iteration (PBVI) [6] employed to solve Partially Ob-
servable Markov Decision Problems (or POMDPs). How-
ever, due to the drastically different nature of the problems,
the relevance is remote.

7. CONCLUSIONS AND FUTURE WORK
In this paper, we consider the decision problem for indi-

viduals operating in dynamic and stochastic domains repre-
sented using DDAP (Decentralized decision support for Dy-
namic Agent Population). In these domains, even though
the individual agents do not have an identity of their own
and do not explicitly impact other agents, they have an im-
plicit effect on other agents. While, the concepts of user
equilibrium and oblivious equilibrium are relevant, they do
not capture the dynamism and stochasticity in problems
such as providing decision support to taxi drivers in a taxi
fleet. We introduce (a) ISOP, an iterative sampled optimiza-
tion technique and (b) a suite of greedy algorithms to solve
DDAPs. In our experimental results, we show that ISOP
not only provides good congestion performance, it also pro-
vides policies which lead to considerable increase in both
the minimum revenue obtained by any driver and average
revenue earned by all the drivers.

This is a research in progress and in the future we hope to
explore better sampling strategies for obtaining distributions
in ISOP. Also, we are currently in the process of obtaining
results for an entire taxi fleet operation in Singapore (with
more than 10,000 taxis and 88 zones).
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ABSTRACT
Despite the impact of DEC-MDPs over the past decade, scal-
ing to large problem domains has been difficult to achieve.
The scale-up problem is exacerbated in DEC-MDPs with
continuous states, which are critical in domains involving
time; the latest algorithm (M-DPFP) does not scale-up be-
yond two agents and a handful of unordered tasks per agent.

This paper is focused on meeting this challenge in contin-
uous resource DEC-MDPs with two predominant contribu-
tions. First, it introduces a novel continuous time model for
multi-agent planning problems that exploits transition in-
dependence in domains with graphical agent dependencies
and temporal constraints. More importantly, it presents a
new, iterative, locally optimal algorithm called SPAC that
is a combination of the following key ideas: (1) defining
a novel augmented CT-MDP such that solving this single-
agent continuous time MDP provably provides an automatic
best response to neighboring agents’ policies; (2) fast con-
volution to efficiently generate such augmented MDPs; (3)
new enhanced lazy approximation algorithm to solve these
augmented MDPs; (4) intelligent seeding of initial policies
in the iterative process; (5) exploiting graph structure of
reward dependencies to exploit local interactions for scala-
bility. Our experiments show SPAC not only finds solutions
substantially faster than M-DPFP with comparable quality,
but also scales well to large teams of agents.

Categories and Subject Descriptors
I.2.11 [Artificial Intelligence]: Distributed Artificial In-
telligence

General Terms
Algorithms, Theory

Keywords
Multiagent systems, Decentralized Markov Decision Pro-
cess, Continuous Time

1. INTRODUCTION
Since the introduction of decentralized Markov Decision

Processes (DEC-MDPs) to the field of multiagent systems
over a decade ago, there has been significant progress in

The Sixth Annual Workshop on Multiagent Sequential
Decision-Making in Uncertain Domains (MSDM-2011), held
in conjunction with AAMAS-2011 on May 3, 2011 in Taipei, Taiwan.

improving their efficiency [1, 8, 16]. Yet given the NEXP-
complete complexity of DEC-MDPs [4] scale-up has been
difficult. This challenge is further exacerbated in many real-
world domains where we wish to apply DEC-MDPs: these
involve continuous resources such as time or energy, and ac-
tions may involve uncertainty in their resource consumption
(e.g. duration or energy consumption). And these domains
often require that we deploy teams of agents, e.g. large num-
bers of autonomous underwater vehicles for scientific obser-
vations in the ocean [6], unmanned aerial vehicles for surveil-
lance or large autonomous mobile sensor webs deployed for
disaster response.

The state-of-the-art in continuous time planning for DEC-
MDPs often fails to meet this challenge. One of the latest
algorithms, M-DPFP [12], is an attempt to find a global op-
timal for continuous time DEC-MDPs, where agents must
coordinate over an unordered set of tasks. Unfortunately M-
DPFP cannot scale-up beyond two agents and a handful of
tasks. Other attempts in planning with continuous time for
DEC-MDPs [5, 11] have successfully solved problems with
much larger number of tasks, but require that the task or-
dering be supplied ahead of time without a significant num-
ber of agents. There has been some success in scale-up in
discrete state planning, in models such as ND-POMDPs [13]
that exploit transition independence [1] and a network struc-
ture; for example ND-POMDPs have shown results for up
to a dozen agents. While we build on some of the key ideas
in ND-POMDPs, their discrete state approximation of con-
tinuous time domains can lead to significant degradation in
solution quality (coarse-grained discretization) or very large
inefficiencies (fine-grained discretization) [12].

This paper presents two key contributions, to meet the
challenges of continuous time DEC-MDPs. First, we in-
troduce a novel continuous time model (MCT-MDP) for
multiagent planning problems that exploits transition in-
dependence in domains with graphical agent dependencies
and temporal constraints. This model is motivated by do-
mains such as ones dicussed in Section 2. More impor-
tantly, we present a new iterative locally optimal algorithm
called SPAC that is a combination of the following key ideas:
(1) defining an augmented CT-MDP such that solving this
single-agent continuous time MDP provably provides a best
response to neighboring agents’ policies; (2) fast convolu-
tion to efficiently generate such augmented MDPs; (3) a
new enhanced Lazy Approximation algorithm to solve these
augmented MDPs; (4) intelligent seeding of initial policies
in the iterative process; (5) exploiting graph structure of
reward dependencies for scale-up. Our experiments show
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SPAC not only finds solutions substantially faster than M-
DPFP with comparable quality, but also scales well to large
team of agents – it can solve a 1000-agent problem with 5
unordered tasks per agent in 8 minutes.

2. MOTIVATING PROBLEM
An important domain that motivates our work is with the

use of Autonomous Underwater and Surface Vehicles (AUVs
and ASVs). These are untethered mobile robots used for
collecting data and returning targeted water samples from
within dynamic and unstructured coastal features [14]. To
scale the existing on-board automated planning techniques
to observe and sample large scale spatio-temporal fields we
need to consider teams of robots working in a coordinated
fashion to sample both the spatial extent and rapid temporal
changes within different water columns.

For example, we consider a 6-agent scenario shown in Fig-
ure 1. A team of three pairs of AUV/ASV is assigned to
collect sensor data and water samples in pre-identified bio-
logical hotspots which characterize a Harmful Algal Bloom.
Depending on the size of the hotspot, multiple agent pairs
may be required to sample the area. For example, in Fig-
ure 1a, H1, H2, and H4 are three small hotspots that require
only one pair of AUV/ASV each, while H3 is a large area
that requires all three pairs to perform the sampling task
simultaneously. While the ASVs remain on the surface to
take surface samples, their corresponding AUVs travel be-
low the surface periodically taking underwater samples co-
temporally. Actions such as traveling between hotspots, per-
forming a sampling task, surfacing to get a GPS fix etc. may
have uncertain durations with known distributions. Note
that in this problem, one agent’s action will not affect other
agents’ physical states and possible actions. In DEC-MDP
research, this type of transition independence has been mo-
tivated earlier in many domains [1, 13].

Each single task has a reward associated with it; but the
reward obtained may be based on the joint actions of multi-
ple agents in the team. In particular, there are several types
of temporal constraints within different sets of tasks. For
example, we require the underwater samples to be taken si-
multaneously with the surface samples, which is modeled as
a joint reward function. An example function is shown in
Figure 1b, where the x and y axes represent the remaining
time when the two tasks are started and the z value rep-
resents the corresponding joint reward. Similarly, we have
temporal constraints between pairs of agents as well as for
large hotspots, which can also be modeled as joint reward
functions. We may also have precedence constraints that
require one water sample to be taken before another, etc.
While this scenario is illustrated with six agents, in general
we can imagine a much larger team.

Our goal in this domain is to compute an optimal plan
that maximizes the total expected reward for the potentially
large agent teams, taking into account the uncertainties in
the ocean domain (location and travel time) and potentially
the complex set of continuous temporal constraints. Since
a number of mobile sensors may be required for a large sci-
entific mission, it is particularly important to design an ef-
ficient planner that can scale to a large number of agents.

3. MCT-MDP
As our motivating domain illustrates, one agent’s rewards
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Figure 1: (a) AUV/ASV teams for ocean sampling; (b) An
example reward function for a pair of simultaneous tasks.

may be dependent on other agent’s state and actions, but its
transitions are not. In DEC-MDP research, these types of
transition-independent problems have been motivated ear-
lier in many domains with discrete states [2, 13]. To ef-
ficiently model time as part of an agent’s local state, we
formulate these types of planning problems as continuous-
time transition-independent DEC-MDPs with soft temporal
constraints. We first define a single-agent problem and then
a decentralized one.

Definition 1. A single-agent continuous resource MDP
(CT-MDP) M is represented by a tuple 〈S,∆, A, T, σ,R〉,
where,

• S is a finite set of discrete states. s0 denotes the initial
state.

• ∆ = [0, t∗] is a one-dimensional continuous state rep-
resenting the remaining time. The agent initially has
t∗ remaining time. S×∆ defines the hybrid state space
of the agent. We say the agent is at hybrid state 〈s, t〉,
if its discrete state is s and remaining time is t.

• A is a finite set of actions. In addition, the agent can
wait for an arbitrary amount of time. Wait action is
denoted by φ (Wait is critical in multiagent settings,
e.g. one agent may need to wait to perform its task
as it may be dependent on another agent finishing its
task).

• T : S×A×S 7→ R is the transition function of discrete
states. T (s, a, s′) is the probability of entering s′ when
action a is taken at state s.

• σ : ∆×S×A×S 7→ R is the relative transition density
function of the continuous states. σ(t|s, a, s′) is the
probability density function (PDF) of the duration of
taking action a at s and reaching s′. We assume there
is a minimum duration for all non-wait actions.

• R : ∆× S × A 7→ R is the individual reward function.
R(t|s, a) is the immediate reward obtained when the
agent takes action a at hybrid state 〈s, t〉.

Definition 2. The policy π is a mapping from 〈s, t〉 to
an action a. Denote such mapping by π(s, t) = a. We define
the policy function απ(t|s, a):

απ(t|s, a) =

{
1, if π(s, t) = a,

0, otherwise.
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Definition 3. An event e = 〈s, a〉, is a pair of a discrete
state and a non-wait action. The set of all events E = S×A.
In this paper, we use e and 〈s, a〉 interchangeably.

Definition 4. Given policy π, fπ(t|e) is the PDF that
event e happens with remaining time t.

The value of a policy π is the non-discounted expected

reward of R: V (π) =
∑
e∈E

∫ t∗
t=0

R(t|e)fπ(t|e)dt.

Definition 5. An n-agent transition-independent multi-
agent CT-MDP (MCT-MDP) is defined by 〈{Mi},Ω,R〉.

• Mi = 〈Si,∆i = [0, t∗i ], Ai, Ti, σi, Ri〉 is the individual
CT-MDP of agent i.

• Ω is a set of reward-dependent joint events. A joint
event is denoted by ec, where c = {c1, . . . , c|c|} is a
sub-group of agents and ec = {ec1 , . . . , ec|c|} is a joint
event defined on c.

• For every ec ∈ Ω, R(tc1 , . . . , tc|c| |ec), defines the joint
reward received if for every agent ci ∈ c, its event eci
happens at tci .

Ω determines the graphical reward dependencies among agents,
i.e. two agents are reward dependent if and only if there
exists a joint event in Ω which comprises both agents’ in-
dividual events. R captures the temporal constraint on de-
pendent events by rewards. For example, R(t1, t2|e1, e2) is
the reward function between e1 of agent 1 and e2 of agent
2. The global value of a joint policy π = {π1, . . . , πn} is the
sum of non-discounted expected reward of both individual
rewards Ri and joint rewards R. Thus,

GV (π) =

n∑

i=1

Vi(πi) +
∑

ec∈Ω

JV (πc|ec),

JV (πc|ec) =

∫ ∫
. . .

∫ t∗ci

tci=0,∀ci∈c
R(tc1 , . . . , tc|c| |ec)

(∏

ci∈c
fπci

(tci |eci)dtci

)
.

Here πc = {πc1 , . . . , πc|c|} denotes the policies on sub-group
c, where πci is the policy for agent ci. In this paper, we
will represent R(t|e) by piecewise constant functions and
R(tc1 , . . . , tc|c| |ec) by piecewise hyper-rectangular constant

functions (values are constant in each hyperrectangles).

4. SPAC: LOCALLY OPTIMAL ALGORITHM
From an initial joint policy, SPAC (Scalable Planning for

Agent teams under Continuous temporal constraints) ob-
tains a locally optimal solution by iteratively finding the
best response of one agent to its neighboring agents’ poli-
cies. For finding a best response, a naive approach is to
enumerate and evaluate all policies of the best-responding
agent given fixed policies of its neighboring agents. However,
this is infeasible in an MCT-MDP because first, there are
infinite number of states given continuous remaining time;
second, there are infinite number of decision choices since
an agent can wait any amount of time. To address this
difficulty, we present a novel augmented CT-MDP (defined
below) to efficiently compute the best response of an agent.

SPAC optimizes the joint policy as follows: (1) create the
set of augmented CT-MDPs for each agent i with respect
to other agents’ policies π−i; (2) find new optimal policy π∗i
by solving the augmented CT-MDP, and update the gain
dVi = Ṽi(π

∗
i ) − Ṽi(πi); (3) terminate if the maximum gain

is smaller than a given threshold η, otherwise find a set of
mutually reward independent agents with high overall gain
greedily, update their policies from πi to π∗i , and repeat the
process from the first step. The pseudo code is shown in
Algorithm 1. Next we will discuss the two sub-routines in
Algorithm 1: (1) quickly create the augmented CT-MDP
for an agent given its neighbors’ policies (line 4); (2) solve it
efficiently using piecewise constant approximations inspired
by [9] (line 5).

Algorithm 1: Pseudo code of SPAC

1 π = Find Initial Policy();
2 while maxi dVi > η do
3 forall the i in {1, . . . , n} do

4 M̃i = Create Augmented CTMDP(i, π−i);

5 π∗i = Solve Augmented CTMDP(M̃i);

6 dVi = Ṽi(π
∗
i )− Ṽi(πi);

7 end
8 AvailableSet = {1, . . . , n};
9 while AvailableSet not empty do

10 i∗ = arg maxi∈AvailableSet dVi;
11 πi∗ = π∗i∗ , dVi∗ = 0;
12 AvailableSet.remove(i∗ ∪Neighbors(i∗));
13 end

14 end

4.1 Fast Creation of Augmented CT-MDP

Definition 6. Given a MCT-MDP 〈{Mi},Ω,R}〉 and a

joint policy π, M̃i, the augmented CT-MDP of agent i, is
the same asMi except for the reward function, R̃i. R̃i(ti|ei)
is the augmented reward function that sums up agent i’s in-
dividual reward and all related joint rewards of an event ei,

R̃i(ti|ei) = Ri(ti|ei) +
∑

ec∈Ω∧ei∈cc

∫ ∫
. . .

∫ t∗cj

tcj =0,∀cj 6=i

R(tc1 , . . . , ti, . . . , tc|c| |ec)


∏

cj 6=i
fπcj

(tcj |ecj )dtcj


 . (1)

The following Proposition shows that the optimal policy of
the augmented CT-MDP for agent i given π−i is also the
best response to π−i, i.e. it maximizes the global value
function.

Proposition 4.1. Let π∗i be the optimal policy of the aug-
mented CT-MDP M̃i with respect to π−i. Then for agent
i’s any policy πi, we have, GV (π∗i ,π−i) ≥ GV (πi,π−i).
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Proof. Let Ṽi(πi) be the expected value of M̃i with policy
πi. After expanding and rearranging terms, we have,

Ṽi(πi) =
∑

ei∈Ei

∫ t∗i

ti=0

R̃i(ti|ei)fπi(ti|ei)dti

=
∑

ei∈Ei

∫ t∗i

ti=0

Ri(ti|ei)fπi(ti|ei)dti +
∑

ei∈Ei

∑

ec∈Ω∧ei∈ec

∫ ∫

. . .

∫ t∗cj

tcj =0,∀cj∈c
R(tc1 , . . . , tc|c|)|ec)

(∏

ci∈c
fπci

(tci |eci)dtci

)

=Vi(πi) +
∑

ei∈Ei

∑

ec∈Ω∧ei∈cc
JV (πi,πc−i |ec).

Since for any πi, Ṽi(π
∗
i ) ≥ Ṽi(πi), we have,

GV (π∗i ,π−i)−GV (πi,π−i) = Vi(π
∗
i )− Vi(πi)

+
∑

ei∈Ei

∑

ec∈Ω∧ei∈ec
[JV (π∗i ,πc−i |ec)− JV (πi,πc−i |ec)]

=Ṽi(π
∗
i )− Ṽi(πi) ≥ 0.

Proposition 4.1 shows augmented CT-MDPs are useful,
however we still need fπ(t|e) to obtain R̃ via Equation (1).
To obtain fπ(t|e) efficiently, we apply dynamic programming
on decision steps:

Definition 7. If an agent takes a non-wait action, we
say it takes one decision step. An agent is initially at deci-
sion step 0 and is at decision step k after taking k non-wait
actions.

Considering the wait action as one decision step may result
in an infinite number of decision steps since the agent can
wait for an arbitrarily small amount of time. Hence in SPAC,
we exclude the wait action from a decision step and treat it
differently from any other actions (see below). Recall we as-
sume all non-wait actions have a minimum duration. Thus,
the maximum number of decision steps K can be bounded
by the maximum number of non-wait actions that can be
performed within the time limit t∗.

Then we can define f
(k)
π (t|e) as the PDF of the remaining

time when event e happens at decision step k. By definition

we have, fπ(t|e) =
∑K
k=0 f

(k)
π (t|e). In addition, we define

f
(k)
π (t|s) as the PDF of the remaining time when the agent

enters s at decision step k. As the basis, we know at deci-
sion step 0, the agent is at s0 with remaining time t∗, i.e.

f
(0)
π (t|s) = 0 except f

(0)
π (t|s0) = δ(t − t∗), where δ(t) is the

Dirac delta function. From decision step 0, f
(k)
π (t|e) and

f
(k)
π (t|s) must be obtained using PDF propagation. To ad-

dress the significant computational difficulties in this propa-
gation due to the continuous functions and the wait action,
our key ideas are to (a) approximate the continuous func-
tions f and σ as piecewise constant (PWC) functions and
(b) use Dirac delta functions to represent infinite probability
density values due to the wait action. We first demonstrate
these ideas using an example, followed by our formal defini-
tion.

Suppose there are two actions a1 and a2 available at s,

both taking the agent to s′ with probability 1. f
(k)
π (t|s) is

given by Figure 2a, where the x-axis is the remaining time

and y-axis is the probability density (In SPAC, f
(k)
π (t|s) is

always a PWC function as shown later). The policy for s

is to take a2 if the remaining time t ∈ (0, 0.25], wait if t ∈
(0.25, 0.75], and take a1 if t ∈ (0.75, 1]. We will show the pro-

cedures to obtain f
(k)
π (t|s, a1), f

(k)
π (t|s, a2), and f

(k+1)
π (t|s′).

Getting f
(k)
π (t|s, a1) is straightforward as shown by the black

line in Figure 2c. Getting f
(k)
π (t|s, a2) is more difficult be-

cause of the wait action. If the agent enters s with t ∈
(0.25, 0.75], it will wait until the remaining time drops to
0.25 and then perform a2, implying that the non-wait ac-
tion (a2) at 0.25 will inherit the probability mass related to
the wait action. This exact point of remaining time (0.25)
will have an infinite value in terms of a probability density
function. To address this, we use Dirac delta functions in
addition to the PWC function to properly represent all the
infinite values, e.g. represented by a Dirac component at
0.25 in the corresponding PDF as shown in Figure 2b. The
PDF of performing a2 is the combination of a PWC function
and a Dirac delta function as shown by the grey line in Fig-
ure 2c. Knowing the PDF of the durations of both a1 and
a2, we can calculate the PDF of entering s′ at step k + 1.
The new PDF is a piecewise linear (PWL) function (dashed
line in Figure 2d), and has to be approximated by a PWC
function (solid line in Figure 2d) before the next iteration.
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Figure 2: Probability density function update.

Formally, knowing the f functions for decision step k, we
can apply the following equations to compute the f functions
for decision step k + 1.

f (k)
π (t|s, a) = f (k)

π (t|s)απ(t|s, a) + g(k)
π (t|s, a), (2)

f (k+1)
π (t|s′) =

∑

s∈S

∑

a∈A
T (s, a, s′)

∫ t∗

t′=t

f (k)
π (t′|s, a) · σ(t′ − t|s, a, s′)dt′ (3)

Equation (2) captures the two possibilities that the agent

will take action a at 〈s, t〉: f
(k)
π (t|s)απ(t|s, a) is the PDF

that the agent enters 〈s, t〉 and the policy of 〈s, t〉 is to take

action a; g
(k)
π (t|s, a) represents the PDF that the agent en-

ters 〈s, t′〉 with remaining time t′ > t and the policy indi-
cates the agent should wait until the remaining time drops

82



to t. To formally define g
(k)
π (t|s, a), we suppose given policy

π and discrete state s, the agent should wait at L intervals
{(t2l, t2l+1]} where t2l−1 < t2l < t2l+1 and l = 0, . . . , L − 1
(policy functions are always PWC when value functions are

PWC, more details in the next subsection). Then g
(k)
π (t|s, a)

can be written as the following,

g(k)
π (t|s, a) =

L−1∑

l=0

βa,lδ(t− t2l)

βa,l =

{∫ t2l+1

t′=t2l
f

(k)
π (t′|s)dt′, if απ(t2l|s, a) = 1,

0, if απ(t2l|s, a) = 0.

Here βa,l is the probability (not probability density) that the
agent enters s at interval (t2l, t2l+1] and takes the non-wait
action a at t2l. In PDF, this probability corresponds to a
Dirac delta function at t2l with a magnitude equal to βa,l.

Since f
(k)
π (t|s) is a PWC function, f

(k)
π (t|s, a) obtained

from Equation (2) is then the combination of a PWC func-
tion and a Dirac delta function. Equation (3) contains a
convolution step between f(t) and the duration functions
σ(t). Since duration functions are approximated by PWC

functions, f
(k+1)
π (t|s′) computed by Equation (3) is a PWL

function. At this point, we need to approximate f(t) by a
PWC function f−(t) so that it can be used in the next iter-
ation. Similar to [9], the approximated PDF f−(t) is chosen
such that the L∞ distance ‖f(t)−f−(t)‖∞ can be controlled
by a given error bound εf > 0. In our experiments, we use
fixed εf = 0.01.

At this point, fπ(t|e) can be obtained from summing up

all f
(k)
π (t|e) over 0 ≤ k ≤ K. Recall R(tc1 , . . . , tc|c| |ec)

are piecewise hyper-rectangular constant functions, then the
integral in Equation (1) returns a PWC function (see ap-
pendix). Since Ri(ti|ei) are also PWC, then augmented re-

ward functions R̃i are guaranteed to be PWC and can be
directly used in solving the augmented CT-MDP as shown
below.

4.2 Post-Creation: Solving Augmented CT-MDPs
To solve an augmented CT-MDP, we enhance Lazy Ap-

proximation [9] to explicitly address the wait action. In
particular, since the agent with remaining time t can wait
until any t′ ≤ t with no cost, the optimal value for 〈s, t〉 is
the maximum over the values of taking all possible actions
a ∈ A at all possible continuous states t′ ≤ t.

To first provide an intuitive explanation, we again demon-
strate the overall process in Figure 3. Again suppose there
are two actions a1 and a2 available at s, both taking the
agent to s′ with probability 1. The value function of s′ at
step k is as given by Figure 3a. Figure 3b shows the value
functions of taking a1 and a2 at s. The maximum of the
two functions at t is the optimal value of taking an imme-
diate action with t remaining time. Since the agent can let
remaining time drop to any level t′ < t, the actual opti-
mal value at t is the maximum of all values for all t′ < t as
shown by the solid line in Figure 3c. The new value function
is however piecewise linear which then needs to be approx-
imated by a PWC function before the next iteration. The
solid line in Figure 3d shows the new value function after
approximation. Formally, we have the following modified
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Figure 3: Enhanced Lazy Approximation.

Bellman update,

V (k+1)(t|s) = max
0≤t′≤t

max
a∈A

V (k+1)(t|s, a), (4)

V (k+1)(t|s, a) = R(t|s, a) +
∑

s′
T (s, a, s′)

∫ t

t′=0

V (k)(t′|s′)

· σ(t− t′|s, a, s′)dt′, (5)

where V (k)(t′|s′) is the optimal value of s′ with remaining
time t′ and k more decision steps. We approximate the op-
timal value functions V (t) by PWC functions. In Equation

(5),
∫ t
t′=0

V (t′)σ(t− t′)dt′ convolutes two PWC functions, V
and σ, and returns a PWL function. Recall from the pre-
vious subsection, the augmented reward functions R̃(t|s, a)

are PWC functions. Therefore V (k+1)(t|s, a) obtained from

Equation (5) is a PWL function. Then maxa∈A V
(k+1)(t|s, a)

is also a PWL function, and therefore V (k+1)(t|s) obtained
by Equation (4) is a PWL function. Similar to the last step
in the previous subsection, we then approximate V (t) by
a PWC function V −(t) so that the L∞ distance ‖V (t) −
V −(t)‖∞ can be controlled by a given error bound εv > 0.
εv is a key parameter our experiments test for efficiency
tradeoffs.

4.3 Finding Initial Policies
An appropriate initial policy is important in SPAC to

reach a high-quality solution. One solution to obtaining such
an initial policy is to just repeat the planning process many
times with different random initial policies and select the
best solution. The problem is that the algorithm will spend
an equal amount of time optimizing every random starting
policy, even though some of them might be dead-ends. Since
the number of pieces in value functions is inversely propor-
tional to εv, the runtime of SPAC is expected to be inversely
proportional to εv. Although a smaller εv may provide a
better final solution, our experiments show the difference is
diminishing as εv approaches 0. Based on such observations,
we can speed up SPAC by applying the following hybrid er-

83



Algorithm 2: Prune Initial Policy using Hybrid Error
Bounds

1 while not Terminate do
2 π = Random Policy();

3 π∗h = Solve(π, εhv );
4 if V (π∗h) + max gain > best solution then
5 π∗l = Solve(π∗h, εlv);
6 if V (π∗l ) > best solution then
7 best solution = V (π∗l ) ;
8 end
9 if V (π∗l )− V (π∗h) > max gain then

10 max gain = V (π∗l )− V (π∗h) ;
11 end

12 end

13 end

ror bound heuristic. The key idea is to quickly prune initial
policies by solving it with a large error bound εhv . Only when
the returned policy has a relatively high quality, do we refine
it with a lower error bound εlv to get the final policy. The
details are described in Algorithm 2.

5. EMPIRICAL VALIDATION
We create a set of multiagent task allocation problems

motivated by the real world domain described in Section 2.
Each agent is assigned a disjoint set of tasks, corresponding
to a disjoint set of actions ai. Each task i needs an uncertain
amount of time to complete, whose distribution is denoted
by σi. Completing task i before the deadline gains the team
a reward of ri. We assume all the agents start execution at
time 0 and share the same deadline of 1.0. For simplicity, we
assume all tasks can be started from the beginning and must
be completed before the deadline. An agent’s discrete state
can be represented by the set of tasks it has completed. We
consider three types of binary temporal constraints (we omit
the discrete state terms in R below for better readability).

• Precedence: The team gets a positive reward rij
if task j is started after task i is completed. Let
Pi(t) =

∫ t
t′=0

σi(t
′)dt′ be the probability that task i can

be completed in t amount of time. Then the constraint
can be modeled by the corresponding joint component
reward function,

R(ti, tj |ai, aj) = rijPj(tj)Pi(ti − tj).

• Simultaneity: The team receives a positive reward
rij > 0 if the starting times of task i and task j are
close enough.

R(ti, tj |ai, aj) =

{
rijPi(ti)Pj(tj), if |ti − tj | < η,

0, otherwise.

• Exclusivity: The team receives a negative reward rij
if the execution intervals of task i and task j overlap.

R(ti, tj |ai, aj) =

{
rij (1− Pj(tj − ti)) , if ti ≤ tj ,
rij (1− Pi(ti − tj)) , if ti > tj .

We first compare SPAC with M-DPFP, the only existing
multiagent planner for unordered tasks and continuous re-
sources. We test 2-agent problems with task values chosen

uniformly randomly between 0 and 10. The task duration
is fixed to a normal distribution N (0.3, 0.01). A total of
two precedence constraints are added randomly. We vary
the number of tasks assigned to each agent. For each set-
ting, we create one problem instance and compare the run-
time and final solution quality of SPAC and M-DPFP. For
M-DPFP we use approximation parameter κ = 0.25 and
κ = 0.2 from [12]. For SPAC, we use εv = 1 and εv = 0.1
to allow tradeoffs between quality and runtime. Table 1
shows the total runtime of running SPAC 10 times with dif-
ferent random initial policies and the best solution among
them. The first number of an entry is the runtime in sec-
onds and the number in parentheses is the solution qual-
ity. NA indicates the algorithm fails to solve the problem
within an hour. SPAC is seen to run substantially faster
than M-DPFP and provides a comparable solution quality.
For example, in the problem where each agent has 4 tasks,
M-DPFP with κ = 0.2 finds a solution with quality of 27.7
in 247.6 seconds while SPAC with εv = 0.1 finds a better so-
lution with quality of 34.7 in 0.6 seconds (412-fold speedup).

#Tks SPAC SPAC M-DPFP M-DPFP
εv = 1 εv = 0.1 κ = 0.25 κ = 0.2

3 0.1 (24.8) 0.1 (26.0) 0.4 (14.7) 2.7 (16.4)
4 0.4 (34.5) 0.6 (34.7) 21.7 (24.9) 247.6 (27.7)
5 0.4 (34.6) 0.7 (34.9) 63.2 (36.2) NA
6 0.6 (36.9) 0.8 (38.2) NA NA

Table 1: Runtime in seconds & (quality): SPAC vs M-DPFP

Next, we conduct experiments to show SPAC’s scalabil-
ity. We assign every agent in the team a disjoint set of
tasks with an equal size. The task durations are chosen
randomly from a set of pre-generated uniform distributions
with mean in [0, 0.5] and variance of 0.01. Task values are
chosen uniformly randomly between 0 and 10. The temporal
constraints are randomly assigned between tasks, with joint
rewards chosen uniformly randomly between 0 and 20 (−20
for penalties).

First we fix the number of tasks per agent to 5, the number
of constraints per agent to 8, and vary the number of agents
from 5 to 1280 with different error bounds εv = 0.25, 1, 4.
For each setting we create 100 random problems and re-
port the average runtime results in Figure 4a. SPAC scales
almost linearly with respect to the number of agents for ev-
ery εv setting. Second, we fix the number of agents to 10,
the number of tasks per agent to 5, and vary the number
of constraints per agent. Again Figure 4b shows the aver-
age results over 100 random problems. As we can see, the
runtime is roughly linear to the number of constraints per
agent. Since we consider only soft constraints among agents,
adding constraints to a problem does not reduce the state
space but requires more computation in creating augmented
reward functions.

Next, we test on large scale problems where there are 1000
agents with 8 constraints per agent. We consider 4, 5, and 6
tasks per agent with varying εv from 0.125 to 16. Figure 4c
and Figure 4d show the runtime and solution quality results
of the average over 10 random problems respectively. The
x-axes in both figures are in log-scale. These figures show
that using smaller value of εv helps find better solutions
at the cost of increasing runtime (however, the benefit of
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Figure 4: Results of SPAC.

decreasing εv ≤ 0.5 is negligible). SPAC with εv = 0.5 is
seen to solve a 1000 agent problem with 5 tasks per agent
in 8 minutes – SPAC scales beyond capabilities of current
algorithms.

Third, Figure 4e shows that unfortunately SPAC does not
scale well with respect to the number of tasks per agent
— this is a result from a test of 10-agent problems with
8 constraints per agent and varying number of tasks per
agent from 1 to 10. Problems with unordered tasks cause
the state space to grow exponentially in the number of tasks
assigned to it, e.g. 1024 discrete states result if the agent
has 10 unordered tasks compared to only 11 if the 10 tasks
are fully ordered.

Finally, to study the tradeoff between solution quality and
runtime of SPAC, we let the algorithm solve for as many ini-
tial policies as possible within a given time limit and we plot
the solution quality over runtime, where the solution quality
at a particular runtime point is the best solution the algo-
rithm can find until that time. We compare three different
approaches on random generated 10-agent problems with 5
tasks and 8 constraints per agent. The first approach uses
εv = 0.25 all the time, the second one uses εv = 4 all the
time, and the last one uses hybrid error bounds described
in Section 4.3 with εhv = 4 and εlv = 0.25. As we can see
in Figure 4f, all three approaches converge quickly because

with more and more starting policies explored, finding a
better solution becomes significantly harder. Comparing to
εv = 0.25, εv = 4 tends to find a solution much quicker
but converges to a lower solution quality. The hybrid error
bound heuristic is clearly better than both, as it can find a
low quality solution as quick as εv = 4 and converges to a
better solution than εv = 0.25.

To test SPAC’s solution quality – in the absence of an ef-
ficient global optimal solver – we run SPAC with εv = 0.25
for 5, 10, and 20 seconds and compare with best solution
found in running SPAC with εv = 0.1 for 2 hours. As Ta-
ble 2 shows, we can find good solutions with quality of at
least 92% of the best by running SPAC for 5 seconds, and
of at least 95% of the best by running SPAC for 20 sec-
onds. Thus, SPAC can find reasonable solutions at a cheap
computational cost.

Id 1 2 3 4 5
5s 92.9% 92.0% 96.2% 92.4% 96.8%
10s 93.7% 96.4% 96.2% 97.9% 98.4%
20s 95.6% 96.4% 96.2% 97.9% 99.2%

Table 2: SPAC: comparing to best solution found in 2 hours.

6. CONCLUSION AND RELATED WORK
To address the complexity of the general class of contin-

uous state DEC-MDPs, this paper presents two contribu-
tions. First, it introduces a novel model (MCT-MDP) for
multi-agent planning problems that exploits transition in-
dependence in domains with graphical agent dependencies
and continuous temporal constraints. More importantly, it
presents a new, iterative, locally optimal algorithm called
SPAC that is based on the following key ideas: (1) defining
an augmented CT-MDP such that solving this single-agent
continuous state MDP provably provides a best response
to neighboring agents’ policies; (2) fast convolution to effi-
ciently generate such augmented MDPs; (3) a new enhanced
Lazy Approximation algorithm to solve these augmented
MDPs; (4) exploiting graph structure of reward dependen-
cies for scalability. Our experiments show SPAC not only
finds solutions substantially faster than M-DPFP with com-
parable quality, but also scales well to large teams of agents
– it can solve a 1000-agent problem with 5 unordered tasks
per agent in 8 minutes.

As for related work, there have been many algorithms
proposed for solving discrete state DEC-MDPs and DEC-
POMDPs such as [1, 8]. However, these techniques usu-
ally cannot be easily applied to continuous state problems.
On the other hand, there are algorithms for solving hybrid
state MDPs such as [9, 10], which however, only solve for
single-agent problems. Algorithms such as [3, 5, 11, 12]
have been successful in solving multi-agent planning prob-
lems with continuous states. Unfortunately, [5, 11] consider
only a restricted problem where a fixed ordering of agent ac-
tions is given. The exponential complexity of M-DPFP [12]
limits its applicability to only small problems. The goal-
oriented joint reward structure in [3] cannot represent the
temporal constraints in our problems. Furthermore, none
have been shown to scale to large numbers of agents. The
MCT-MDP model introduced in this paper is a continuous
state generalization of the TI-DEC-MDP model introduced
by Becker et al. [1]. Unfortunately the coverage set algo-
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rithm (CSA) introduced in [1] cannot directly solve the con-
tinuous state model given that there are an infinite number
of policies for an individual agent. We notice there exist ef-
ficient discrete state graphical models of agent interactions
including IDID [7] and IDMG [15]. Integrating such graphi-
cal representations to our model can be an interesting future
research topic.
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APPENDIX
A. PIECEWISE HYPER-RECTANGULAR CON-

STANT FUNCTIONS

Definition 8. We define a k-dimensional hyper-rectangle
H = {(x1, . . . , xk) | αi ≤ xi ≤ βi, ∀i = 1, . . . , k}. A k-
dimensional function f(x1, . . . , xk) defined on hyper-rectangle
Hf , is called piecewise hyper-rectangular constant if and only
if there are finite number of hyper-rectangles H1, . . . , Hn

such that Hi ∩ Hj = ∅ for any i 6= j,
⋃n
i=1 Hi = Hf , and

f(x1, . . . , xk) = ci is constant for any i and (x1, . . . , xk) ∈
Hi.

Proposition A.1. Suppose f(x1, . . . , xk) defined on hyper-
rectangle {(x1, . . . , xk) | αi ≤ xi ≤ βi,∀i = 1, . . . , k} is
piecewise hyper-rectangular constant, then for any i = 1, . . . , k,
and for any j and any function gj(x) defined on interval
[αj , βj), the following integral is a piecewise constant func-
tion,

fi(x) =

∫ ∫
. . .

∫ βj

xj=αj ,∀j 6=i
f(x1, . . . , x, . . . , xk)

∏

j 6=i
gj(xj)dxj .

Proof. Because f is piecewise hyper-rectangular con-
stant, for any dimension i = 1, . . . , k, there must exist a
finite number of intervals [αi = a1, a2), . . . , [am−1, am = βi),
such that for any point (x1, . . . , xi−1, xi+1, . . . , xk) where
xj ∈ [αj , βj ], the function of fixing all dimensions except
for i, f(x1, . . . , xi−1, x, xi+1, . . . , xk) is constant within each
interval. For example, the number of those intervals should
never be greater than the total number of hyper-rectangles
that defines the piecewise hyper-rectangular function. Then
consider any two different points in the same interval, x, y ∈
[al, al+1] and x 6= y, we have,

fi(x)− fi(y)

=

∫ ∫
. . .

∫ βj

xj=αj ,∀j 6=i
[f(x1, . . . , x, . . . , xk)

− f(x1, . . . , y, . . . , xk)]


∏

j 6=i
gj(xj)dxj




=0.

This implies fi(x) is constant within each intervals, and
therefore is piecewise constant.
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ABSTRACT
Decision making and game play in multiagent settings must often
contend with behavioral models of other agents in order to predict
their actions. Unfortunately, the general space of models in the ab-
sence of constraining assumptions tends to be very large thereby
making multiagent decision making intractable. One approach that
reduces the complexity of the model space is to group models that
tend to be behaviorally equivalent. This approach is based on the
insight that it is the prescriptive and not the descriptive aspects that
matter to the decision maker. In this paper, we seek to further re-
duce the model space by introducing an approximate measure of
behavioral equivalence (BE) and using it to group models. Wein-
vestigate this approach in the context of the interactive dynamic
influence diagrams: a graphical framework for decision making
in multiagent settings. Specifically, we focus onK most proba-
ble paths in the solution of each model and compare these policy
paths to determine approximate BE. We discuss the challenges in
computing the topK policy paths and experimentally evaluate the
performance of this approach in terms of the scalability andquality
of the solution.

Categories and Subject Descriptors
I.2.11 [Distributed Artificial Intelligence ]: Multiagent systems

General Terms
Algorithms, Experimentation

Keywords
decision making, agent modeling, behavioral equivalence,approx-
imation

1. INTRODUCTION
Several areas of multiagent systems such as decision makingand

game playing benefit from modeling other agents sharing the envi-
ronment, in order to predict their actions. In the absence ofcon-
straining assumptions about the behaviors of other agents,the gen-
eral space of these models is very large. Multiple researchers have
proposed grouping togetherbehaviorally equivalent (BE)models [2,
12, 13] to reduce the number of possible models. Models that are
BE prescribe identical behavior, and these may be grouped because
it is the prescriptive aspects of the models and not the descriptive

The Sixth Annual Workshop on Multiagent Sequential Decision-
Making in Uncertain Domains(MSDM-2011), held in conjunction
with AAMAS-2011on May 3, 2011 in Taipei, Taiwan.

that matter to the decision maker. The basic idea is to cluster be-
haviorally equivalent models of the other agents and selectrepre-
sentative models for each cluster. By doing this, we are ableto
limit the model space of the other agents while maintaining the so-
lution optimality of the modeling agent. One particular decision
making framework in which BE has received much attention is the
interactive dynamic influence diagram (I-DID) [6].

I-DIDs are graphical models for sequential decision makingin
uncertain multiagent settings. I-DIDs concisely represent the prob-
lem of how an agent should act in an uncertain environment shared
with others who may act in possibly similar ways. I-DIDs may be
viewed as graphical counterparts of interactive POMDPs (I-POMDP)
[9], providing a way to model and exploit the embedded struc-
ture often present in real-world decision making. They general-
ize DIDs [15], which are graphical representations of POMDPs,
to multiagent settings in the same way that I-POMDPs generalize
POMDPs. Expectedly, solutions of I-DIDs tend to be computa-
tionally very intensive. This is because the state space in I-DIDs
includes the models of other agents in addition to the traditional
physical states. These models encompass the agents’ beliefs, ac-
tion and sensory capabilities, and preferences, and may themselves
be formalized as I-DIDs. The nesting is terminated at the0th level
where the other agents are modeled using DIDs. As the agents act,
observe, and update beliefs, I-DIDs must track the evolution of the
models over time. The exponential growth in the number of models
over time also further contributes to the dimensionality ofthe state
space. This is complicated by the nested nature of the space.

Previous I-DID solutions, including both exact and approximate
ones, mainly exploit the concept of BE to reduce the dimensional-
ity of the state space. For example, Doshi and Zeng [5] minimize
the model space by updating only those models that lead to behav-
iorally distinct models at the next time step. While this approach
speeds up solutions of I-DID considerably and is the state ofthe
art, it doesn’t scale desirably to large horizons. This is because:
(a) models are compared for BE using their solutions which tend
to be policy trees. As the horizon increases, the size of the pol-
icy tree increases exponentially;(b) the condition for BE is quite
strict: entire policy trees of two models must match exactly. While
this can be done bottom up [5], the complexity of this operation is
dependent on the size of the policy tree.

Further progress in the context of BE is possible by grouping
models that are likely to be BE. Because this will potentially re-
sult in more models being clustered, the model space is partitioned
into less number of classes. In this paper, we introduce a wayto
identify models that are approximately BE by limiting attention to
paths in the policy tree that are most likely. Models are approx-
imately BE and may be grouped together if theseK most likely
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policy paths are identical. Because we focus on a subset of the pol-
icy tree for comparison, more models may be included in a single
approximate BE group. However, computing the probability of an
action-observation path in a multiagent setting requires knowledge
of the actions of the modeling agent as well [3]. We address this
fundamental barrier by utilizing a more probabilistic choice model
for the other agent instead of using the traditional maximumutility
action(s). Specifically, we employ thequantal responsemodel [11]
– fast emerging as a viable alternative choice model for agents –
in order to compute the policy tree. Our hypothesis is that byal-
lowing for more actions (not just those that have maximum utility)
we consider a larger number of possible paths and select the most
likely paths among these. In computing the probability of a path,
we do not consider actions of the modeling agent, but those ofthe
other agent only or those of the subject agent modeled at a lower
level by the other.

While previously derived error bounds for approximate BE [3]
continue to apply for our approach, we empirically demonstrate
that our heuristic – topK policy paths computed as above – leads
to good quality solutions providing empirical evidence that the ap-
proach leads to clusters with mostly BE models. More importantly,
we demonstrate scalability of I-DID solutions to horizons signifi-
cantly larger than possible previously thereby making practical ap-
plications feasible.

2. BACKGROUND: INTERACTIVE DID
AND BEHAVIORAL EQUIVALENCE

We briefly describe interactive influence diagrams (I-IDs) for
two-agent interactions followed by their extensions to dynamic set-
tings, interactive dynamic influence diagrams (I-DIDs), and refer
the reader to [6] for more details on these frameworks.

2.1 Syntax
In addition to the usual chance, decision, and utility nodes, I-IDs

include a new type of node called themodel node(hexagonal node,
Mj,l−1, in Fig. 1(a)). We note that the probability distribution
over the chance node,S, and the model node together represents
agenti’s belief over itsinteractive state space. In addition to the
model node, I-IDs differ from IDs by having a chance node,Aj ,
that represents the distribution over the other agent’s actions, and a
dashed link, called apolicy link.

S

Oi

Ai

Ri

Mj.l-1

Aj

Aj
2

Aj
1

Mod[Mj]

Aj
S

mj,l-1
1

(a) (b)

Mj,l-1

mj,l-1
2

Figure 1: (a) A generic level l > 0 I-ID for agent i situated
with one other agentj. The hexagon is the model node (Mj,l−1)
and the dashed arrow is the policy link. (b) Representing the
model node and policy link using chance nodes and dependen-
cies between them. The decision nodes of the lower-level I-
IDs or IDs (m1

j,l−1, m2
j,l−1) are mapped to the corresponding

chance nodes (A1
j ,A2

j ), which is indicated by the dotted arrows.
Chance nodeAj functions as a multiplexer.

The model node contains as its values the alternative computa-
tional models ascribed byi to the other agent, the set of which is
denoted byMj,l−1. A model in the model node may itself be an I-
ID or ID, and the recursion terminates at level 0 when a model is an
ID or a simple probability distribution over the actions. Formally,
we denote a model ofj as,mj,l−1 = 〈bj,l−1, θ̂j〉, wherebj,l−1 is
the levell− 1 belief, andθ̂j is the agent’sframeencompassing the
chance, observation, and utility nodes. We observe that themodel
node and the dashed policy link that connects it to the chancenode,
Aj , could be represented as shown in Fig. 1(b). The decision node
of each levell − 1 I-ID is transformed into a chance node in the
following way: if OPT is the set of optimal actions obtained by
solving the lower-level I-ID (or ID), thenPr(aj ∈ A1

j) =
1

|OPT |
if aj ∈ OPT , 0 otherwise. The conditional probability table (CPT)
of the chance node,Aj , is amultiplexer, that assumes the distribu-
tion of each of the action nodes (A1

j , A
2
j ) depending on the value of

Mod[Mj ]. In other words, whenMod[Mj ] has the valuem1
j,l−1,

the chance nodeAj assumes the distribution of the nodeA1
j , and

similarly for other models. The distribution overMod[Mj ], is i’s
belief overj’s models given the state. For more than two agents,
we add a model node and a chance node representing the distribu-
tion over an agent’s action linked together using a policy link, for
each other agent.

S
t

Oi
t

Ai
t

Ri

S
t+1

Oi
t+1

Ai
t+1

Ri

Mj,l-1
t

Aj
t

Mj,l-1
t+1

Aj
t+1

Figure 2: A generic two time-slice levell I-DID for agent i. We
point out the dotted model update link that denotes the update
of the models ofj and of the distribution over the models, over
time. This link may be represented using traditional chance
nodes.

I-DIDs extend I-IDs to allow sequential decision making over
several time steps.We depict a general two time-slice I-DIDin Fig. 2.
In addition to the model nodes and the dashed policy link, an I-DID
extends a DID with themodel update linkshown as a dotted arrow
in Fig. 2. We briefly explain the semantics of the model update
next.

Aj
2

Aj
1

Mod[Mj
t
]

Aj
t

S
t

Mj,l-1
t

mj,l-1
t,2

Mod[Mj
t+1
]

Aj
t+1

Mj,l-1
t+1

Oj
t+1

Oj
1

Oj
2

S
t+1

Ai
t

Aj
1mj,l-1

t+1,1

Aj
2mj,l-1

t+1,2

Aj
3mj,l-1

t+1,3

Aj
4mj,l-1

t+1,4

mj,l-1
t,1

Figure 3: The semantics of the model update link. Notice the
growth in the number of models in the model node att + 1
shown in bold.
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The update of the model node over time involves two steps: First,
given the models at timet, we identify the updated set of models
that reside in the model node at timet+1. Because other agents act
and receive observations, their models are updated to reflect their
changed beliefs. Since the set of optimal actions for a modelcould
include all the actions, and the agent may receive any one of|Ωj |
possible observations, the updated set at time stept + 1 will have
up to |Mt

j,l−1||Aj ||Ωj | models. Here,|Mt
j,l−1| is the number of

models at time stept, |Aj | and|Ωj | are the largest spaces of actions
and observations respectively, among all the models. The CPT
of Mod[M t+1

j,l−1] encodes the function,τ (btj,l−1, a
t
j , o

t+1
j , bt+1

j,l−1)

which is 1 if the beliefbtj,l−1 in the modelmt
j,l−1 using the action

at
j and observationot+1

j updates tobt+1
j,l−1 in a modelmt+1

j,l−1; oth-
erwise it is 0. Second, we compute the new distribution over the
updated models, given the original distribution and the probability
of the agent performing the action and receiving the observation
that led to the updated model. The dotted model update link inthe
I-DID may be implemented using standard dependency links and
chance nodes, as shown in Fig. 3 transforming the I-DID into aflat
DID.

2.2 Behavioral Equivalence and Solution
Although the space of possible models is very large, not all mod-

els need to be considered in the model node. Models that are
behaviorally equivalent[12, 13] – whose behavioral predictions
for the other agent are identical – could be pruned and a single
representative model considered. This is because the solution of
the subject agent’s I-DID is affected by the predicted behavior of
the other agent only; thus we need not distinguish between behav-
iorally equivalent models. LetBehavioralEq(Mj,l−1) be the pro-
cedure that prunes the behaviorally equivalent models fromMj,l−1

returning the set of representative models.
The solution of an I-DID (and I-ID) proceeds in a bottom-up

manner, and is implemented recursively as shown in Fig. 4. We
start by solving the level 0 models, which may be traditionalDIDs.
Their solutions provide probability distributions which are entered
in the corresponding action nodes found in the model node of the
level 1 I-DID. The solution method uses the standard look-ahead
technique, projecting the agent’s action and observation sequences
forward from the current belief state, and finding the possible be-
liefs thati could have in the next time step. Because agenti has a
belief overj’s models as well, the look-ahead includes finding out
the possible models thatj could have in the future. Consequently,
each ofj’s level 0 models represented using a standard DID in the
first time step must be solved to obtain its optimal set of actions.
These actions are combined with the set of possible observations
thatj could make in that model, resulting in an updated set of can-
didate models (that include the updated beliefs) that coulddescribe
the behavior ofj. SE(btj , aj , oj) is an abbreviation for the be-
lief update. The updated set is minimized by excluding the behav-
iorally equivalent models. Beliefs over these updated set of can-
didate models are calculated using the standard inference methods
through the dependency links between the model nodes (Fig. 3).
The algorithm in Fig. 4 may be realized using the standard imple-
mentations of DIDs.

3. TOP K POLICY PATHS
Although BE represents an effective exact criteria to groupmod-

els, identifying BE models requires us to compare the entiresolu-
tions of models – all paths in the policy trees which grow expo-
nentially over time. This is further complicated by the number of
candidate models of the other agents in the model node growing

I-DID E XACT (level l ≥ 1 I-DID or level 0 DID,T )
Expansion Phase
1. For t from 1 to T − 1 do
2. If l ≥ 1 then

PopulateM t+1
j,l−1

3. For eachmt
j inMt

j,l−1 do
4. Recursively call algorithm with thel− 1 I-DID

(or DID) that representsmt
j and the horizon,T − t

5. Map the decision node of the solved I-DID
(or DID), OPT (mt

j), to the chance nodeAt
j

6. For eachaj in OPT (mt
j) do

7. For eachoj in Oj (part ofmt
j ) do

8. Updatej ’s belief,bt+1
j ← SE(btj , aj , oj)

9. mt+1
j ← New I-DID (or DID) with bt+1

j
as belief

10. Mt+1
j,l−1

∪← {mt+1
j }

11. Add the model node,M t+1
j,l−1, and the model

update link betweenM t
j,l−1 andM t+1

j,l−1
12. Add the chance, decision and utility nodes fort+1

time slice and the dependency links between them
13. Establish the CPTs for each chance node and utility node

Solution Phase
14. If l ≥ 1 then
15. Represent the model nodes and the model update link

as in Fig. 3 to obtain the DID
Minimize model spaces

16. For t from 1 to T do
17. Mt

j,l−1← BehavioralEq(Mt
j,l−1 )

18. Apply the standard look-ahead and backup method to
solve the expanded DID (other solution approaches
may also be used)

Figure 4: Algorithm for exactly solving a level l ≥ 1 I-DID or
level 0 DID expanded overT time steps.

exponentially over time. In order to scale BE to large horizons,
we seek to(a) group together more models that could be approx-
imately BE; and(b) simplify the complexity of identifying BE by
comparing only a subset of the policy trees. We do this by group-
ing models that have identicalK policy paths without construct-
ing a complete policy tree from the solved models. We begin by
computingK-most probable paths exactly and highlight the barrier
to using these paths. Consequently, we propose an approximation
technique for computing theK paths.

3.1 Probable Paths
We label the sequence of actions and observations experienced

by an agent participating in an interaction as apath. Formally, let
hq
i = {at

i, o
t+1
i }qt=1 be theq-length path for an agenti whereoT+1

i

is null for aT (q ≤ T ) horizon problem. Ifat
i ∈ Ai andot+1

i ∈ Ωi,
whereAi andΩi are agenti’s action and observation sets respec-
tively, then the set of allq-length paths is,Hq

i = Πq
1(Ai × Ωi).

We define the probability of aq-length path in a factored form as
shown below:

Pr(hq
i ) = Πq

t=1Pr(at
i|ht−1

i )Pr(ot+1
i |ht−1

i , at
i) (1)

whereh0
i is null since we assume agents have no observations ini-

tially.
The path probability is the likelihood that agenti experiences the

specific sequence of actions and observations,hq
i . The computation

of Pr(hq
i ) depends on both the probability of agent’s observations

and the probability of its actions. The probability,Pr(ot+1
i |ht−1

i , at
i)
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is the likelihood of agenti’s observations at timet + 1 given the
history sequence ofi’s actions and observations up tot + 1, while
the term,Pr(at

i|ht−1
i ), is the best response of agenti conditioned

on the history sequence up tot.
In the context of the I-DID, we are interested in the probabilities

of j’s paths. However, in a two-agent interaction, the probability of
j experiencing an observation depends on actions of both agents.
Therefore, Eq. 1 becomes:

Pr(hq
j) = Πq

t=1Pr(at
j|ht−1

j )
∑

ai∈Ai
Pr(ot+1

j |ht−1
j , at

j , a
t
i)

×Pr(at
i|ht

i)
(2)

Because an agent’s optimal actions are obtained from its model,
we may rewrite Eq. 2 as:

Pr(hq
j) = Πq

t=1Pr(at
j|mt

j,l−1)
∑

ai∈Ai
Pr(ot+1

j |ht−1
j , at

j , a
t
i)

×Pr(at
i|mt

i,l)
(3)

We then define the most probable path overT horizon below.

DEFINITION 1 (MOST PROBABLE PATH). Define the most prob-
able path,hT

j , for the levell − 1 agentj as:

hT
j = argmax

hT
j ∈HT

j

Πq
t=1Pr(at

j|mt
j,l−1)

∑
ai∈Ai

Pr(ot+1
j |ht−1

j ,

at
j , a

t
i)Pr(at

i|mt
i,l)

K-most probable paths are then thoseK paths that have the largest
probabilities among all the paths overT horizon, with ties broken
randomly.

Although Eq. 3 provides us with a way to compute path proba-
bilities, it requires the solution of the subject agenti’s model (in the
term,Pr(at

i|mt
i,l)). This is a fundamental barrier to using the exact

path probabilities because agenti’s level l solution is what we seek
and is not known. Thus, exactly calculated path probabilities may
not be used to identifyj’s models that are BE. Another challenge is
that the number of paths grows exponentially with time. However,
we address this issue by focusing onK paths only at every time
step.

3.2 Quantal Response
Clearly, exact path probabilities may not be available for use in

any approach for solving I-DIDs (or other such frameworks).One
way around this problem is to utilize a quick but inexact solution for
i’s model with the guarantee that optimal actions are given higher
utility in the inexact solution as well. To the best of our knowledge,
we are unaware of such an approximation technique. Instead,we
utilize a more probabilistic solution ofj’s models that would al-
low for more paths considered plausible while continuing toassign
higher probabilities to optimal actions, thereby compensating for
not knowingi’s action probabilities.

We utilize thequantal response[1, 11] model forj’s actions.
Quantal response is quickly emerging as a feasible alternative to
maximum expected utility approach. It views agents as beingbound-
edly rational and capable of making mistakes in their actionselec-
tion. The quantal response model assigns a probability to each ac-
tion in proportion to its utility. Motivated by human behavior, it as-
signs probability to an action as a logistic function of the expected
utility of the action. Formally, the quantal response is defined in
Eq. 4:

Pr(at
j) =

eλEU(at
j)

∑
at
j∈Aj

eλEU(at
j)

(4)

wherePr(at
j) is the probability with which agentj will select ac-

tion at
j andEU(at

j) is the expected utility toj of selectingat
j . The

non-negative parameterλ quantifies the rationality of the actions.
As λ → ∞ the optimal actions are selected with probability ap-
proaching 1

|OPT | .

Thus, instead of the previous method of selecting actions,Pr(at
j)

= 1
|OPT | if at

j ∈ OPT , 0 otherwise; we utilize the method in
Eq. 4, which allows for more actions. In order to compute the
path probabilities, the decision node of the lower level model of j
is temporarily transformed to the corresponding chance node with
the distribution as given by Eq. 4. Observe that the other agent’s
actions (i’s at a lower level) are already mapped to chance nodes.

3.3 Top K Paths
We aim to cluster models ofj that have identical topK pol-

icy paths. In order to identify the topK paths, we replace the
decision nodes inj’s level l − 1 I-DID (or DID) with the corre-
sponding chance nodes effectively turning the DID into a dynamic
Bayesian network (DBN). In order to avoid searching over an ex-
ponential number of policy paths,|Aj ||Ωj |T−1 whereT is the
horizon, we identify exactlyK paths at every time step. Specif-
ically, at timet = 0, we compute the probabilities for|Aj ||Ωj |
action-observation combinations and selectK-most probable ones.
Thereafter, at any time step untilT − 1, we compute the probabil-
ities ofK|Aj ||Ωj | paths and selectK most probable paths (as per
Def. 1) among them. Consequently, we obtainK probable paths
while avoiding an exponential number of path probability compu-
tations.

Models that have identical topK paths are grouped together. We
pick a representative model from each group and prune all other
models in the group. All the representative models are retained in
the model node,Mj,l−1, and updated. We point out that unlike
exact BE, we compare just a subset of the policy paths in orderto
group the models. On the other hand, because we use the quan-
tal response the topK paths are not necessarily the most probable
paths in the original policy tree obtained when the maximum ex-
pected utility is used. Consequently, models that were originally
BE may not be grouped together. As a result, we are unable to
precisely characterize the error in predictingj’s actions due to our
approach. However, as we demonstrate experimentally the group-
ing is not arbitrary and the expected reward ofi increases as we
increaseK although the scalability worsens.

Recall that agenti’s belief assigns some probability mass to each
model in the model node. A consequence of pruning some of the
models is that the mass assigned to the models would be lost. Dis-
regarding this probability mass may introduce further error in the
optimality of the solution. We avoid this error by transferring the
probability mass over the pruned models in each class to the repre-
sentative that is retained in the model node.

4. ALGORITHM
We present the algorithm for clustering agentj’s models in the

model node of the I-DID at each time step according to topK paths
in Fig. 5. The procedure,TopKSelection, replaces the procedure,
BehavioralEq, in the algorithm in Fig. 4.

The procedure takes as input, the set of levelj’s l − 1 models
Mj,l−1, parameterK and horizonT . We begin by selecting the top
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TOPKSELECTION (Model setMj , parameter,K, and horizonT )
returnsM′

j
1. For eachmj ∈ Mj do
2. H0

j (mj ) = {Aj × Ωj}
3. Computej ’s quantal response forA0

j using Eq. 4
4. Transform decision nodeA0

j into chance node
5. For everyh0

j ∈ H0
j (mj ) do

6. Compute the path probabilityPr(h0
j ) using Eq. 3

7. SelectK most probable paths and add them toH0
j

8. For t from 1 to T do
9. For everyht−1

j ∈ Ht−1
j do

10. Enter action-observation inht−1
j as evidence into

chance nodes,Aj andOj , respectively up to timet
11. Computej ’s quantal response forAt

j using Eq. 4
12. Transform decision nodeAt

j into chance node

13. Generate set of paths:Ht
j(mj)

∪← ht−1
j × {At

j ×Ωt+1
j }

14. For everyht
j ∈ Ht

j do
15. Compute the path probabilityPr(ht

j) using Eq. 3
16. Retain the most probable path that maximizesPr(ht

j)

and prune the others fromHt
j(mj )

Clustering Phase
17. WhileMj not empty

18. Select a model,mk̂
j ∈ Mj , at random as representative

19. Initialize,Mk̂
j ← {mk̂

j }
20. For eachmk

j inMj do

21. If HT
j (mk̂

j ) = HT
j (mk

j )

22. Mk̂
j

∪← mk
j , Mj

−← mk
j

Selection Phase

23. For eachMk̂
j do

24. Retain the representative model,M′
j

∪← mk̂
j

25. ReturnM′
j

Figure 5: Algorithm for clustering j’s models according to top
K paths. This procedure replaces BehaviorEq in Fig. 4.

K action-observation combinations at timet = 0 (lines 2-5). This
is done by computingj’s quantal response initially (line 3). We
transformj’s decision node into the corresponding chance node by
usingj’s quantal response distribution as CPT of the chance node
(line 4). We then recompile the DID and compute the probability
of j’s paths using Eq. 3. Subsequently, we can compute the proba-
bility of j’s probable paths and choose topK paths for each model
mj (lines 7). This procedure is then repeated for all subsequent
time steps with the exception that we enter the action-observation
history contained in the path under consideration as evidence into
the DID.

We then pick a representative model at random and group models
that have identical topK paths. We iterate over the models left
ungrouped until none remains. Each iteration results in a new class
of models including a representative. In the final selectionphase,
we prune all other models except representative ones and return the
set of representative models.

5. COMPUTATIONAL SAVINGS
As with previous approaches, the primary complexity of solving

I-DIDs is due to the large number of models that must be solved
overT time steps. At time stept, there could be|M0

j |(|Aj ||Ωj |)t
many models of the other agentj, where|M0

j | is the number of
models considered initially. The nested modeling further contributes

to the complexity since solution of each model at levell−1 requires
solving the lower levell − 2 models, and so on recursively up to
level 0. In anN+1 agent setting, if the number of models consid-
ered at each level for an agent is bound by|M|, then solving an
I-DID at level l requires the solutions ofO((N |M|)l) many mod-
els. Here|M| grows exponentially over time.

Let |M̂j | be the size of the behaviorally distinct models. If we
group BE models and select a representative from each cluster, a
level l I-DID requires solvingO((N |M̂|)l) models, which could
be much less than before. While there is no guarantee that we will
group all the exact BE models together, we expect to group some
of the behaviorally distinct models as well for low values ofK re-
sulting in fewer clusters and computational savings. Furthermore,
because we cluster models according to their topK paths, we main-
tain at mostK2 q-length paths (q ≤ T ) at each time step, for each
pair of models that are being compared. This precludes building
policy trees of possibly(|Ω|)T−1 paths that would be needed in
exact BE based methods. Of course, this would result in better
memory efficiency.

6. EXPERIMENTAL EVALUATION
We implemented the new I-DID algorithmTopKSelection that

uses the clustering method based on topK paths as shown Fig. 5.
Our implementation is developed using HUGIN 7.0 C++ API for
DIDs and runs on a WinXP platform. We compare the perfor-
mance of our approach (TopK) with an exact BE method called
discriminative model update (DMU) [5], previously proposed to
solve I-DIDs and considered as the most efficient I-DID algorithm
so far. In addition, we implemented a baseline approach thatse-
lects topK paths using randomized response forj’s actions in-
stead of the quantal response. We compare all of these three ap-
proaches (namely TopK, DMU and Random) mainly over two well-
known problem domains: the two-agent tiger problem (|S|=2, |Ai|=|Aj |=3,
|Ωi|=6, |Ωj |=3) [6, 9] and the multiagent version of the machine
maintenance (MM) problem (|S|=3, |Ai|=|Aj |=4, |Ωi|=2, |Ωj |=2) [14].
We also demonstrate the scalability of the TopK approach over
a much larger domain: the two-agent Unmanned aerial vehicle
(UAV) problem (|S|=25, |Ai|=|Aj |=5, |Ωi|=4, |Ωj |=5) [4].

We formulate level 1 I-DIDs of increasing horizons for the prob-
lems and solve them using the three approaches. We show that the
quality of the policies generated by TopK method approachesthat
of the exact DMU asK is increased. We also show that with a large
probability the selected topK paths capture theK most probable
paths in real play. This provides evidence toward the suitability of
using the quantal response model forj’s actions. In addition, we
demonstrate that TopK performs significantly better than DMU on
the issue of solution scalability. We are able to solve a big domain
with a much larger horizon.

In Fig. 6(a,b), we show the average rewards gathered by exe-
cuting the policies obtained from solving level 1 I-DIDs approxi-
mately within simulations of the problem domains. Each datapoint
is the average of 1,000 runs where the true model ofj is picked ran-
domly according toi’s belief. For a given number of initial models
Mj,0, the policies improve and converge toward the exact method
DMU as we increaseK. Notice that TopK achieves significantly
larger average rewards than the random approach. The behavior
remains true for the multiagent MM problem as well.

In Figs. 6(c) and 7(c) , we show the likelihood that topK paths
capture the realK-most probable paths when both agents play the
game. We label this likelihood as theintersection probability. In
comparison to the random approach, TopK maintains a relatively
higher chance for tracing the actual probable paths. IncreasingK
values improves the likelihood as we may expect. We think that this
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Figure 6: Performance profile obtained by solving a level 1 I-DID for the multiagent tiger problem using TopK for (a) 5 horizon and
(b) 6 horizon. As K increases, quality of the solution improves and approaches that of the exact DMU.(c) TopK captures theK-most
probable paths with a large probability.
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Figure 7: Performance profile obtained by solving a level 1 I-DID for the multiagent MM problem using TopK for (a) 4 horizon and
(b) 5 horizon. As K increases, quality of the solution improves and approaches that of the exact DMU.(c) TopK captures theK-most
probable paths with a large probability.

is due to the reasonable utilization of the quantal responsemodel
for j’s actions.

As we show in Fig. 8, the number of models in a model node
is very close to the minimal models set maintained by DMU. Al-
though the number of model classes drops to below DMU for low
K, this may not occur in all domains. This is expected since a set of
BE models may have different topK paths. However, as we need
only constructK paths from the entire policy tree, we gain much
memory savings that results in favorable efficiency. This results
in the reduced running times and improved scalability as shown in
Table 1. We were able to solve I-DIDs over more than 25 hori-
zons using TopK. More significantly, for the large UAV domainwe
achieved solutions to I-DIDs for horizon of more than 10.

In summary, our TopK method scales significantly better than
DMU (the best method so far as reported in [3, 5]). This allowsus
to extend the applicability of I-DIDs to a realistic domain like the
UAV problem. The utilization of the quantal response model allows

Level 1 T Time (s)
DMU TopK

Tiger 10 2.7 1.4
14 77 45.6
20 * 238
25 * 697

MM 8 0.6 0.2
10 3.1 1.9
14 91 60.3
20 * 805

UAV 6 6.5 4.9
8 166.6 111
10 * 462

Table 1: TopK scales significantly better than DMU to larger horizons.
All experiments are run on a WinXP platform with a dual processor
Xeon 2.0GHz with 2GB memory.

us to empirically address the fundamental barrier of computing the
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Figure 8: Number of models generated by TopK in model node
for different horizons in a T=6 I-DID (M0 = 100) for (a)the
multiagent tiger problem; (b)the multiagent MM problem.

modeling agent’s actions.

7. RELATED WORK
I-DIDs [6] represent an important component in a mature lineof

work that includes multiagent influence diagrams (MAIDs) [10],
and networks of influence diagrams (NIDs) [7, 8]. These formalisms
seek to explicitly and transparently model the structure that is often
present in real-world problems by decomposing the situation into
chance and decision variables, and the dependencies between the
variables. MAIDs objectively analyze the game, efficientlycom-
puting the Nash equilibrium profile by exploiting the independence
structure. NIDs extend MAIDs to include agents’ uncertainty over
the game being played and over models of the other agents. Both
MAIDs and NIDs provide an analysis of the game from an exter-
nal viewpoint, and adopt Nash equilibrium as the solution concept.
However, equilibrium is not unique – there could be many joint so-
lutions in equilibrium with no clear way to choose between them
– and incomplete – the solution does not prescribe a policy when
the policy followed by the other agent is not part of the equilib-
rium. Specifically, MAIDs do not allow us to define a distribution
over non-equilibrium behaviors of other agents. Furthermore, their
applicability is limited to static single play games. Interactions are
more complex when they are extended over time, where predictions
about others’ future actions must be made using models that change
as the agents act and observe. I-DIDs seek to address this gapby
offering an intuitive way to extend sequential decision making as
formalized by DIDs to multiagent settings.

As we mentioned before, a dominating cause of the complexity
of I-DIDs is the exponential growth in the candidate models over
time. Using the heuristic that models whose beliefs are spatially
close are likely to be behaviorally equivalent, Doshi et al.[6] uti-
lized ak-means approach to cluster models together and selectK
models closest to the means in the model node at each time step.
While this approach requires all models to be expanded before clus-

tering is applied, a recent approach [5] preemptively avoids expand-
ing models that will turn out to be behaviorally equivalent to oth-
ers. By discriminating between model updates, the approachguar-
antees a minimal set of models in each non-initial model node. To
avoid solving all of the initial models, the approach clusters models
whose beliefs are within a parameter,ǫ. This line of work is based
on concept of BE, introduced earlier [13]. BE was also discussed
by Pynadath and Marsella [12] and topologies based on equivalence
between types were recently introduced by Dekel et al. [2].

8. DISCUSSION
I-DIDs provide a graphical formalism for modeling the sequen-

tial decision making of an agent in an uncertain multiagent setting.
The increased complexity of I-DIDs is predominantly due to the
large space of candidate models and its exponential growth in over
time. Previous solutions to I-DIDs limit the model growth mainly
by clustering BE models at each step. We introduced the concept
of K-most probable paths that are used to determine the equiv-
alence between models. Two models that share identicalK-most
probable paths are grouped together in the model node. We approx-
imated theK-most probable paths by searching only topK paths
at every time step. Our approximation avoids building the entire
policy tree whose size grows exponentially over time. On theother
hand, since models are compared in terms of a subset of the policy
trees, we may expect similar reduction on the model space as previ-
ous BE methods provide. We showed that our new approach gains
much computational savings and achieves significantly improved
scalability over the state of the art approach.

However, we faced the difficulty on computingK-most proba-
ble paths since their computation requires solutions of thesubject
agent’s model. We adopted the quantal response for the modeled
agent’s actions in order to construct the path probabilities leading
to the selection of topK paths. The empirical performance demon-
strated the utility of this approach. We believe that our approach is
restricted to not only I-DIDs but could be useful in other avenues as
well such as game playing where opponent models are considered.
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