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Abstract
This thesis is comprised of two parts. In the first part we consider algorithms and applications of unsupervised

and semi-supervised learning. In the second part we apply generalized belief propagation, an approximate infer-

ence algorithm from the field of graphical models, to an electrical engineering system. The thesis is organized in

the following chapters:

Chapter 2 - Unsupervised learning: We present the typical cut criterion using probabilistic undirected graphical

models. Apart from providing accurate and efficient clustering solutions, the probabilistic framework allows

us to learn a task-relevant affinity function later used in clustering. We also present an application of the

typical cut criterion to the computer vision problems of image segmentation and perceptual grouping.

Chapter 3 - Semi-supervised learning:We consider two types of semi-supervised scenarios, in which the (lim-

ited) supervision is either provided as a partially labelled data set, or in the form of equivalence constraints.

In the first scenario we present an extension of the typical cut clustering criterion. The second scenario

considers equivalence constraint,i.e. pairs of data points that are known to originate from the same class

or from different classes, although the classes themselves are unknown. We present two algorithms which

incorporate equivalence constraints – the relevant component analysis algorithm and an extension of the EM

algorithm for estimating Gaussian mixture models.

Chapter 4 - Generalized belief propagation – An engineering application:We apply generalized belief prop-

agation, to an engineering application of two-dimensional channels. The performance of generalized belief

propagation in this real-life application almost coincides with the best theoretically possible result. On the

the hand, the performance of standard belief propagation in this case is poor.

The research in this thesis appeared in the published papers [A-F], and in [3,22].
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Chapter 1

Introduction

Section 1.1 presents issues related to unsupervised learning as an introduction to chapter 2 and publications [A-

C]. Section 1.2 addresses semi-supervised learning, as an introduction to chapter 3 and publications [D,E]. In both

sections we apply an inference algorithm from the field of probabilistic graphical models, called generalized belief

propagation, for unsupervised learning and for semi-supervised learning. This method is later applied to an impor-

tant electrical engineering application which is related to cellular communication and to future magnetic recording

devices. Section 1.3 presents this engineering application from a more general perspective, as an introduction to

chapter 4 and publication [F].

1.1 Unsupervised learning

Unsupervised learning is a general title for several types of learning scenarios in which the input data set

contains the data points themselves without any additional information,e.g., their classification. Unsupervised

learning may be divided into two types of problems – data clustering and feature extraction. Data clustering, or

exploratory data analysis, aims to unravel the structure of the provided data set. Feature extraction, on the other

hand, often seeks to reduce the dimensionality of the data so as to provide a more ‘compact’ representation of

the data set. In this section we deal with the first problem,i.e., clustering, while the issue of feature extraction is

presented in the context of semi-supervised learning in chapter 3.

The introduction to clustering begins with a general overview of the field, and then concentrates on the typical

cut criterion for clustering. Two algorithms which apply this criterion are presented and we shortly discuss their

relation. We then present an introduction to the field of undirected graphical models, which is applied in order

to provide a novel typical cut clustering algorithm. The publications related to this section are [A-C], appear in

chapter 2.
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1.1.1 Clustering algorithms

Partitioning a data set into meaningful subgroups,i.e. clustering, is an ill posed problem since its required out-

put is problem dependent. Hence many clustering algorithms exist, each have their advantages and disadvantages.

This section provides a short overview of the types of clustering algorithms, rather than describing the specific

algorithms themselves. This short description concentrates on methods which are relevant to the algorithms de-

scribed in the next sections.

Clustering may be grossly categorized according to several properties of the algorithm – the required input, the

algorithm’s output, and whether the algorithm imposes any structural assumptions upon the data set.

Type of input The data to be clustered is often provided either as points in a vector space, or as an undirected

weighted graph. In the later case, also termedgraph based clustering, then data points are considered as nodes in

a graph, where the edge weightwij reflects the similarity, or affinity, between pointsi andj. Put another way, the

input to the algorithm is a symmetricn× n similarity matrixW , whose(i, j)-th entry iswij .

Type of output The output of a clustering algorithm may either provide a single partition of the data set, or

yield a hierarchy of partitions, each corresponding to a certain ‘scale’ or resolution. Another property which

differentiates between different clustering algorithms is whether the provided partition is exclusive (hard),i.e. each

data point belongs to a single subset of the data, or inclusive (soft) where a data point may belong to several subsets,

each with a certain degree.

Structure assumptions The third category by which clustering algorithms may be differentiated concerns their

assumptions regarding the structure of the provided data set. Algorithms which impose a certain structure upon the

data set are termedparametric. For example, algorithms which perform ‘mixture decomposition’ are parametric

as they assume that the data set originates from a certain probability distribution whose specific parameters are to

be estimated. Another type of parametric algorithms try to minimize a certain cost function, or distortion measure.

These methods define a cost function for each partition, and try to find the partition which minimizes this cost. As

examples of such algorithms consider thevector quantizationfamily of algorithms [16], self organizing maps [33]

and deterministic annealing [47].

Another type of algorithms are termednon-parametric, as they seemingly pose no prior assumptions regarding

the required structure of the data set. In this case clusters are defined as regions of a relatively high density of
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points, which are surrounded by lower density regions. Examples of this type of algorithms are valley seeking [17],

nearest-neighbor based algorithms [21, 25], and agglomerative methods which are described in the following

section.

1.1.1.1 Graph based clustering

Agglomerative methods The agglomerative family of algorithms [16] start withn nodes and sequentially merge

the two most similar nodes into one meta-node. The edge weights between this meta-node and all other nodes

in the graph are updated differently in each agglomerative algorithm. For example, in thesingle-linkageal-

gorithm, the similarity between a meta-node which contains two nodesi and j, and an outside nodek , is

taken asmin({wik, wjk}). In the complete-linkagealgorithm, on the other hand, the updated similarity is

max({wik, wjk}). All agglomerative algorithms continue to merge nodes until the smallest similarity value in

the graph is lower than a certain threshold.

min-cut methods A second type of graph based clustering method is based on finding a partition which min-

imizes a cost function defined on the graph. For example, the minimal-cut criterion [57] defines the cost of

partitioning the graph into two disjoint setsA andB as thecutvalue,i.e., the sum of weights of inter-set edges:

cut(A,B) =
∑

i∈A,j∈B

wij (1.1)

Generalizing this criterion to an arbitrary number of subgraphsA1, . . . , Ak, this criterion may be written as:

cut(A1, . . . , Ak) =
∑

〈i,j〉
(1− δi,j)wij (1.2)

where〈i, j〉 stands for summing over all neighboring nodesi andj, andδi,j = 1 if i andj belong to the same

subgraph, and zero otherwise. The minimal cut can be efficiently found fork = 2, while for k > 2 the problem is

NP-hard. However, the major disadvantage of using the minimal cut criterion is its bias towards trivial partitions

which, for example, may separate a single point from the rest of the graph. In order to overcome this problem

several other cost functions have been introduced,e.g. normalized-cut[50] andratio-cut [45], which are closely

related tospectral clusteringmethods.

Spectral clustering Another graph-based clustering methods involvespectral clustering, where clusters are

defined using the eigenvectors of the similarity matrixW , or other related matrices such as theLaplacianor the
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normalized Laplacianof W . These matrices are defined asD −W andD− 1
2 (D −W )D− 1

2 , respectively, where

D is diagonal matrix whose(i, i) entry is the sum of thei-th row in W . Thek eigenvectors corresponding to the

largest eigenvalues are then stacked as columns of an× k matrix and each row represents a pointi, i = 1, . . . , n,

in Rk. Clustering the points is then performed in this vector space, for example, using K-means.

Spectral methods have been reinvented in several disciplines,e.g., in numerical analysis [4] and in computer

science [2,29,42]. Spectral methods can be derived as solutions to graph partitioning problems, with several cost

functions. For example, Shi and Malik [50] define thenormalized-cutcost function, and end up calculating the

eigenvectors of the Laplacian. Another recent perspective on spectral methods given in [23] shows that spectral

methods may also be derived by minimizing the min-cut cost function (1.1), under a constraint on the allowed

partitions. The common denominator of all clustering methods mentioned above is that they seek asinglepartition,

which, for example, minimizes a certain cost function. By considering merely the partition which minimizes the

cost we may be ignoring several other solutions whose cost may be only slightly higher. These solutions may be

as important as the chosen solution, hence it may prove useful to integrate them into the final solution. This is the

idea behind thetypical-cutcriterion described in the next sections.

1.1.2 Clustering using the typical cut criterion

This section presents the typical cut criterion for graph based clustering, which consists of the following steps:

Algorithm 1 Typical Cut clustering

1. Input – A weighted graph G(V,E).

2. Probability estimation:

• Generate a set of partitions{X} of G and assign a probabilityP (X ) to each partitionX .

• Measure the correlationCij between neighboring nodesi and j, defined as Cij =
∑
{X} SAME(i, j;X )p(X ) whereSAME(i, j;X ) = 1 if nodesi and j belong to the same sub-

graph in the partitionX , and zero otherwise.

3. Post-processing - define the typical partition by connecting nodesi andj whose correlation value exceeds a

certain thresholdθ, e.g., θ = 0.5.
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This criterion has been implemented in two ways, by a physically inspired algorithm [10] and from a graph-

theoretic perspective [19], as described in the next two sections. The difference between the two implementations

of typical cut clustering lies in the definition of the probability distributionp(X ) and in the way the correlations

Cij are estimated.

1.1.2.1 A physically motivated algorithm for typical cut

The typical cut criterion which was first introduced in the framework of statistical physics [10], was inspired by

the physical properties of granular magnets. Granular magnets are comprised ofspins, which display a different

collective behavior at different temperatures [55]. At low temperatures most of the spins are aligned,i.e., share

the same value, while at high temperatures the spins’ states are completely independent. There also exists an

intermediate temperature interval in which spins within each grain are aligned, but different grains are independent.

Hence, in this temperature interval, also called theSuper-Paramagnetic phase, the granular magnet is ‘clustered’.

In the Super-Paramagnetic clustering algorithm [10] (SPC) each data pointxi, i = 1, . . . , n, is assigned a Potts

‘spin’, namely aq-state random variable,xi = 1, . . . , q. Every configuration of the system,X = (x1, . . . , xn),

represents a particular partition of the graph, while the cost of a configurationE(X ), or its energy, is defined as in

(1.2).

The statistical weight of a partitionX , p(X ), may be defined in several ways. The simplest is to assign equal

probability to all configurations with a certain cost – this is termed themicrocanonical ensemblein statistical

physics. Specifically,

p(X ) =





1/Z(E0) E(X ) = E0

0 otherwise

where the normalizing factor, or partition function,Z(E0) =
∑
X δ(E(X ) − E0). In order to study the system

at different costs,i.e., different resolutions, one has to vary the parameterE0 over the range of possible costs.

However, calculatingZ(E0) is difficult, therefore often a different statistical weightp(X ) is used, termed the

canonical ensemblein which theaveragecost〈E〉p(X ) is fixed, instead of the cost itself. Applying the maximum

entropy principle [26] this leads to the Boltzmann distribution:

P (X ;T ) =
1

Z(T )
exp [−E(X )/T ] (1.3)

whereβ = 1/T , the inverse temperature, serves as a Lagrange multiplier, andZ(T ) =
∑
X exp[−E(X )/T ]. The

temperature,T , is monotonically related to the average energy,e.g., low temperatures correspond to low energies.
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At T = 0 only the configuration with lowest cost has non-zero probability, which corresponds to the min-cut

solution. As in the microcanonical case, the properties of the system are studied at different values ofT . For

large systems with local interactions the two ensembles coincide, hence, for computational reasons one can use

the canonical ensemble.

Since the number of configurationsX is exponential in the number of data points, estimating the correlation

exactly is in many cases intractable. A common approximation method is based on Monte-Carlo sampling,e.g.,

the Metropolis method [35]. SPC, however, uses the Swendsen-Wang method [53] which is more suitable for

sampling model granular magnets.

To conclude, SPC uses Monte-Carlo methods to estimate the correlations, where the statistical weight of a

configuration is given by the Boltzmann distribution, thusCij = Cij(T ). The typical cut is estimated at sev-

eral temperatures, and since the correlations are monotonically decreasing with increasingT [56], a hierarchical

structure of the data is created.

1.1.2.2 A graph theoretic algorithm for typical cuts

Gdalyahuet al. [19] reformulated the typical cut criterion using a graph theoretical algorithm. Their procedure

is based on Karger’s contraction algorithm [31], which is an efficient stochastic way for finding minimal cuts.

In the contraction algorithm two nodesi andj which are connected by an edgewij are randomly chosen with

probability wij/
∑
〈l,m〉wlm, and contracted into a (meta) nodek̃. The weight of an edge connecting the meta

nodek̃ to a nodem, wk̃m, is updated towim + wjm, and this procedure is repeated until only two meta nodes are

left. Such a series of contractions, which starts withn nodes and ends with two meta nodes is regarded as a single

‘round’. Kargeret al. [31] proved that performing a polynomial number of ‘rounds’ would almost certainly find

the minimal cut,i.e. the last two remaining meta nodes coincide with the minimal cut.

Gdalyahuet al. [19] perform many rounds of contraction and collect statistics at each levelr, r = 2, . . . , n− 1,

of the contraction, namely when the graph containsr (meta) nodes. More specifically they estimateC̃ij(r) – the

probability that edgesi andj belong to the same meta node when the number of (meta) nodes in the contracted

graph is lower or equal tor.

C̃ij(r) estimates a sort of correlation between nodesi andj, although the underlying probability distribution

p(X ) can not be easily stated. Analogously to varying the temperature in SPC the typical cut is estimated at

several values ofr, and sinceC̃ij(r) increases with decreasingr, it provides a hierarchical description of the data

structure.
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In publication [A] we present two applications of the typical cut algorithm in the field of computer vision. First

we apply typical cut to the problem of image segmentation,i.e. partitioning an image into meaningful entities, and

second we address the problem of perceptual grouping. The input to our perceptual grouping task is a set of short

line segments and the objective is to find the shape that they form as a group. Each line segment is then considered

as a data point and the pairwise similarity values are taken from [54]. A detailed comparison showed that typical

cut outperformed both other clustering algorithms, and more specific techniques for perceptual grouping.

1.1.2.3 The connection between the two algorithms

A direct connection between the two algorithms for typical cuts does not exist, since it is difficult to define the

probability of a certain r-way cut, as produced by the contraction algorithm. However, our empirical evidence

displays surprising similarity between the results of the two algorithms.

In order to establish a connection between the algorithms, we must slightly modify the approach taken by

Gdalyahuet al. [19]. The correlations calculated in SPC are functions of the temperature, or analogously of the

average cost〈E〉, i.e. eachT corresponds to a specific〈E〉SPC . Hence instead of marking each step of the

contraction according to the number of meta nodes, we can calculate its cost,E as given by the multi-way cut

value (1.2). Therefore instead of̃Cij(r) we estimatẽCij(E), the probability that edgesi andj belong to the same

meta node, when the cost of the cut is lower or equal toE. Using this procedure we can estimateC̃ij(E) for every

value ofE, especially forE = 〈E〉SPC(T ), which allows for a direct comparison between the methods.

Figure 1.1a,b presents a scatter plot which compares the value of the correlations found in SPC and in our

modified version of Gdalyahuet al. algorithm, for the Iris data set [9]. The horizontal axis corresponds to the

SPC correlationsCij while the vertical axis displays the value of the ‘correlation’C̃ij . Each dot in the figure

corresponds to the value of the correlation of a certain edge(i, j) at a certain〈E〉SPC . The comparison was

performed twice, using two values for the number of states of the random variable in SPC. Figure 1.1a presents

the results of usingq = 2, i.e., the Ising spin case, and Fig. 1.1b corresponds toq = 10. The correlation values

in the two seemingly different methods are almost identical forq = 2, but not forq = 101. Similar results were

obtained when comparing the two algorithms over several other data sets.

We are still unable to provide an explanation for the similarity between the two algorithms. Such an explanation

may be interesting for two reasons. First it might help understand the probability distribution underlying the

contraction algorithm, and second it might draw a connection between statistical physics and graph theory.

1We actually repeated the experiments for other values ofq, and in all cases the results forq > 2 were worse than forq = 2.
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(a) (b)

Figure 1.1. A comparison between the correlations computed in the two typical cut algorithms. In (a) SPC’sq = 2 and in (b)

q = 10. Each dot corresponds to the correlation value of an edge(i, j) at a certain value of〈E〉SPC .

1.1.3 Typical cut clustering and undirected probabilistic graphical models

In publications [B] and [C] we present the typical cut criterion using the formalism of probabilistic graphical

models. Applying graphical models in this context is far more important than merely providing a third efficient and

deterministic algorithm for calculating the typical cut. The probabilistic framework of graphical models provides

a technique for answering other important questions in a systematic way. For example in publication [B] we show

how to learn a task relevant similarity function using graphical models. In this section we present an overview of

undirected graphical models: the definitions, the algorithms and their implementation to the problem of typical

cut clustering. An introduction to undirected graphical models may be presented in several ways, of which we

chose the more physically oriented perspective of Yedidiaet al. [59,61] which also allows for a comparison to the

Monte-Carlo methods described in this thesis.

1.1.3.1 Undirected Graphical Models

An undirected graphical model describing a joint distribution ofn random variablesp(x1, . . . , xn) is defined as

p(x1, . . . , xn) =
m∏

k=1

Ψ(Xk)

whereXk is a subset of the random variables(x1, . . . , xn). TheΨ(Xk)-s, calledpotentialsor factors, are real

positive ‘compatibility’ functions which define the statistical dependency between the random variables which

belong toXk. The model is undirected since the factorsΨ do not contain causal dependencies among the variables
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Figure 1.2. (a) A Markov Random Field representation of the joint distribution

p(xa, xb, xc, xd, xe, xf ) = p(xa, xc)p(xb, xd)p(xb, xc)p(xc, xd)p(xd, xe)p(xe, xf )p(xb, xf ).

= 1
Z

ψA(xa, xc)ψB(xb, xd)ψC(xb, xc)ψD(xc, xd)ψE(xd, xe)ψF (xe, xf )ψG(xb, xf ). (b) A factor graph representation of the

same distribution.

as in the case of directed graphical models,i.e., Bayesian networks. The implicit assumption is thatXk contains

only small sets of variables, such that the dependencies between the variables are ‘local’ (as opposed to ‘global’

dependency as in, for example, a fully connected graph).

The correspondence between a graph and its equivalent probability distribution is similar to the mapping de-

scribed in the context of graph based clustering in section 1.1.1.1,i.e., random variables are mapped to nodes and

factors appear as cliques of nodes. Another useful representation is thefactor graph, which is a bipartite graph

where the random variables and the factors are mapped to the two ‘sides’ of the graph, and edges connect allxi

which belong toXk to the nodeΨXk
. An example of a probability distribution and two of its graphical model

representations is given in Fig. 1.2. The following graphical models are presented using the first notation, since all

of our applications contain only single node potentials and pairwise potentials, thus there is no need in the elegant

and more general notation of factor graphs (for a factor graph representation of the topics covered in the following

sections see [34,61]).

Undirected graphical models, also known as Markov random fields (MRF), appear in many fields of research,

e.g., spin systems in statistical physics, computer vision [20], digital communications and error correcting codes [18,

38]. In many of these examples, graphical models are used in order to performinference, i.e., calculate marginal

probabilities of the joint distributionp(x1, . . . , xn). For example, one may be interested in calculatingp(xi),

p(xi, xj) or in generalp(Xk). Examples of undirected graphical models in each of these realms are provided in

this introduction and in the following chapters. The next section describes an example of inference in a ‘spin’

system,i.e., typical cut clustering.
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1.1.3.2 A statistical physics example and the connection to Typical Cut

The connection between typical cut clustering and graphical models is based on the observation that the Boltz-

mann distribution (1.3) defines an undirected graphical model, where the potentialsΨij are pairwise functions

defined as:

Ψij(xi, xj ; T ) ∝




1 for xi = xj

exp(−wij/T ) for xi 6= xj

(1.4)

wherei andj is a pair of connected nodes in the graph.

The correlations estimated in typical cut clustering can be estimated from the pairwise distributionp(xi, xj) as

Cij(T ) =
q∑

k=1

p(xi = k, xj = k;T )

hence estimating the correlation is equivalent to performing inference in a graphical model.

The field of graphical models has developed efficient inference algorithms for calculating marginal probabilities

exactly or approximately, as described in the next two sections. Both exact inference and approximate inference

can be described in several ways; We chose a perspective closely related to physics, and to the applications pre-

sented throughout this thesis. We present exact inference on an undirected graphical model while the more general

case of directed models may be found in [14]. Approximate inference is presented for the case of pairwise poten-

tials which is relevant for typical cut clustering. For a more general formalism of factor graphs see [61].

1.1.3.3 Exact inference

Naive estimation of marginal probabilities is inefficient from two aspects. Firstly, it is exponential in the number

of nodes, and secondly the process must be repeated for each specific marginalization. Naive marginalization

basically ignores the local structure of the graph and treats it as if it were fully connected, even if the graph is

sparse. For example, if a graph does not contain any cycles,i.e., the graph is a tree, then the complexity of

marginalization is highly efficient if variables are eliminated (i.e. summed) starting from the leaves and advancing

along the tree structure. Hence the idea behind efficient marginalization is first to transform the graph into an

equivalent tree, whose nodes consist of groups of nodes of the original graph. This graph is termed ajunction

treeor join tree [27]. The second step in the algorithm, which allows for a simultaneous estimation of marginal

probabilities, is a ‘propagation’ algorithm which is outlined below. Several important and equivalent algorithms for

this marginalization have been discovered under different guises in different disciplines,e.g., Gallager’s decoding
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of low density parity check codes [18], the ‘forward backward’ algorithm [5] and ‘belief propagation’ [44] for

Bayesian networks. Transforming an undirected graphical model into a junction tree in performed as follow:

Algorithm 2 Creating a junction tree

• Select an ‘elimination’ order for then nodes.

• Sequentially ‘eliminate’ the nodes. When eliminating a variablei, connect all its neighborsN(i), write

down a cliqueCi = {i,N(i)} and deletei from the graph.

• Create a new graph whose nodes are maximal cliques from{Ci}n
i=1, i.e.cliques which are not subsets of

other cliques. Assign a weight to the edge connecting cliquesCi andCj as the number of common nodes in

the two cliques,i.e., |Ci ∩ Cj |.

• The maximal spanning tree of this graph is the junction tree.

An example of a junction tree for the example in Fig. 1.2 appears in Fig. 1.3.

The second step of the algorithm is to perform ‘message passing’,i.e., ‘belief propagation’ over the junction

tree. Assume that the nodesCi andCj each contain a set of variablesXi andXj , respectively. The ‘message’mij

sent fromCi to Cj is defined as

mij =
∑

x∈Xi\Xj

ψCi

∏

k∈N(i)\i
mki (1.5)

The messages also define the joint probability of nodeCi as

pCi ∝ ψCi

∏

k∈N(i)

mki (1.6)

(1.5) and (1.6) define the Shafer-Shenoy algorithm [48].

In order to explicitly calculate the messages, one node is arbitrarily selected as a root, and messages are first

propagated ’up’ the tree and then ’down’ the tree. In the ’up’ phase messages start at the leaves (where messages

are initialized as having unit value), and propagate towards the root. When the ’up’ phase is finished then begins

the ’down’ phase starting from the root. Notice that a nodeCi sends its message to nodeCj only after it has

received all the messages from its neighbors. Once this ’up’ and ’down’ processes are over, the probabilities

p(Ci) can be calculated by normalizing (1.6), and single variable marginal probabilitiesp(xj) can be calculated

asp(xj) =
∑

Xi\xj
p(Ci).
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Figure 1.3. An example of a junction tree creation for the graph in Fig. 1.2. The variables are eliminated in the following order

(a, c, e, d, f, b). (a) The graph after each elimination and the resulting cliques. (b) The graph of cliques, whose weights are the

number of intersecting variables between cliques. (c) The junction tree is the maximal spanning tree of (b).
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The time and space complexity of the junction tree algorithm is exponential in the size of largest node,i.e.,

maxi|Ci|, which is directly determined by the initial elimination order. However, finding the optimal elimination

order is an NP-hard problem, and heuristic methods are in need.

Before turning to approximate inference, we would like to discuss a special case of the Shafer-Shenoy [48]

algorithm, in case the initial graph were a tree. In this case messages may be propagated over the original graph,

and are defines as

mij =
∑
xi

ψij(xi, xj)
∏

k∈N(i)\j
mki

and the marginal probabilities are given by:

p(xi) ∝
∏

k∈N(i)

mki (1.7)

p(xi, xj) ∝ ψij(xi, xj)
∏

k∈N(i)

mki

These equations define the celebratedbelief propagationalgorithm [44], which was first introduced in the context

of directed graphical models which do not contain cycles. However, belief propagation has been applied to graphs

which do contain loops with great success [37,41]. In this case the algorithm performs approximate inference and

is referred to asloopy belief propagation.

1.1.3.4 Approximate inference

This section presents approximate inference by loopy belief propagation (BP) and generalized belief propaga-

tion (GBP) using a unified framework of free energy approximations, as developed by Yedidiaet al. [61].

Suppose we are interested in estimating the Boltzmann distributionp(X ) = exp(−E(X )/T )/Z whereE(X ) =
∑
〈i,j〉wij(1 − δxi,xj ) ≡

∑
〈i,j〉Eij(xi, xj). In order to overcome the intractability ofp(X ) we introduce a trial

joint distribution b(X ) which is a tractable approximation ofp(X ). The quality of the approximation is then

estimated using the Kullback-Leibler divergence:

D(b(X )||p(X )) =
∑

X
b(X ) ln

b(X )
p(X )

Substituting the Boltzmann distribution, the divergence can be rewritten as

D(b(X )||p(X )) =
1
T

∑

X
b(X )E(X ) +

∑

X
b(X ) ln b(X ) + lnZ

13



The first term is the average energyU(b) times 1
T , and the second term is minus the entropyS(b), thus the

divergence is equal to

D(b(X )||p(X )) =
1
T

[U(b)− TS(b)] + lnZ = F (b) + lnZ

whereF (b) is termed thevariational free energy. Since the divergence is non-negative the optimalb is the one

which minimizesF (b).

The simplest trial distribution isb(X ) =
∏n

i=1 p(xi), i.e., a completely factorized distribution which leads to

the standardmean-fieldapproximation. Another type of trial distribution is a one which leads to BP. Assume that

our graphical model does not contain cycles,i.e., it is a tree. In this caseb(X ) has the same functional form as

p(X ) and can be written as [46]

b(X ) =

∏
〈i,j〉 bij(xi, xj)∏n

i=1 bi(xi)N(i)−1
(1.8)

whereN(i) is the number ofi’s neighboring nodes.

When substituting (1.8) intoF (b) one gets

F (b(X )) =
∑

〈i,j〉

∑
xi,xj

bij(xi, xj)Eij(xi, xj) + T ln bij(xi, xj)− T
n∑

i=1

(N(i)− 1)
∑
xi

bi(xi) ln bi(xi) (1.9)

andF (b(X )) is termed the Bethe approximation to the free energyFBethe. This free energy is exact in case the

graph is a tree, but it is frequently used as an approximation in a general pairwise Markov random field.

1.1.3.5 The connection to belief propagation

As mentioned above the optimalb(X ) minimizesFBethe under marginalization constraints. Hence the La-

grangian to be minimized is

L = FBethe + T
∑

i

∑

j∈N(i)

∑
xi

λji(xi)[bi(xi)−
∑
xj

bij(xi, xj)] + T
∑

i,j

γij [
∑
xi,xj

bij(xi, xj)− 1]

+ T
∑

i

γi[
∑
xi

bi(xi)− 1]

DifferentiatingL w.r.t bij andbi, one gets the following stationary equations forbs
ij andbs

i :

bs
ij = exp[−Eij(xi, xj)/T + λij(xj) + λji(xi) + γij − 1] (1.10a)

bs
i = exp





1
N(i)− 1


γi +

∑

j∈N(i)

λji(xi)


− 1



 (1.10b)
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Yedidiaet al. [60,61] have shown a one to one correspondence between the local stationary points of the Bethe

free energy,bs
i andbs

i,j , and fixed points of BP2. Assume that (1.10a,b) hold. Since marginalization constraints are

also satisfied, we can ignore the constants in (1.10), thus

bs
ij ∝ exp[−Eij(xi, xj)/T + λij(xj) + λji(xi)]

bs
i ∝ exp[

1
N(i)− 1

∑

j∈N(i)

λji(xi)]

Hence if we define the messages such thatλji = (N(i) − 1) ln
∏

k∈N(i)\j mki(xi), and substituteψij(xi, xj) =

exp(−Eij(xi, xj)/T ) then the equations for BP’s fixed points (1.8) come out

bfp
ij (xi, xj) ∝ ψij(xi, xj)

∏

k∈N(i)\j
mki(xi)

∏

l∈N(j)\i
mlj(xj)

bfp
i (xi) ∝

∏

j∈N(i)

mji(xi)

The opposite can also be proved by reversing the derivation.

Notice that this correspondence only holds for fixed points, while at every BP iteration, the constraints may not

be satisfied and the correspondence is violated. In addition it may also happen that BP iterations never reach a

fixed point, and BP does not converge. There exist other methods which directly minimize the Bethe free energy,

e.g.[30,63]. These methods are often slower than BP but are guaranteed to converge.

Since BP (and other methods which minimize the Bethe free energy) converge to a local minimum of an ap-

proximation to the free energy, their accuracy depends on the topology of the graph and on the potential values. BP

has shown great success in cases where the graphs are sparse,e.g., in low density parity check codes [37]. In such

cases the cycles in the graph are long enough such that the local topology is tree-like, and BP yields an accurate

approximation. However, in the other extreme, where many short cycles exist, BP may either fail to converge or

may produce poor results [59] [F]. One way to overcome this problem is to use a different approximation to the

free energy, and to generalize the BP scheme.

2The proof in [61] addresses the subtle issue of potentials which may equal0. Since the potentials in our case (1.4) are strictly positive,

the proof is straightforward.
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Figure 1.4. a. A graphical model representation of a4 × 4 inter-symbol interference network (see publication [F]). b. The GBP

basic regions (marked by rectangles) are defined by sliding a3× 3 window along the network.

The Bethe free energy (1.9) may be viewed slightly differently allowing its generalization.FBethe may be

written as:

FBethe =
∑

〈i,j〉

Fi,j︷ ︸︸ ︷∑
xi,xj

bij(xi, xj)Eij(xi, xj) + T ln bij(xi, xj)−
n∑

i=1

(N(i)− 1)

Fi︷ ︸︸ ︷
T

∑
xi

bi(xi) ln bi(xi)

whereFi,j andFi, are viewed as ‘local’ free energies. For example,Fi,j is the local free energy of the factor which

contains nodesi andj, andFi is the free energy of the single nodei. Hence, the Bethe free energy is a sum of

local free energies of pairwise factors and of single nodes. The latter serves as a correction so as not to over-count

the number of degrees of freedom.

In general one could approximate the free energy using a different sum of local free energies, which, for exam-

ple, contains several factors instead of single factors as in the case of the Bethe approximation. This is the basic

idea behind region graph approximations to the free energy, which is discussed in the next section.

1.1.3.6 Generalized Belief propagation

Region graphs approximate the free energy as a sum of local free energiesFXa where each regionXa may

contain several nodes and several factors. The first stage in building a region graph approximation is to decide

upon the basic regions of factors and nodes. For example, Fig. 1.4 presents a graphical model, which corresponds

to an optical recording system as described in publication [F], and its basic regions.

In order to produce a valid approximation one must ensure that each node and each factor are counted exactly

once. There are several ways of producing such a valid approximation [1, 40, 61], which take care of this over

counting problem. In publications [B,F] we applied the cluster variation method, also known as the Kikuchi
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approximation. For example, when applying the cluster variation method to the regions in Fig. 1.4b we get the

following approximation

FKikuchi = F1,2,3,5,6,7,9,10,11 + F2,3,4,6,7,8,10,11,12 + F5,6,7,9,10,11,13,14,15 + F6,7,8,10,11,12,14,15,16

−F2,3,6,7,10,11 − F5,6,7,9,10,11 − F6,7,8,10,11,12 − F6,7,10,11,14,15 + F6,7,10,11

Yedidiaet al.[61] showed that the correspondence between the Bethe free energy BP is a special case of a more

general correspondence. For each region graph approximation one can create a message passing algorithm whose

fixed points are minima of the corresponding free energy. Actually there are several ways to define such message

passing algorithms (e.g., the ‘parent to child’,‘child to parent’ and ‘two way’ algorithms) whose specific details are

less important in this introduction. All these methods pass messages between pairs of regions instead of between

nodes as in the case of standard BP, while performing exact inference within each region. Therefore in case the

regions are large enough to contain the short cycles, the approximation is expected to yield better results than BP.

However to date there exist no principled way to choose the initial regions in case of a general graph, in order to

achieve an accurate approximation.

1.1.3.7 Exact and approximate inference in typical cut clustering

Typical cut clustering using graphical models is presented in publications [B] and [C]. The suggested modus

operandi is first to check whether exact inference is possible, otherwise turn to an approximation.

Due to their complexity most real world inference problems can not be solved using the junction tree algorithm.

Therefore, exact inference for typical cut clustering is almost always impractical. However, we found that we

could use exact inference to cluster some non-trivial data sets which contain hundreds of points. This probably

has to do with the specific topology of the relevant graphs, which results in ‘thin’ junction trees.

For approximate inference we turn to BP. As discussed in publication [C] in order for BP to yield non-trivial

results, one must use conditioning,i.e., clamp the state of an arbitrary node to a certain value. If GBP can be

applied,e.g. for segmenting images, it is expected to yield better results than BP. The implementation of GBP for

segmenting images is highly efficient, due to the symmetries in the potentials. Hence, segmenting a standard size

image takes less than a second,i.e. faster than many other segmentation algorithms and also faster than BP.

Viewed from a statistical physics perspective, publications [B] and [C] provide a mean-field approximation

which replaces the Monte-Carlo sampling used in SPC. We have shown that using graphical models yields accurate

approximations, while applying a deterministic and efficient approach.
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1.2 Semi-supervised learning

Semi-supervised learning addresses the scenario in which the data set is augmented by side information re-

garding the classification of part of the data. The implicit assumption is that the amount of side-information is

limited, such that classical supervised learning methods are not applicable, while on the other hand ignoring this

information and applying regular unsupervised learning algorithms may yield inferior results. For example, in

section 3.1 and in publication [E] we present scenarios in which unsupervised learning methods could not have

found the correct classification, while applying semi-supervised methods did yield the correct answer.

Most of the work in the field of semi-supervised learning considers the case ofpartial labels in which the

provided side-information consists of a classification of (a small) part of the data set. This scenario appears in

fields in which obtaining data is cheap while labelling the data points is expensive. For example, consider the

problem of predicting the three dimensional structure of proteins, based on their sequence. Although there are

almost a million sequenced proteins, the structure of only30, 000 of them is known.

A second type of side-information isequivalence constraints, namely pairs of data points whose relative assign-

ment to classes is provided, but the explicit classes themselves are unknown. For example, equivalence constraints

may provide the information that pointsi andj belong to the same class type, or that they belong to different

classes, while the specific classes are unknown. As opposed to partial labels, side-information in the form of

equivalence constraints may often be extracted automatically. For example, the data may be inherently sequential

as in the case of consecutive frames in a movie. Hence if the actor extracted from each frame is a data point, we

may assume that successive points within a scene come from the same actor, whose identity is unknown.

The type of side-information provided determines the computational challenge. Specifically, when labels are

provided semi-supervised methods aim to combine the labelled points and the unlabelled points so as to classify

the rest of the data set. On the other hand, in the case of equivalence constraints, the relevant tasks resembles more

unsupervised learning,i.e. feature extraction and clustering. The next two sections consider semi-supervised

learning using two types of side-information. Section 1.2.1 addresses the case of learning using partial labels,

which was applied in section 3.1, while section 1.2.2 deals with the case of equivalence constraints, which appeared

in publications [D] and [E] (see section 3.2).
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1.2.1 Semi-supervised learning using partial labels

Many unsupervised learning algorithms may be extended to handle partially labelled data. For example, the

EM algorithm for Gaussian mixture models was augmented to incorporate labelled points [39, 43]. The work on

graph cuts [11,13] minimizes the cost of a cut in the graph in the presence of labelled points, while an extension to

the normalized cut cost appeared in [28,62]. Other recent methods which do not originate from the unsupervised

case [64,65] minimize a quadratic cost function.

Most semi-supervised learning methods define a cost function over the possible classifications and seek to min-

imize it. The difference between the methods lies in the specific function used and in the minimization procedure.

Searching for thesingleclassification which minimizes a cost function suffers from the same disadvantage as anal-

ogous methods in the unsupervised case – the results may not be robust to noise since solutions having a slightly

higher cost than the minimum are ignored. To our knowledge, the only work which considers this issue of robust-

ness, apart from ours, is the recent work of Blumet al. [12]. Another common drawback in most semi-supervised

methods is that they naturally deal with the case of two class types, but can not naturally deal with the multi-class

scenario. Moreover, most methods implicitly assume that the number of class types in the data set matches the

number of types of labelled points. Hence they ignore the possibility that the data set consists of additional class

types which were not present in the training set. Our semi-supervised typical cut algorithm in section 3.1 is an

extension of the unsupervised typical cut algorithm, which naturally addresses these difficulties.

1.2.1.1 Semi-supervised typical cut

Incorporating labels into the typical cut algorithm is straightforward. For example, in the physical perspective,

a pointi which is labelled as classl appears as a fixed spinxi = l, or similarly as an infinite external field exerted

on the spin. In the graphical model representation a potentialφi(xi; T ) is added:

φi(xi; T ) ∝




1 for xi = l

0 for xi 6= l

Hence in this representation the multi class scenario,i.e. l > 2 is introduced in exactly the same way as the

regular two-class problem.

In order to classify the unlabelled points, we estimate the marginal probabilitiespi(xi = l; T ), i.e. the proba-

bility that a pointi belongs to thel-th class. The exact details of the classification procedure appear in section 3.1,

and include also an estimation ofCij , which serves to identify new and unseen class types.
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As in the unsupervised case, calculatingpi andCij , is performed exactly using the junction tree algorithm

when possible. When exact inference is intractable we either combine several BP solutions, as described in

section 3.1, or apply theMulticanonicalMCMC method, which is described below. We have empirically observed

that applying BP yields poor results. On the other hand, GBP did perform well, however it can only be used in

grid-like topologies and not in general graphs.

The reason why standard BP did not produce satisfactory classifications is an outcome of the same complexity

that forced us to replace the Swendsen-Wang technique used in the unsupervised case, by a more suitable MCMC

method. Introducing labelled points inherently changes the properties of the system and poses great difficulties

in either sampling from it using MCMC or in performing approximate inference. Labelled points may introduce

‘frustration’ into the system,e.g. when a pointi is connected to a couple of differently labelled pointsj andk,

it has to settle their contradicting effects. Such frustration appears also in physical systems ofspin glasses, and is

known to complicate their analysis. Hence in order to correctly classify the unlabelled points we had to resort to

the multicanonical method which is regularly used to sample spin glass systems. The next section describes the

Multicanonical method, which is less known than the more standard methods,e.g. Metropolis and Swendsen-

Wang.

1.2.1.2 Multicanonical Monte-Carlo

TheMulticanonical Monte-Carlo method[6–8] belongs to a family of methods termedextendedMCMC which

enable efficient sampling in complex scenarios such asspin glasses. Since the energy landscape of a spin glass sys-

tem is ragged, at low temperatures standard MCMC methods suffer from slow mixing time,i.e. they are confined

to only a part of the configuration space and practically never leave it. In terms of energy this subspace is actually

a ‘valley’ surrounded by high barriers, which the sampling method is unable to traverse. Hence, configurations

which have the same energy but reside in other unexplored ‘valleys’ are missed, and the calculated averages may

be biased.

Extended MCMC methods solve this problem by allowing the system to ‘jump’ between ‘valleys’. This is

implicitly performed by letting the system pass through high energy configurations, which are most likely to erase

any memory of the originating ‘valley’. For example, a method calledsimulated tempering[24] permits the system

to change its temperature from cycle to cycle. Assume that a standard MCMC samples the system at a certain low

temperature, thus exploring a single ‘valley’. Simulated tempering may then increase the temperature and perform

Markov chain moves. The energy landscape at the higher temperature is flatter, thus the system is not confined to

20



the original ‘valley’. Therefore when the temperature is once again lowered, the system may be ‘captured’ in an

unexplored ‘valley’, thus eventually allowing correct sampling.

The Multicanonical Monte-Carlo method performs ‘jumps’ between ‘valleys’ in a different way. It generates

a sample of configurations drawn from the distributionpD(X ) ∝ 1/D(E(X )) whereD(E) is the number of

different configurations within a given energy range,i.e. the density of states, defined by

D(E0)dE = {X : E0 < E(X ) < E0 + dE} .

(The density of states of a system needs to be estimated, but assume for now thatD(E) is provided; We will return

to the issue of its estimation later.)

A Markov chain sampling ofpD(X ), e.g. using the Metropolis method, generates an approximately equal

number of configurations at each energy sinceD(E) 1/D(E) = 1. Therefore, since the energies are sampled uni-

formly, the MCMC moves back and forth between low energy configurations and high energy ones, thus allowing

to erase any memory of the original ‘valley’.

However, the objective is to estimatepi(xi; T ) or Cij(T ), which are averages of certain entities, which for the

purpose of generality are markedO. The averages ofO are estimated at a certain temperature, according to the

Boltzmann distribution

〈O(T )〉 =
1
Z

∑

X
O(X ) exp(−E(X )/T )

while sampling according topD(X ) yields

〈O(E)〉 =
1

D(E)

∑

X
δ(E(X )−E)O(X )

However〈O(T )〉 may be estimated using〈O(E)〉 andD(E) as:

〈O(T )〉 =
∫

E
〈O〉EP (E; T )dE

where

P (E; T ) =
D(E) exp(−E/T )∫

E′ exp(−E′/T )D(E′)dE′ . (1.11)

Hence using (1.11),〈O(T )〉 may be immediately calculated for all temperatures.

Until now we assumed thatD(E) is given, but it is often unknown a priori, and needs to be estimated. Estimat-

ingD(E) is performed iteratively. The energy range,e.g., [0,
∑
〈i,j〉wij ], is divided intoNE equally sized bins and

the density of states is initialized uniformly,i.e. D̂t=0(E) ∝ 1. At iterationt, one generates a sample of configu-

rations drawn from a distribution∝ 1/D̂t(Ei(X )). Denote byht(Ei) the number of states in the resulting sample
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whose energy falls in thei-th bin. Sinceht(Ei) is approximatelyD(Ei)/D̂t(Ei), the new estimate of the density

of states is given bŷDt+1(Ei) = ht(Ei)D̂t(Ei). Note that sampling from the true distribution1/D(E(X )) using

the correctD(E) would yield a flat histogram,i.e. ht(Ei) = ht(Ej) ∀i, j, thus iterations are carried until a flat

histogram is obtained.

To conclude the Multicanonical method is comprised of two sampling stages: (i) Estimating the density of

states,D(E); (ii) sampling frompD(E). Finally, using (1.11) the required averages are calculated for all temper-

atures.

1.2.2 Semi-supervised learning using equivalence constraints

Equivalence constraints are defined on pairs of data points indicating whether they belong to the same class

(a ‘positive’ constraint) or to different classes (a ‘negative’ constraint), although the class types themselves are

unknown.

The two types of constraints are different in many aspects. For example, positive constraints are transitive,

i.e., if points x1 andx2 are related by a positive constraint, and pointsx2 andx3 are also related by a positive

constraint, then a positively constrained set{x1, x2, x3} is formed. We term such a set a ‘chunklet’,i.e. a small

group of points that are known to originate from the same class, although their label is unknown.

Another difference between positive and negative constraints concerns their ‘information’ content. Our exper-

iments show that a positive constraint is more informative than a negative constraint. Intuitively, if the number of

classes isNc then the number of possible class assignments of two unconstrained points isN2
c . In case the points

are negatively constrained the number of possible assignments is only slightly lower,Nc(Nc − 1), while if they

are positively constrained this value isNc which makes this type of constraint much more ‘valuable’.

In recent years several authors have applied equivalence constraints as side information. Constraints were used

for either feature selection or were incorporated into clustering algorithms. Feature selection algorithms aim to

find a better representation of the data using equivalence constraints. For example, the problem of finding a better

metric using equivalence constraints was addressed in [49, 58]. As for clustering, equivalence constraints were

incorporated into the K-means algorithm [52] and complete-linkage [32].

In publication [D] we introduce theRelevant Component Analysisalgorithm, which finds a global transforma-

tion of the feature space for learning a full ranked Mahalanobis metric, based on positive constraints. In publication

[E] we incorporate both positive and negative equivalence constraints into the Expectation Maximization (EM) al-

gorithm [15] of Gaussian Mixture Models. The following sections introduce the two algorithms.
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1.2.2.1 Learning A Mahalanobis metric with Equivalence constraints

Applying a “good” metric often appears to have a large effect on the final result of clustering, even more than

the choice of the specific clustering algorithm. One difficulty in finding a “good” metric is that its quality may

be context dependent. For example, consider an image retrieval application which includes many facial images.

Given a query image, the application retrieves the most similar images in the database according to some pre-

determined metric. However, when presenting the query face image we may be interested in retrieving other

images of the same person, or we may want to retrieve other faces with the same facial expression. It seems

difficult for a pre-determined metric to be suitable for two such different tasks. In this work we use chunklets,

i.e. groups of positively constrained points in order to learn the relevant metric.

Relevant Component Analysis (RCA) is a method that seeks to identify and down-scale global unwanted vari-

ability within the data. The method uses chunklets to change the feature space used for data representation, by a

global linear transformation which assigns large weights to “relevant dimensions” and low weights to “irrelevant

dimensions” (cf. [51]). The RCA algorithm is outlined below. Figure 1.5 presents a example of the RCA algorithm

applied to synthetic data.

Algorithm 3 The RCA algorithm

Given a dataset{xi}N
i=1 andk chunkletsCj = {xji}nj

i=1 j = 1 . . . k, do

1. For each chunkletCj , subtract the chunklet’s mean from all the points it contains (Fig. 1.5d).

2. Compute the covariance matrix of all the centered data points in chunklets (Fig. 1.5d). Assume a total ofp

points ink chunklets, where chunkletCj consists of points{xji}nj

i=1 and its mean iŝmj . RCA computes

the following matrix:

Ĉ =
1
p

k∑

j=1

nj∑

i=1

(xji − m̂j)(xji − m̂j)t

3. Compute the whitening transformationW = Ĉ− 1
2 associated with this covariance matrix (Fig. 1.5e), and

apply it to the original data points:xnew = Wx (Fig. 1.5f). Alternatively, use the inverse of̂C as a

Mahalanobis distance.

In effect, the whitening transformationW assigns a lower weight to directions of large variability, since this

variability is mainly due to inner class changes and is therefore “irrelevant” for the task of classification.
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(a) (b) (c)

(d) (e) (f)

Figure 1.5. An illustrative example of the RCA algorithm applied to synthetic Gaussian data. (a) The fully labeled data set with

3 classes. (b) Same data unlabeled; clearly the classes’ structure is less evident. (c) The set of chunklets that are provided to the

RCA algorithm (points that share the same color and marker type form a chunklet). (d) The centered chunklets, and their empirical

covariance. (e) The whitening transformation applied to the chunklets. (f) The original data after applying the RCA transformation.

Notice that the classes are much more ‘separated’ than the original data.

In publication [D] we present the RCA algorithm, while in a subsequent publication [3] we present several

theoretical justifications for the algorithm. RCA can be derived in parallel from three different perspectives.

First, we show that RCA is a result of an information theoretic criterion. Following [36], an information

theoretic criterion states that an optimal transformationf of the inputX into its new representationf(X ), should

seek to maximize the mutual informationI(X , f(X )) under suitable constraints. We show that RCA is the solution

to the following constrained optimization problem

max
f∈F

I(X , f(X )) s.t.
1
p

p∑

j=1

nj∑

i=1

||yji − m̂y
j ||2 ≤ K

whereF are invertible linear transformations,{yji}p , nj

j=1,i=1 denote the set of points inp chunklets after the trans-

formation,m̂y
j denotes the mean of the points in chunkletj after the transformation, andK denotes some constant

threshold.
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Secondly we show that RCA is a result of another constrained optimization problem, which tries to minimize

the inner class distances:

min
B

1
p

k∑

j=1

nj∑

i=1

||xji − m̂j ||2B s.t. |B| ≥ 1 (1.12)

We interpret (1.12) as follows: a Mahalanobis distanceB is sought, which minimizes the sum of all inner chunklet

squared distances, while|B| ≥ 1 prevents the solution from being achieved by “shrinking” the entire space.

Thirdly we show that when the data consists of several normally distributed classes sharing the same covariance

matrix, RCA can be interpreted as the maximum-likelihood (ML) estimator of the within-class covariance matrix.

In this case we also provide a bound over the variance of this estimator, showing that it is at most twice the variance

of the ML estimator obtained using labeled data.

1.2.2.2 Clustering with Gaussian Mixture Models using Equivalence Constraints

Gaussian Mixture Models (GMM) are often used in generative clustering algorithms, where each Gaussian

source is interpreted as a different cluster. A GMM is usually computed in an unsupervised manner using the

Expectation Maximization (EM) algorithm. In publication [E] we show how to incorporate both positive and

negative constraints into this algorithm. We present a closed form EM algorithm for handling positive constraints,

and a Generalized EM algorithm using a Markov network for the incorporation of negative constraints.

By introducing additional side-information into the EM algorithm we can modify the GMM likelihood function.

As a result our algorithm can choose clustering solutions which would have been rejected by the unconstrained

GMM, due to their low relative likelihood score.

Our experiments show that our algorithm provides significantly better clustering results, when compared with

two other methods of incorporating equivalence constraints [32,52]. The derivations of our method, some of which

were not included in publication [E], appear in appendix A.
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1.3 Generalized belief propagation – An engineering application

In publication [F], which appears in chapter 4, we applied Generalized belief propagation (GBP) to an electrical

engineering application. This section presents the problems from a more general perspective, ‘translating’ the

technical jargon and also shortly explaining the engineering application.

The model consists of a two-dimensionalN ×N grid of nodes. Due to interference between neighboring nodes

the original node value at site(k, l) dk,l is corrupted, and the observed value isyk,l. More specifically

yk,l = dk,l + vk,l +
∑

(i,j)∈〈k,l〉
αi,jdi,j ∀k, l = 1, . . . , N, (1.13)

wherevk,l, represents ambient additive white Gaussian noise, and the third term represents interference caused

by adjacent nodes to(k, l), denoted by〈k, l〉. Specific models differ in the interfering neighboring nodes (either

nearest neighbors or any combination of more distant neighbors), and in the parameterαi,j which controls the

strength of interference. This type of models is termedtwo-dimensional channels with memory.

The goal in this type of problems is to performdetection, i.e. correctly predict the original node valuesdk,l,

based on their readingsyk,l, or equivalently estimate the conditional probabilityp(dk,l|yk,l). The algorithm for

predicting these values is termed areceiver. Our idea was to apply GBP as a receiver for performing detection in

two-dimensional channels.

The relevant engineering applications which may be modelled by two-dimensional channels are communication

networks, or more generally,multiple-access channels. Multiple-access channels correspond to the case in which

several users share a common communication channel,e.g. several cellular telephones transmitting to the same

base station, ground stations communicating with a satellite, several computers in a local area network etc. Cellular

base stations, for example, are often arranged in a two-dimensional hexagonal topology. Under certain realistic

assumptions the interference between users within a cell may be neglected, and only interference between cells is

considered. In this case the interference model is similar to (1.13), where the grids’ nodes correspond to cellular

base stations. A second application of two-dimensional channels appears in the field of optical memories and

future magnetic recording, which aims to increase recording storage density. Instead of storing data in concentric

tracks as in hard disks, data is arranged in a two-dimensional grid, and neighboring bits interfere with each other,

resulting ininter-symbol interference. Hence in this case the grids’ nodes correspond to storage bits.

Our results show that the GBP receiver almost coincide with the optimal receiver, while the performance of

(standard) BP is not satisfactory. We are not aware of any other real-life application in which the difference in

performance between BP and GBP is as dramatic as in this case.
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Abstract

We use cluster analysis as a unifying principle for problems from low, middle and high level vision. The

clustering problem is viewed as graph partitioning, where nodes represent data elements and the weights of the

edges represent pairwise similarities. Our algorithm generates samples of cuts in this graph, by using David

Karger’s contraction algorithm, and computes an ”average” cut which provides the basis for our solution to the

clustering problem. The stochastic nature of our method makes it robust against noise, including accidental edges

and small spurious clusters. The complexity of our algorithm is very low:O(N log2 N) for N objects and a fixed

accuracy level. Without additional computational cost, our algorithm provides a hierarchy of nested partitions.

We demonstrate the superiority of our method for image segmentation on a few real color images. Our second

application includes the concatenation of edges in a cluttered scene (perceptual grouping), where we show that

the same clustering algorithm achieves as good a grouping, if not better, as more specialized methods.

1 Introduction

A wide range of tasks in computer vision may be viewed as unsupervised partitioning of data. Image seg-

mentation, grouping of edge elements and image database organization, are problems at different levels of visual

information processing. These tasks have different application objectives, and they handle very different data enti-

ties (pixels, edgels, images). Nevertheless, they all come to serve a common goal, which is the partitioning of the

visual entities into “coherent” parts.

The goal of this work is to use cluster analysis as a unifying principle for a wide range of problems from low,

middle and high level vision. In our approach we distinguish between two stages of processing. The first stage

is task dependent, and defines the affinity, or similarity, between the visual entities. The affinity is a function

of the relevant attributes. Low level attributes may be the spatial location, intensity level, color composition or

filter response of a pixel in the image. Mid level attributes, in the case of edge elements, may be spatial location,

orientation or curvature, and the affinity associated with them may reflect properties such as proximity, symmetry,
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co-circuitry and good continuity. High level attributes may be as complex as the entire shape of an object in the

scene, or the color distribution of all the pixels in an image.

The second stage in this approach follows the unifying principle, and applies cluster analysis to the organization

of the visual objects (pixels, edgels, images) into coherent groups. These groups reflect internal structure among

the entities, where (roughly speaking) the affinity within groups is larger than the affinity between groups. There-

fore, a cluster of pixels in the image, sharing similar locations and colors, is expected to account for an object or

a part of an object in the scene. A cluster of edge elements is expected to exhibit a meaningful aggregation into a

complete edge, and a cluster of images in a database is expected to be related with a common topic.

We present in Section 2 our stochastic pairwise clustering algorithm; it is an efficient, robust and model-free

pairwise hierarchical algorithm (see also [2]). The robustness of our method is achieved by averaging over all the

possible interpretations of the data, giving more weight to data partitions that are associated with lower cost. This

idea is adopted from clustering algorithms that are inspired by statistical mechanics, and in particular our method

is related to [1]. Our algorithm can be analyzed analytically, and for sparse graphs and a fixed accuracy level it

runs inO(N log2 N) time, whereN is the number of data-points.

Clustering methods which are formulated as graph partitioning (as we do here) involve partitioning criteria

such as the min-cut algorithm [12]. They are related to spectral methods which identify good partitions via the

eigenvectors of the affinity matrix, or other matrices derived from it [6,7,9]. These methods have been applied, in

the context of computer vision, to image segmentation, motion estimation and perceptual grouping.

In Sections 3,4 we describe the application of our clustering algorithm to color image segmentation and per-

ceptual grouping of edge elements. A description of its application to image database organization is beyond the

scope of the present short report. Our good results (both absolute and relative to other methods), and the results

of extensive experiments not described here, demonstrate that we can handle successfully problems in low- and

mid-level vision in this unified way. In comparison, other successful algorithms have been shown to be more spe-

cific; for example, it has been shown in [6] that the normalized cut algorithm [9] is not suitable for figure/ground

segregation (or perceptual grouping), while the factorization method in [6] is less suitable for image segmentation.

2 The typical cut algorithm

We present now the general approach and the principles of our clustering method. After defining the terminol-

ogy in Section 2.1, we describe the algorithm in Section 2.2. Complexity and parameter tuning are discussed in

Section 2.3.
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2.1 Notations and Definitions

Our clustering algorithm uses pairwise similarities, which are represented as a weighted graphG(V, E): the

nodesV represent data items, and the positive weightwij of an edge(i, j) represents the similarity between

nodes (data items)i andj. The graphG(V, E) may be incomplete, due to missing data or due to edge dilution

(whose purpose is to increase efficiency). The weightswij may violate metric properties, and in general they may

reflect either similarity or dissimilarity values. In the current work, however, we assume that the weights reflect

symmetric similarity relations (hencewij=wji, andwij=0 for i andj that are completely dissimilar). We do not

assume that the similarity weights obey the triangle inequality, and self similaritieswii are not defined.

A cut (V1, V2) in a graphG(V, E) is a partition ofV into two disjoint setsV1 andV2. The capacity of the cut

is the sum of weights of all edges that cross the cut, namely:c(V1, V2) =
∑

i∈V1,j∈V2
wij . A minimal cuthas the

minimal capacity. We use the term “cut” also for the generalized case of multi-way cuts. A partition ofV into

r disjoint sets(V1, . . . , Vr) is calledr-way cut, and in accordance its capacity is defined as
∑

i∈Vα,j∈Vβ ,α6=β wij .

Every one of ther components may be referred to as a “side” of the cut.

Let the nodes which belong to each sideVα (α = 1 . . . r) be grouped together into onemeta-node, and discard

all the edges which form self loops within meta-nodes (namely, discard the inner edges of each component, which

connect two inner nodes belonging to the same component). The graph which is thus obtained has exactlyr meta-

nodes, and it is a multi-graph since meta-nodes may be connected to each other by more than one edge. Actually,

if G is a complete graph, then the number of edges connecting the meta-nodes representing the componentsVα

andVβ is exactly|Vα||Vβ|.
The grouping procedure described above yields acontracted graphwhich hasr meta-nodes, denotedG′

r. Note

that this notation does not characterize the contracted graph, since there are many ways to group the nodes ofG

into r disjoint sets. However, any contracted graphG′
r represents anr-way cut in the original graph. The edges of

G′
r are the edges which cross the correspondingr-way cut in the original graph.

2.2 Outline of algorithm

This section provides a simplified concise description of the algorithm, ignoring implementation issues which

arise from considerations of space and time complexity, and emphasizing the general principles. The algorithm is

divided into two stages, described in pseudo-code in Figs. 1,2 and explained below.
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procedure STAGE-1:

input : weighted graph G(V, E), N nodes

output : 3D array p of probabilities

sr
ij ← 0 for i, j, r = 1 . . . N (init counters)

for m = 1 . . . M :

G′N ← G(V, E)

for r = (N − 1) . . . 1:

G′r ← CONTRACT(G′r+1) ( r-way cut)

for i, j = 1 . . . N :

if i and j belong to the same meta-node of G′r , then sr
ij ← sr

ij+1, end-if

end-loop

end-loop

end-loop

pr
ij ← sr

ij/M for i, j, r = 1 . . . N , return array p.

Figure 1. Pseudo-code which transforms similarity weights into pairing probabilities.

Generating typical cuts: For a given value ofr (r = 1 . . . N ) our algorithm generates a sample ofM possible

r-way cuts, and uses this sample to estimate the probabilitypr
ij that(i, j) is not a crossing edge of a randomr-way

cut. The pseudo-code in Fig. 1 counts, for every pair of nodesi, j ∈ V and for every integerr between 1 andN ,

the number ofr-way cuts (out ofM ) in which the two nodes are on the same side. These accumulators are divided

by M to estimate for every two nodes the probabilitypr
ij that they are on the same side.

In this pseudo-code the procedureCONTRACTgenerates ther-way cutG′
r from the previously generated cut

G′
r+1. The procedureCONTRACTselects two meta-nodes ofG′

r+1 and merges them into one meta-node ofG′
r,

while discarding the edges which previously connected these two meta-nodes. The selection of the nodes to be

unified is probabilistic: an edge(i, j) of G′
r+1 is selected for contraction with probability proportional to its weight

wij . Then, the two meta-nodes which are adjacent to the selected edge are merged.

The contraction procedure is the cornerstone of our method, since it defines the sample ofM cuts, according to

which the empirical probabilitiespr
ij are computed. Thus the contraction procedure is our sampling tool, typically

assigning higher probability to cuts with lower capacity as is shown in [5]. In fact, [5] proves that the minimal

cut can be found using this sampling method in polynomial time, even though the overall number of possible cuts

is exponential. In summary, the contraction process induces a probability distribution over cuts, and under this

distribution we estimatepr
ij – the marginal probability that nodesi andj are on the same side of a randomr-way

cut.
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The number ofr-way cuts in a graph ofN nodes is the Sterling number of the second kind, denotedτ(r,N).

Letα(r) = 1 . . . τ(r,N) be an index to the set of allr-way cuts inG(V,E). Fix r and letPα denote the probability

that the contraction algorithm generates the cutα. For a fixedr value,
∑

α Pα = 1. Define an indicator variable

eα
ij to be 1 if the edge(i, j) crosses the cutα and 0 otherwise. It is readily seen that

∑

(i,j)∈E

wij(1− pr
ij) =

∑

(i,j)∈E

wij

∑
α

eα
ijPα =

∑
α

cαPα = 〈c(r)〉

wherecα is the capacity of cutα, and 〈c(r)〉 is the expected value of ther-way capacity. We can therefore

interpret 1-pr
ij as the probability that edge(i, j) is a crossing edge in an “average cut”. We use this observation for

the following definition.

For every integerr between 1 andN we define thetypical cut(A1, A2, . . . , As(r)) as the partition ofG into

connected components, such that for everyi ∈ Aα, j ∈ Aβ (α 6= β, α, β = 1 . . . s(r)) we havepr
ij < 0.5. To find

the typical cut for every integerr between 1 andN we first remove all the edges whose transformed weightpr
ij is

smaller than0.5, and we then compute the connected components in the remaining graph. Note that the number

of parts,s(r), in the typical cut can be different fromr.

TheN typical cuts corresponding tor = 1 . . . N are the candidate solutions to our clustering problem. Although

this is an extremely small number compared with the exponential number of possible partitions, we still need to

select only a few interesting solutions out of theN candidates. The question that remains is to define and choose

“good” values ofr, for which a “meaningful” clustering is obtained as part of a hierarchy of a few selected

partitions.

Selecting meaningful partitions: We define the following function of the typical cut at levelr:

T (r) =
2

N(N − 1)

∑

i>j

NiNj (1)

whereNk = |Ak| denotes the number of elements in thek-th cluster.T (r), therefore, measures how many edges

of the complete graph cross over between different clusters in ther-partition, relative to the total number of edges

in the complete graph.

Partitions which correspond to subsequentr values are typically very similar to each other, or even identical, in

the sense that only a few nodes (if any) change the component to which they belong. Consequently,T (r) typically

shows a very moderate increase. However, abrupt changes inT (r) occur between different hierarchical levels of

clustering, when two or more large meta-nodes are merged.
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We look at changes in the value ofT (r) between subsequentr values, and output only those partitions which

are associated with a large change inT (r). For the current presentation we set a thresholdδ, and output a solution

at levelr if and only if ∆T (r) > δ. This is described in Fig. 2.

procedure STAGE-2:

input : 3D array of probs pr
ij output : selected partitions

for r = 1 . . . N :

let G(V, E) be a complete weighed graph of N nodes, and assign weight pr
ij to each edge (i, j) ∈ E

for each (i, j) ∈ E:

if pr
ij < 0.5 then E ← E\(i, j) (remove edge), end-if

end-loop

find connected components (A1, A2, . . . , As) in G(V, E) and compute ∆T (r) = T (r)− T (r − 1) (1)

if ∆T (r) > δ then, (*) relabel small parts and report partition (A1, A2, . . . , As), end-if

end-loop

Figure 2. Pseudo-code which finds typical cuts, measures the resemblance between subsequent cuts, and reports the “meaningful”

partitions.

2.3 Complexity and parameter estimation

An efficient implementation of our algorithm drastically decreases the number of estimated variables (pr
ij) from

N3 to |E|, which isO(N) for sparse graphs andN2 for complete graphs. Moreover, we can show that one graph

contraction (one iteration of the external loop inSTAGE-1, Fig. 1) can be implemented inO(N log N) time

for sparse graphs. Using the Hoeffding-Chernoff bound to determine the desired sample size, denotedM , we

can show thatM = O(log N/ε2) for an accuracy levelε (with high probability). Hence the overall complexity of

STAGE-1 for a fixed accuracy level isO(N log2 N) for sparse graphs. The efficient implementation ofSTAGE-2

takes onlyO(N log N) time in this case, makingO(N log2 N) the overall sparse graph complexity bound for our

algorithm.

There are very few parameters in the main part of the algorithm, and its performance is not sensitive to their

exact values. It is mostly the preprocessing stage, which constructs the weighted graphG, that critically depends

on external parameters. These parameters are related to the definition of similarity (which is task dependent), and

to the transformation from perceptual similarity to edge weight. Given a dissimilarity measuredij between stimuli

i andj, we definewij = exp(−d2
ij/a2). Herea is a decay parameter which reflects some suitable local scale, and

it needs to be tuned. Sometimes the dissimilarity between stimuli is measured along different dimensions, like in

an image segmentation task where dissimilarity between pixels is a function of their spatial proximity and relative
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brightness. In this case a different local scale parameter is defined for every dimensionµ of similarity, namely:

wij =
∏
µ

exp(−d(µ)2ij/a(µ)2) (2)

Experiments with simulated and real data show that the results of our algorithm are quite robust with respect to

the exact transformation used.

2.4 Robustness and Comparisons

Figure 3 shows a task involving the separation of two point sets generated by different statistical sources.

The issue addressed here is the response of various clustering algorithms to the amount of noise in the data.

The normalized cut algorithm [9] performs well at low levels of noise, but as the noise is increased it abruptly

breaks down. In this example the factorization method [6] breaks down at a lower level of noise, while our

algorithm still performs well at higher levels of noise. In general, as the level of noise is increased continuously, the

performance of our algorithm degrades gracefully and continuously, by leaving more and more points unlabeled.

Abrupt breakdown is rare, and we believe that this is another beneficial result of the stochastic nature of our

method.
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Figure 3. Robustness under data perturbation. The control parameterη defines the spread of the points, or the “width” of each

circle; results are shown forη=0.9. Both the normalized cut algorithm and the factorization algorithm fail (the factorization method

fails earlier, though, forη=0.7), while our algorithm finds the desired structure. For the spectral methods we show the entries

of the relevant eigenvector next to the partition found. The magnitude of the entries are plotted versus their serial index. These

methods seek a threshold which separates between small and large entries. The color and the symbol used for the eigenvector entries

corresponds with those used in the2D plot.
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Figure 4. Color image segmentation in CIE-LAB color

space: the original image of size 122×183, the impulse graph

of ∆T (r), and two segmentation results which correspond

to the two highest peaks.Parameter setting: Colors are

represented in CIE-LAB color space,a=8, b=3, edges with

weightwij below 0.001 are eliminated, and only edges con-

necting each pixel with its eight spatial nearest neighbors are

included. Minimal cluster size of interest is 100, and the sam-

ple size isM=500. The graph contained 71,765 edges. Time

per iteration: 0.89sec on Pentium II 450 Mhz.

3 Color image segmentation

We now describe color image segmentation with the typical cut algorithm; this application is similar to intensity

image segmentation, which we have explored earlier in [2]. Now nodes in the graph represent individual pixels.

The similarity weightwij between pixels (nodes)i andj increases with increasing spatial proximity and color

resemblance, which is measured in a three dimensional color space. If using one of the “perceptually uniform”

color spaces, CIE-LAB or CIE-LUV, color difference is the Euclidean distance in the corresponding space. From

Equation (2) we havewij = e−
d(1)2ij

a2 − d(2)2ij

b2 , whered(1) is the Euclidean distance between the pixels in the

image plane,d(2) is the color difference (measured in a3D color space) between the two pixels, anda, b are

corresponding scale parameters. As in [6, 9], we determine the parametersa and b manually. To reduce the

number of edges and get a sparse graph, we eliminate edges whose weight is below some threshold and consider

short range neighborhoods (see captions of Figs. 4,5 for details).

The observation that the similarity graph is sparse is crucial for practical image segmentation applications.

In [9] a sparse graph was obtained by randomly picking a small number of edges for each pixel in a limited range

neighborhood. We adopt a similar approach: we consider the eight nearest neighbors of each pixel, or we consider

the four nearest neighbors and randomly pick another four (we do not observe significant differences between

these two methods). In addition, we eliminate edges whose weight is below some threshold. Two examples are

shown in Figs. 4,5.
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Figure 5. Color image segmentation in CIE-LUV color space:

the original image of size 256×192, the impulse graph of∆T (r),

and the four segmentation results which correspond to the four

highest peaks.Parameter setting: Colors are represented in

CIE-LUV color space,a=8, b=3, edges with weightwij below

0.001 are eliminated, and only edges connecting each pixel with

its four spatial nearest neighbors plus four random neighbors are

included. Minimal cluster size of interest is 100. The graph con-

tained 255,837 edges. Time per iteration: 4.10sec on Pentium II

450 Mhz;M=500.

4 Perceptual grouping of line segments

We address here the separation of structure from cluttered background, and specifically the problem known

as perceptual grouping of edge elements, with the same typical cut algorithm. The term perceptual grouping is

usually associated with mid level vision, and more specifically with the grouping of edge elements. The history

of this problem goes back to the taxonomy of non-accidental properties explored the Gestalt psychologists at the

beginning of the 20th century. Among the methods of choice are relaxation neural networks [8], cost minimization

using simulated annealing [4], spectral decomposition of the affinity matrix [3, 7], and stochastic completion

fields [10].

The raw data is a set of line segments, or edgels, and the task is to group together a set of edgels that to-

gether define a perceptually appealing “edge”, typically expected to have one or more of the following properties:

smoothness, closure, or convexity. Perceptual grouping algorithms consist of two parts: (i) the combination of

mutual properties which are usually non accidental into a pairwise affinity measure, and (ii) the detection of in-

ternal structure, or shape. In our approach, nodes in the graph represent edge elements, edge weights represent

pairwise affinities, and the typical cut algorithm is used to detect the hidden shape. Step (ii) above, which is the

grouping step, is frequently formulated as a problem ofsaliency detection. This saliency formulation is analogous

to soft clustering: its goal is to assign a value to each edgel, representing to what extent it is a part of a salient

shape (cluster) or a part of some background noise. In contrast with the saliency formulation, “hard” clustering
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a b c

Figure 6. a) Peach silhouette;b) ‘bark’ natural

texture;c) the combineda andb test pattern, with

SNR0.1

algorithms (like ours) divide the data into disjoint sets. When saliency algorithms are required to provide such

dichotomic division, it is sometimes possible to find a saliency threshold which divides the edgels into shape and

noise classes.

In order to quantitatively compare between different saliency algorithms, while not being able to rely on the

availability of a “salient” saliency threshold, Williams and Thornber (WT), in an extensive comparative study [11],

used the number of edgels in the shape they were looking for as given apriori. Assuming that the hidden contour

consists ofn edgels, they selected then edgels with highest saliency values and labeled them as “shape” edgels.

Based on this somewhat artificial partitioning into shape and background, they defined thefalse positive ratioas

the percent of noise edgels in the set labeled as “shape”. The false positive ratio served to compare between several

grouping methods (see below).

Our approach has the advantage that it does not involve thresholding, nor does it assume prior knowledge of

the number of signal elements. Our typical cut algorithm returns, at differentr levels, a set of edgels which is the

shape candidate. In Section 4.2 we explain how the shape hypothesis is selected. Once this is done, and in order to

compare our results with the quantitative study of WT, we compute our false positive ratio as the percent of noise

edgels in the selected shape cluster (which might be of any size). Alternatively, we can feed the cluster we find

into a saliency algorithm, and boost its performance as measured by WT’s false positive ratio.

4.1 Experimental framework

The experimental setting follows [11]. In this framework the test set included a series of patterns similar to the

one shown in Fig. 6c: one of 9 fruit or vegetable silhouettes (like the peach in Fig. 6a) was superimposed on one

of 9 natural textures (like the texture in Fig. 6b). An additional parameter determined the Signal-To-Noise ratio

(SNR) of the pattern, using 5 levels: 0.25, 0.2, 0.15, 0.1 and 0.05.SNRwas defined as the number of signal (fruit)

edgels divided by the total number of edgels. With the lowestSNRthe test pattern consisted of approximately 900

edgels.
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WT measured how well the signal - the fruit or vegetable silhouette - can be segregated from the background

texture pattern by different saliency methods. Since the evaluation targeted only the saliency measure, a pairwise

affinity matrix A was generated in advance and served as input to all the methods. Specifically, for each test

patternAij was the similarity between the pair of edgelsi and j. The affinity computation used the relative

positions and orientations ofi andj, and produced a measure of similarity according to the Gestalt principles of

good continuation and proximity. Several grouping methods [3, 4, 7, 8, 10, 11] were applied to the same affinity

matrix A, and every edgel was assigned a saliency value according to each method. Performance was quantified

using the false positive ratio, as discussed above. Results are shown in Fig. 7.

In our experiments we repeated the computation of the affinity matrixA for each one of the 81 test patterns and

for each one of the 5SNRvalues. The affinity matrices were fed into our typical cut algorithm, and the results

were interpreted as discussed below.
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Figure 7. False-Positive-Ratio as a function ofSNRfor differ-

ent saliency methods, calculated over 81 test patterns for each

SNRvalue. The results of applying the methods of [7] (SB), [3]

(GM), [4] (HH), [8] (SU) and [10] (WJ), were taken from [11].

The results of applying the method of [11] (WT) was taken from

our own simulations, as well as the results of our boosted method

(GSW+WT) and partial results of our own method (GSW) (see

text).

4.2 The typical cut for edgel grouping

The affinity values are used to assign weights to the edges of a graph, whose nodes represent edge elements

(edgels). The typical cut algorithm providesN partitions of this graph, each corresponds with a differentr value.

A partition of the graph consists of a variable number of clusters. However, since it is assumed in this domain that

there is only one significant structure in the data, we use the largest cluster as the signal hypothesis for each value

of r. The experiments show that forall test patterns, as long as the edgels of the fruit (vegetable) silhouette are in

one cluster, this cluster is the largest one.

Fig. 8 shows the results for the peach test pattern of Fig. 6c, including the impulse graph of∆T (r) and the

corresponding signal identified at each peak. It is easy to see that every peak in∆T (r) is associated with removing
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Figure 8. Left: The resulting impulse graph of∆T (r) for the image in Fig. 6c. Right: Edgels that belong to the largest cluster,

for a few selected peaks.

Figure 9. An example taken from http://iris.usc.edu/˜ tensorvt

(courtesy of MS Lee).a) The image consists of 551 edgels, 109

of which belong to the tilted ‘8’ signal (SNRof 0.2). b) The out-

put of “grouping by clustering”, with affinity matrixA calculated

as above: the percent false positive and false negative is 22 and

0, respectively.c) The output of “grouping by saliency”: WT’s

109 most salient edgels.

a ‘chunk’ of noise elements from the identified signal. Atr=223 the identified signal is rather clean, and it then

breaks into sub-parts. Another example is shown in Fig. 9.

The results in Fig. 8 are typical, illustrating the qualitative behavior of our algorithm forall test patterns, and

demonstrating the problem with our selection criterion. Our heuristic identifies meaningful partition levels by

measuring variations inT (r). When the clusters of interest are large in size, it is possible to relate meaningful

partitions with large variation inT (r). In problems of edgel grouping this is typically not the case, as the cluster of

interest contains only a few elements in comparison with the number of elements in the background (the clutter).

In this case, the interesting peak in∆T (r) cannot be detected by its height alone, and the peaks in∆T (r) serve to

provide a small set of candidate partitions to choose from.

To address this problem we designed a selection operator, which automatically identifies the “best” peak in the

graph of∆T (r). This operator checks whether a closed curve that exists at levelrpeak breaks into parts at level

rpeak + 1. In the example of Fig. 8b, our operator correctly findsr = 223.

Fig. 10 shows the performance of this procedure over the test patterns, showing false positive (i.e., the per-

centage of noise edgels within the final result) and false negative (i.e., the percent of signal edgels not identified)

rates.
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Figure 10. Percent false positive (top curve) and false

negative (bottom curve) of the edgels in the signal hy-

pothesis found by our method. The plots show mean per-

formance and standard deviation over 81 test patterns, for

each value ofSNR.

4.3 Clustering vs. saliency

Clustering has one crucial advantage over saliency, for the purpose of grouping: a signal hypothesis (for the

correct silhouette) can be readily generated from the set of edgels in the largest output cluster. Saliency, on the

other hand, is a measure assigned to all edgels, from which edgel segmentation should be derived. Thus, unless the

number of edgels in the signal is known in advance, or the saliency values of noise edgels is much lower than the

saliency of the signal (which is often not the case), one cannot easily generate a signal hypothesis from saliency

maps.

An example is given in Fig. 11, which shows a peach test pattern and the signal as identified by our method.

Fig. 11c shows WT’s saliency values for the edgels of the test pattern in Fig. 11a, where the edgels corresponding

to the peach silhouette are numbered 1–44. It is clearly difficult to isolate those edgels based on the saliency map

alone. Our clustering method, however, readily identifies a rather ‘clean’ signal hypothesis (Fig. 11b). A similar

point is made by the example in Fig. 9.

This difference between clustering and saliency makes it difficult to compare the two approaches. In the analysis

summarized in Fig. 7, the number of edgelsn in the signal is assumed to be known, and thus percent false positive

can be computed from then most salient edgels. Clustering, however, returns a complete hypothesis for the signal,

and this hypothesis typically has a number of edgels different fromn. When we compute percent false positive

with respect to the cluster found (as in Fig. 10) wedo notassume prior knowledge ofn. Even with this handicap

and ignoring the difference in the analysis, when comparing the results in Fig. 7 to our results in Fig. 10, we see

that our results are similar or better than the results of the best saliency method (WT).

Partial results, including only cases where the size of the signal hypothesis produced by our algorithm is not
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Figure 11. a) The peach test pattern withSNR0.05;b) result (signal hypothesis) of our method.c) WT’s saliency value computed

for the edgels in patterna), where the edgels corresponding to the peach are numbered 1–44; thefalse positive ratioin this example

is 0.95.

larger than1.1 × n, suggest that our algorithm does better than saliency methods (see curve GSW in Fig. 7).

Alternatively, we may combine clustering with saliency. We use the largest cluster, obtained by our method, as

input to a saliency algorithm to boost the performance of both methods. Using the WT’s saliency method we

obtain the curve (GSW+WT) in Fig. 7; when compared with the partial clustering results (GSW), the boosted

algorithm does not show improvement.
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Abstract

Significant progress in image segmentation has been made by viewing the problem in the framework of graph

partitioning. In particular, spectral clustering methods such as “normalized cuts” (ncuts) can efficiently calculate

good segmentations using eigenvector calculations. However, spectralmethods when applied to images with local

connectivity often oversegment homogenous regions. More importantly,they lack a straightforward probabilistic

interpretation which makes it difficult to automatically set parameters using training data.

In this paper we revisit the typical cut criterion proposed in [1, 5]. We show that computing the typical cut is

equivalent to performing inference in an undirected graphical model. Thisequivalence allows us to use the pow-

erful machinery of graphical models for learning and inferring image segmentations. For inferring segmentations

we show that the generalized belief propagation (GBP) algorithm can give excellent results with a runtime that is

usually faster than the ncut eigensolver. For learning segmentations we derive a maximum likelihood learning al-

gorithm to learn affinity matrices from labelled datasets. We illustrate both learning and inference on challenging

real and synthetic images.

1. Introduction

Many authors have pointed out that the problem of image segmentation can beformulated as a graph partitioning

problem (e.g. [2,8,9,11]). In the typical conversion every pixel corresponds to a node in the graph and pixels are

connected to nearby pixels with a weighted edge, where the weight often depends on the similarity of a local image

feature at the two pixels. Segmenting the image is equivalent to finding a partitionof the graph vertices.

How would we define a good segmentation? Wu and Leahy [11] suggested the minimal cut criterion. Define:

cut(A, B) =
∑

i∈A,j∈B

W (i, j) (1)

whereW (i, j) is the affinity between nodei andj in the graph. The minimal cut criterion finds segmentations that

minimizecut(A, B).
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Figure 1. The problem with minimal cut segmentations. The trivial segmentation shown on the right has lower cut value than the

desired segmentation shown in the middle. Normalized cut and typical cut are two criteria that avoid these trivial segmentations.

The advantage of using the minimal cut criterion is that the optimal segmentation can be computed in polyno-

mial time. A disadvantage, pointed out by Shi and Malik [9], is that it will often produce trivial segmentations.

For example, since the cut grows linearly with the number of edges cut, a single pixel cut from its four nearest

neighbor will often have a lower cut value than a large foreground separated from background. Figure 1 shows an

example.

In order to avoid these trivial segmentations, Shi and Malik suggested the normalized cut (ncut) criterion:

Ncut(A, B) =
cut(A, B)

asso(A, V )
+

cut(A, B)

asso(B, V )

whereasso(A, V ) =
∑

j

∑

i∈A W (i, j). Sinceasso(A, V ) is related to the size of groupA, the Normalized cut

criterion directly penalizes partitions where one of the groups is small. Thus unlike the minimal cut criterion, a

segmentation of a single, noisy pixel from the entire image will, in general, not be optimal. Minimization of the

ncut criterion is NP Complete but Shi and Malik showed that an approximate solution can be found by computing

the eigenvectors of the matrixN = D−1/2WD−1/2, whereD is a diagonal degree matrixD(i, i) =
∑

j W (i, j).

1.1 Typical cuts

The typical cut criterion avoids trivial segmentations using a rather different method. The criterion was first

introduced by Blatt et al. [1] in the framework of statistical physics, and was reformulated by Gdalyahu et al. [5] in

terms of graph partitioning and image segmentation. Unlike most graph partitioningalgorithms, this one is directly

based on aprobability distribution over partitions. For example, Blatt et al. define a probability distribution over

possible partitions by:

Pr(A, B) =
1

Z
e−cut(A,B)/T (2)

whereT is a “temperature” parameter that serves as a free parameter.
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Using this probability distribution, the most probable partition is simply the minimal cut. Thus performing

MAP inference under this probability distribution will still lead to trivial segmentations. However, as pointed out

by [1, 5], there is far more information in the full probability distribution over partitions than solely in the MAP

partition. For example, consider the pairwise correlationp(i, j) defined for any two neighboring nodes in the

graph as the probability that they belong to the same segment:

p(i, j) =
∑

A,B

Pr(A, B)SAME(i, j; A, B) (3)

with SAME(i, j; A, B) defined as1 iff i ∈ A andj ∈ A or i ∈ B andj ∈ B.

Referring again to the single pixel in figure 1, while that pixel and its neighbors do not appear in the same

segment in the most probable partition, theydo appear in the same segment for the vast majority of partitions.

Thus we would expectp(i, j) > 1/2 for that pixel and its neighbors.

Gdalyahu et al. defined thetypical cutpartition as the one defined by the connected components of the graph

where all edges for whichp(i, j) < 1/2 have been removed. Gdalyahu et al. showed encouraging results on image

segmentation problems using this criteria.

In summary, both the normalized cut and the typical cut criteria are promising,principled approaches to seg-

mentation. However, while normalized cut has been used widely for many imagesegmentation problems, the

typical cut has not. Mostly this is due to algorithmic considerations. Just as exact minimization of the normalized

cut criterion is NP complete, exact calculation ofp(i, j) (equation 3) is exponential in the size of the image. While

efficient approximate algorithms for normalized cut are available through eigensolvers, to this day, there has been

no similar algorithm for typical cuts. Both [1,5] used sophisticated stochasticalgorithms whose behavior for finite

samples is difficult to analyze. In fact, the problem of determining the equilibrium distribution over segmentations

from which the algorithm used in [5] samples from, is an open one.

In this paper, we show an equivalence between calculating typical cuts and inference in an undirected graphical

model. This equivalence allows us to use the powerful machinery of graphical models for inference and learning.

For inference, we show that generalized belief propagation (GBP) leads to a simple, deterministic segmentation

algorithm whose run time is usually faster than the eigensolver used in ncuts. For learning, we derive a maximum

likelihood algorithm to learn affinity matrices from labeled datasets. We illustrate both inference and learning on

challenging real and synthetic images.
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2 Typical cuts and graphical models

This paper is based on the observation that equation 2 defines an undirected graphical model and hence algo-

rithms for approximate or exact inference in graphical models can be usedto calculatep(i, j) and can also be used

to learn affinities.

An undirected graphical model with pairwise potentials (see [13] for a review) consists of a graphG and

potential functionsΨij(xi, xj) such that the probability of an assignmentx is given by:

Pr(x) =
1

Z

∏

<ij>

Ψij(xi, xj) (4)

where the product is taken over nodes that are connected in the graphG.

To relate this to typical cuts we first define for every partition(A, B) a binary vectorx such thatx(i) = 0 if

i ∈ A andx(i) = 1 if i ∈ B. We then define:

Ψij(xi, xj) =





1 e−W (i,j)/T

e−W (i,j)/T 1



 (5)

Observation 1:The probability distribution (equation 2) is equivalent to that induced by a pairwise undirected

graphical model (equation 4) whose graphG is the same as the graph used for graph partitioning and whose

potentials are given by equation 5.

This equivalence described above, holds for any number of segmentsq. Let (A1, A2, · · · , Aq) be a partitioning

of the graph intoq segments. Definecut(A1, A2, · · ·Aq) in direct analogy to equation 1, and:

Pr((A1, A2, · · · , Aq) =
1

Z
e−

1

T
cut(A1,A2,··· ,Aq) (6)

In the equivalent graphical model formalism,x is no longer a binary vector but rather takes onq possible

discrete values and the potentials are analogous to equation 5 with1 along the diagonal ande−W (i,j)/T in all of

the off diagonal elements. The graphical model defined this way defines aprobability distribution over q-way cuts

that is equivalent to equation 6.

2.1 Inferring image segmentations using GBP

The observation means that algorithms for approximate inference in graphical models can be used to devise

a typical cut algorithm. We used the generalized belief propagation (GBP) ([13]) algorithm which has been
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shown to give excellent results on similar problems. We refer the reader to [13] for a full description of the GBP

algorithm.

Specifically, the GBP typical cut algorithm is given an affinity matrixW (i, j) between all neighboring pixels

in the image, and does the following:

1. Construct a graphical model with potentials given bye−W (i,j)/T in the off diagonal terms and1 for the

diagonal terms. (see eq 5)

2. Use generalized belief propagation to compute marginal probabilities overpairs of adjacent pixels

bij(xi, xj). Derivep(i, j) from these marginal probabilities using:p(i, j) =
∑

xi=xj
bij(xi, xj).

3. Remove from the graph any edges for whichp(i, j) < 1/2 and find the connected components of the graph.

We now give the specific GBP updates for the problem of image segmentation.Our input is a 2D grid in which

each pixel is connected to its four nearest neighbors. The algorithm described here is called the “two-way” GBP

algorithm in [12].

In order to apply GBP to our problem, one first forms aregion graph. In our case, this graph contains all quartets

of neighboring nodes and all pairs of neighboring nodes. In general,each quartet is connected to4 pairs and each

pair is connected to two quartets. Figure 2 shows a small4 × 4 grid and a portion of the associated region graph.

In the general GBP algorithm for 2D grids, there will also be regions for single pixels, but due to the symmetry of

the potentials in our problem, they can be ignored.
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Figure 2. a. A small 4 × 4 image. b. A por-

tion of the associated region graph. In general all

quartets of neighboring pixels are connected to

four pairs of pixels and all pairs are connected to

two quartets. GBP passes messages along both

directions of the graph.

Along each edge in the region graph, messages are passed in both directions. These messages are probability

distributions over pairs of pixels. At every iteration, the message sent by anode in the region graph is updated

based on the messages it received at the previous iteration. When all messages have converged, every pair of nodes

forms a “belief”bij(xi, xj): an approximation to the marginal probability of pixelsxi andxj .
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The message updates involve multiplying and summing other messages. We give the update rules for a spe-

cific pair and quartet. All other message updates are identical up to a permutation. Referring to figure 2 we

denote bymA→7,11(x7, x11) the message that the quartetA = (6, 7, 10, 11) sends to the pair(7, 11) and by

m7,11→B(x7, x11) the message that the pair(x7, x11) sends to the quartetB = (7, 8, 11, 12).

The update rules are:

mA→7,11(x7, x11) ∝
∑

x6,x10
m6,10→A(x6, x10) · m6,7→A(x6, x7) · m10,11→A(x10, x11)

m7,11→B(x7, x11) ∝ mA→7,11(x7, x11) · Ψ7,11(x7, x11)

b7,11(x7, x11) ∝ mA→7,11(x7, x11) · mB→7,11(x7, x11) · Ψ7,11(x7, x11)

In a simple implementation of the above algorithm, each message is aq × q matrix explicitly representing the

joint probability of a pair of pixels. For examplemA→7,11 explicitly represents the joint labelings of pixels7 and

11. However, due to the symmetry of the potentials, each such matrix actually only contains two distinct values:

one along the diagonal (corresponding to the pairs wherex7 = x11) and another off the diagonal (corresponding

to pairs wherex7 6= x11). Thus each vector of probabilities can be represented by a single scalar number (e.g. the

ratio of the probabilities ofx7 = x11 andx7 6= x11). By taking advantage of this scalar representation, we can

rewrite the algorithm in the following way.

Assume the messagemk→l(xi, xj) is represented by1 along the diagonal, and a certain valuegij in all off

diagonal elements. Hence the update rule formA→7,11(x7, x11) is given byg7,11 = NE 7,11/E 7,11
1 where

E 7,11 = 1 + (q − 1) · [g6,7 · g10,11 + g6,10 · g10,11 + g6,7 · g6,10 + (q − 2) · g6,7 · g6,10 · g10,11]

NE 7,11 = g6,7 + g10,11 + (q − 2) · g6,7 · g10,11

+ g6,10 · [1 + (q − 2) · g10,11 + (q − 2) · g6,7 + ((q − 2)2 + q − 1) · g6,7 · g10,11]

Since the potentialsΨij(xi, xj) are also governed by a single parameter,gΨ
ij , the ‘g’ for m7,11→B(x7, x11) is

simplyg7,11 · g
Ψ
7,11. The update rule forb7,11(x7, x11) is also a multiplication of the three correspondingg’s.

For a givenW (i, j) the algorithm has a single free parameterT . This parameter implicitly defines the number

of segments in the final segmentation. Note that the final outputted partition may contain any number of segments,

regardless ofq. ForT → 0 all the probability mass in equation 6 is centered on the solution where all entriesof

x are identical and thus the algorithm returns one big segment. ForT → ∞ the probability mass in equation 6 is

uniformly distributed and thusp(i, j) approaches1/q and the algorithm returns many small segments.

1E 7,11 denotes the sum of over all assignments in whichx7 = x11, andNE 7,11 denotes the sum of all assignments in which

x7 6= x11. It should also be noted that we assume thatq ≥ 4
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Note that every iteration of the GBP algorithm is linear in the number of edges in the graph, or equivalently,

for nearest neighbor connections, linear in the number of pixels. We arenot aware of a bound on the number of

iterations needed until convergence but we found that for half sized images (240x360) 10 iterations were sufficient.

Also note that while our algorithm deals with probabilities it is adeterministicalgorithm: unlike former typical

cut algorithms which are stochastic algorithms, two runs of the GBP typical cutalgorithm with the same input will

give exactly the same answer.

2.2 Learning image segmentations using maximum likelihood

Many authors have pointed out that a major problem in segmentation using graph partitioning is how to define

the affinities between pixels (e.g. [4]). There are many different gestaltcues for segmentation including color,

texture, contour etc., and different weights for these cues will lead to very different segmentations. We would like

to use a labeled dataset to learn the “right” affinities.

More specifically let us assume the “correct” affinity is a linear combination ofa set of known affinity functions

{fk}
K
k=1. Hence the affinity between neighboring pixelsi andj, is defined by:W (i, j) =

∑K
k=1 αkfk(i, j). The

“basis” affinity functionsfk can either correspond to different cues (in which case the final affinityis a weighted

linear combination of cue affinities) or to nonlinear functions of affinities (in which case the final affinity is a

nonlinearcombination of cue affinities).

In addition assume we are given a labeled training sample (similar to the Berkeleysegmentation database used

in [4]) in which images are segmented by hand. For each image in the training set, we can compute the basis

affinity valuesfk(i, j) between neighboring pixels. Our goal is to estimate the affinity mixing coefficients αk.

As we now show this problem can be solved using the graphical model defined by the typical cut probability

distribution (Equation 6). The probability of the partitionx is defined

P (x) =
1

Z
e−cut(x) =

1

Z
e−

∑

<ij>(1−δ(xi−xj))W (i,j) =
1

Z(α)
e−

∑K
k=1

αkfcutk(x)

Where we have defined:fcutk(x) =
∑

<ij>(1 − δ(xi − xj))fk(i, j). fcutk(x) is the cut value defined byx when

only taking into account the affinity functionfk, hence it can be computed using the training sample.

Differentiating the log likelihood with respect toαk gives the familiar exponential family equation:

∂ lnP (x)

∂αk
= −fcutk(x)+ < fcutk >α (7)

Equation 7 gives an intuitive definition for the optimalα: the optimalα is the one for which< fcutk >α=

fcutk(x). That is, the optimalα is the one for which the expected values of the cuts for each feature separately,

match exactly the values of these cuts in the training set.
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Since we are dealing with the exponential family, the likelihood is convex and theML solution can be found

using gradient ascent. To calculate the gradient explicitly, we use the linearity of expectation:

< fcutk >α =
∑

<ij>

< (1 − δ(yi − yj) >α fk(i, j) =
∑

<ij>

(1 − p(i, j)α)fk(i, j)

Wherep(i, j)α are the pairwise correlations for given values ofα.

3 Experimental results

3.1 Inference results

By using GBP to compute the pairwise correlationsp(i, j) we obtain an approximation of the true pairwise

correlations. In order to evaluate the quality of these approximations we compare the correlationsp(i, j) calculated

using an extensive MCMC sampling procedure [10] to those calculated using GBP with the clusters being four

neighboring pixels in the graph. Figure 3 shows results of GBP approximations for a30x30 2D uniform grid. The

clique size in a junction tree is of order230 and hence exact inference is impossible. GBP converged in only10

iterations and gives an excellent approximation.
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Figure 3. Scatter plot of pairwise correlations in a30x30 grid, using

MCMC [10] and GBP. Each dot corresponds to the pairwise correlation

of one edge at a specific temperature. Notice the excellent correspon-

dence between GBP and MCMC

Figure 4(b) presents a comparison of the MCMC correlations with those calculated by GBP on a real120 by

80 image (see Figure 4(a)) with affinity based on color similarity.
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Figure 4. (a) Original image. (b) Scatter plot of pair-

wise correlations in the image using MCMC [10] and

GBP, at one specific temperature. Each dot corresponds

to one pair of pixels.
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We now compare ncuts and GBP typical cuts on real and synthetic images. Both algorithms received as in-

put exactly the same affinity matrixW (i, j). Every pixel was connected to its 4 nearest neighbors, and the

weight was only a function of the absolute difference between the RGB values in the two pixels:W (i, j) =

1
ε+‖(ri,gi,bi)−(ri,gi,bi)‖1

. We should emphasize that these affinities are certainly not the optimal affinities to use for

image segmentation: they only take into consideration color and not texture or contour and the radius of con-

nections is very small. Our goal here was not to build a state-of-the-art segmenter but rather to understand the

differences between the various algorithms, and to demonstrate their capabilities. Undoubtedly, both ncuts and

GBP typical cut would improve with betterW (i, j) and with higher neighbor connectivity.

For GBP typical cut we choseq = 6 for all images and the temperature was adjusted manually to achieve the

desired number of clusters. For ncuts we used thek-way algorithm described in [9]. Specifically, we calculate the

k largest eigenvectors of the matrixD−1/2WD−1/2 and embed every pixel in ak dimensional vector space. We

then ran the Kmeans algorithms in the vector space to give the Normalized cuts segmentation. We ran Kmeans10

times and chose the clustering that gave lowest distortion. The free parameter k was adjusted manually to achieve

the desired number of clusters.

When running Both ncut and GBP typical cut on the noisy edge image described in the introduction (Figure 1)

both algorithms avoid the trivial segmentation of the minimal cut algorithm and output the correct segmentation.

Figure 5 shows the results on three real images taken from [6]. We emphasize that we chose images that

contain large homogeneous regions to highlight the distinction between the two algorithms. It is known that ncuts

with local connectivity will tend to favor splitting homogeneous regions (e.g. [3]). In the appendix, we analyze

ncuts and typical cuts for a simple synthetic image with homogenous regions andshow that typical cuts will not

oversegment the large homogenous region. What happens in real imageswith homogenous regions ?

As shown in figure 5, ncuts indeed tends to favor splitting of large homogeneous regions while the typical cut

does not. At the same time, the GBP typical cut algorithm also outputs some small noisy clusters which the ncut

algorithm avoids. Which of these two errors is more important is, of course,application dependent. It can be

seen that, the segmentations obtained by using the GBP typical cut are more meaningful: one can recognize the

airplane, palm tree and eyes in the second column of figure 5 but not in the fourth column. It should be noted that

for these images, the GBP implementation was an order of magnitude faster than Matlab’s eigs eigensolver.

To get a better understanding of how GBP typical cut works, we display infigure 6 the optimal edge guesses

before and after running GBP. The “before” column shows a white pixelwherever the probability of an edge based
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T−cut N−cut N−cut clusters

T−cut T−cut clusters N−cut N−cut clusters

(a) (b) (c) (d)

Figure 5. A comparison of segmentation results using GBP typical cut (columns (a)and (b)), and Normalized cut (columns (c)

and (d). Both algorithms used the same affinity matrices. (a) and (c) show the 15 largest cluster boundaries superimposed on the

original image.(c) and (d) show a gray level map of the 15 largest clusters. As may be seen, the Normalized cut algorithm tends to

split large homogeneous regions.

only on the local color gradient is greater than0.5. The “after” column shows a white pixel wheneverp(i, j)

calculated using GBP is greater than0.5. Note that edges where there is a significant color gradient but do not

denote a boundary between two large regions are suppressed (e.g. theripples on the waves).

3.2 Learning results

We experimented with the ML learning algorithm on the problem of ignoring shadows. When one uses color

similarity between pixels, the largest differences between pixels may be due toshadows. Whether we want our

algorithm to indeed segment based on shadows or ignore the shadows is, of course, application dependent. This

preference can be communicated using a training set: when the training set ignores shadows we would like our

algorithm to learn to ignore them, but if the training set segments based on shadows, we would like the algorithm

to do the same.
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Figure 6. A comparison of the edge probability maps before and after running the GBP typical cut algorithm. Edges in the graph

appear in locations wherep(i, j) < 0.5. Note that edges that do not denote a large region but have a strong gradient (e.g. the ripples

on the waves) havep(i, j) > 0.5 and therefore disappear from the resulting edge map.

Fig 7 shows a synthetic example. There is one training image (fig 7a) but two different segmentations (fig 7b,c).

The first training segmentation is based on the shadows and the second training segmentation ignores shadows.

The three affinity functions used here are based on intensity differences in the threeR, G, B channels. The

affinity is an affine function of the intensity difference. We used gradientascent as given by equation 7. Figure 7c

shows a novel image and figures 7d,e show two different pairwise correlations of this image using the learnedα.

Indeed, the algorithm learns to either ignore or not ignore shadows, based on the training set.

Figure 8 shows results on real images. For real images, we found that a preprocessing of the image colors is

required in order to learn shadow-invariant linear transformation. This was done by saturating the image colors.

The training segmentation (shown in figure 8a-c) ignores shadows. On thenovel image (shown in figure 8d) the

most salient edge is a shadow on the face. Nevertheless, the segmentation based on the learned affinity (figure 8e)

ignores the shadows and segments the facial features from each other.In contrast, a typical cut segmentation which

uses a naive affinity function (combining the three color channels with uniform weights) segments mostly based

on shadows (figure 8f).
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(a) (b) (c)

(d) (e) (f)

Figure 7. A synthetic example for learning the affinity function. The top row presentsthe training set: The input image (a), the

clusters of the first experiment (b), and the clusters of the second experiment (c). The bottom row presents the result of the learning

algorithm: The input image (d), the marginal probabilitiesp(i, j) (Eqn. 3) in the first experiment (e) and the marginal probabilities

p(i, j) in the second experiments(f). The illustration is better viewed in color.

(a) (b) (c)

(d) (e) (f)

Figure 8. Learning a color affinity function which is invariant to shadows. The top row shows the learning data set: The input

image(a), the pre-processed image (b) and the clustering to regions (invariant to shadows) (c). The bottom row presents, from left to

right, the pre-processed input image for the classification stage (d), anedge map produced by learning the shadow-invariant affinity

(e) and an edge map produced by a naive affinity function, combining the 3 color channels with uniform weights (f). The edge map

was computed by thresholding the pairwise correlations p(i,j) (Eqn. 3). The illustration is better viewed in color. See text for details.
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4 Discussion

The introduction of graph partitioning techniques into image segmentation has been tremendously helpful.

In particular, the ncuts algorithm has given excellent performance overa wide range of images. This is due

both to the criterion which avoids trivial segmentations and to the simple eigenvector algorithm. In this paper

we have presented a new algorithm: GBP typical cut which in terms of complexityis usually faster than the

eigenvector ncut. We showed that the algorithm avoids the trivial segmentations of min cuts but also avoids

the oversegmentation of homogeneous regions that may plague ncuts. Another important advantage of the GBP

typical cut, is that it comes with a simple, probabilistic framework, which naturallyallows using various simple

algorithms for estimating the model parameters as we have demonstrated in this paper.

Although promising results have been presented for the problem of learning affinities from ground truth seg-

mentations in the ncut framework [4,7] it is far from obvious how to changeW (i, j) so that the ncut segmentations

will give boundaries that agree with the human boundaries. This is true even when one adopts the random walk

view of ncuts proposed in [7]. In contrast ML estimation for undirected graphical models is very well understood

and gives a straightforward method to learn affinity matrices from labeled data.

Our current work of maximum likelihood estimation for the affinity matrixW (i, j) is just an example of the type

of research directions that open up once we have a graphical model and a criterion that is optimal for segmentation

given that model. We view the GBP typical cut algorithm as a bridge between the image segmentation problem

and the powerful machinery of graphical models.

References

[1] M. Blatt, S. Wiseman, and E. Domany. Data clustering using a model granular magnet.Neural Computation, 9:1805–

1842, 1997.

[2] I.J. Cox, S.B. Rao, and Y. Zhong. Ratio regions: A technique for image segmentation. InProc. 13th Int’l Conf. Pattern

Recognition, 1996.

[3] C. Fowlkes, S. Belongie, and J. Malik. Efficient spatiotemporal grouping using the nystrom method. InConf. on

Computer Vision and Pattern Recognition (CVPR), 2001.

[4] C. Fowlkes, D. Martin, and J. Malik. Learning affinity functions for image segmentation: Combinging patch-based and

gradient-based approaches. InConf. on Computer Vision and Pattern Recognition (CVPR), 2003.

57



[5] Y. Gdalyahu, D. Weinshall, and M. Werman. Self organization in vision: stochastic clustering for image segmentation,

perceptual grouping, and image database organization.IEEE Transactions on Pattern Analysis and Machine Intelligence

(PAMI), 23(10):1053–1074, 2001.

[6] D. Martin, C. Fowlkes, D. Tal, and J. Malik. A database of human segmented natural images and its application to

evaluating segmentation algorithms and measuring ecological statistics. InProc. Int’l Conf. Comput. Vision, volume 2,

pages 416–423, July 2001.

[7] M. Meila and J. Shi. Learning segmentation by random walks. InAdvances in Neural Information Processing Systems

(NIPS), 2001.

[8] S. Sarkar and K.L. Boyer. Quantitative measures of change based on feature organization: eigenvalues and eigenvectors.

In Conf. on Computer Vision and Pattern Recognition (CVPR), 1996.

[9] J. Shi and J. Malik. Normalized cuts and image segmentation. IEEE Transactions on Pattern Analysis and Machine

Intelligence (PAMI), 22(8):888–905, 2000.

[10] J.S. Wang and R.H Swendsen. Cluster Monte Carlo algorithms.Physica A, 167:565–579, 1990.

[11] Z. Wu and R. Leahy. An optimal graph theoretic approach to data clustering: Theory and its application to image

segmentation.IEEE Transactions on Pattern Analysis and Machine Intelligence (PAMI), 15(11):1101–1113, 1993.

[12] J. Yedidia, W. Freeman, and Y. Weiss. Constructing freeenergy approximations and generalized belief propagation

algorithms.Technical Report Number TR2002-35, 2002.

[13] J. Yedidia, W. Freeman, and Y. Weiss. Understanding belief propagation and its generalizations. In G. Lakemeyer and

B. Nebel, editors,Exploring Artificial Intelligence in the New Millennium. Morgan Kaufmann, 2003.

58



A Appendix: Analytical comparison on imbalanced segmentations

In this section we analytically compare the performance of optimal ncuts to optimal typical cuts on a class of imbalanced

images with nearest neighbor connectivity. It is known thatncuts will have trouble under these conditions (e.g. [3]) but will

these problems also plague typical cuts?

C 

A B 

Figure 9. A simple image on which we can calculate the performance of optimal Normalized

cuts and typical cuts when both algorithms have nearest neighbor connectivity. As the size of

the image grows, optimal Normalized cuts will prefer splitting the background in half instead of

segmenting the figure from ground. Typical cuts will always prefer segmenting the figure from

ground.

Suppose our input image is as shown in figure 9. There is a single, square figureC of sizem×m embedded in a uniform

backgroundD of sizen×n. AssumeW (i, j) = 1 for any two neighboring pixels with the same intensity andW (i, j) = 1/4

for two neighboring pixels across an intensity boundary. Consider segmenting the background into two regionsA,B then we

have (ignoring boundary effects):

Ncut(A,B) =
n · 1

4n2/2
+

n · 1

4n2/2

Ncut(C,D) =
4m · 1

4

4m2
+

4m · 1

4

4(n2 − m2)

Observation 1:For n >> m optimal Normalized cut with these weights will prefer cutting the background into equal

pieces over segmenting the figure from the background.

The proof is straightforward: for a fixedm asn growsNcut(A,B) will approach zero whileNcut(C,D) will approach

1/4m.

How dependent is this result on the nearest neighbor connections? Note that as long as the number of connections of

each node is bounded above (or even grows sublinearly withn) the same argument holds. Note also that this result is not

restricted to normalized cuts. It also holds for ratio cuts [2] (where one minimizescut(A,B)/weight(A)) as long as weight

A increases with the number of elements inA.

Observation 2:As n grows optimal typical cut willneverprefer to split the background into two rather than segmenting

the figure from the background.

To prove this consider a pointiA ∈ A and a neighboring pointjB ∈ B. Denote their correlation as a function ofn

by p(iA, jB ;n). Similarly, consider a pointiC ∈ C jD ∈ D and denote their correlation byp(iC , jD;n). What happens

to these correlations asn grows? Note that as we increasen the local subgraph around these 4 points does not change:

neither the topology nor the potentials. We are simply adding nodes to the graph that are increasingly far away from these

4 points. Since the additional node are increasingly far away from the 4 points, their influence decreases asn increases and

p(iA, jB ;n),p(iC , jD;n) will tend to an asymptotic value that is independent ofn.
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Abstract

Significant progress in clustering has been achieved by algorithms that are based on pairwise affinities between

the datapoints. In particular, spectral clustering methods have the advantage of being able to divide arbitrarily

shaped clusters and are based on efficient eigenvector calculations. However, spectral methods lack a straightfor-

ward probabilistic interpretation which makes it difficult to automatically set parameters using training data.

In this paper we use the previously proposed typical cut framework for pairwise clustering. We show an equiv-

alence between calculating the typical cut and inference in an undirected graphical model. We show that for

clustering problems with hundreds of datapoints exact inference may still be possible. For more complicated

datasets, we show that loopy belief propagation (BP) and generalized belief propagation (GBP) can give excel-

lent results on challenging clustering problems. We also use graphical models to derive a learning algorithm for

affinity matrices based on labeled data.

1 Introduction

Consider the set of points shown in figure 1a. Datasets of this type, where the two clusters are not easily

described by a parametric model can be successfully clustered using pairwise clustering algorithms [3,4,6]. These

algorithms start by building a graph whose vertices correspond to datapoints and edges exist between nearby points

with a weight that decreases with distance. Clustering the points is then equivalent to graph partitioning.

a b

Figure 1. Clustering as graph partitioning (following [8]). Ver-

tices correspond to datapoints and edges between adjacent pix-

els are weighted by the distance. A single isolated datapoint is

marked by an arrow

How would we define a good partitioning? One option is the minimal cut criterion. Define:

cut(A,B) =
∑

i∈A,j∈B

W (i, j) (1)

whereW (i, j) is the strength of the weight between node i and j in the graph. The minimal cut criterion finds

clusterings that minimizecut(A,B).
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The advantage of using the minimal cut criterion is that the optimal segmentation can be computed in polyno-

mial time. A disadvantage, pointed out by Shi and Malik [8], is that it will often produce trivial segmentations.

Since the cut value grows linearly with the number of edges cut, a single datapoint cut from its neighbors will often

have a lower cut value than the desired clustering (e.g, the minimal cut solution separates the full dot in figure 1,

instead of the desired ‘N’ and ‘I’ clusters).

In order to avoid these trivial clusterings, several graph partitioning criteria have been proposed. Shi and Malik

suggested the normalized cut criterion which directly penalizes partitions where one of the groups is small, hence

a separation of a single isolated datapoint is not favored. Minimization of the normalized cut criterion is NP-

Complete but it can be approximated usingspectral methods.

Despite the success of spectral methods in a wide range of clustering problems, several problems remain.

Perhaps the most important one is the lack of a straightforward probabilistic interpretation. However, interesting

progress in this direction has be made by Meila and Shi [4] who showed a relation between the top eigenvectors

and the equilibrium distribution of a random walk on the graph.

The typical cut criterion, suggested by Blatt et al [1] and later by Gdalyahu et al [2], is based on a simple

probabilistic model. Blatt et al first defines a probability distribution over possible partitions by:

Pr(A, B) =
1
Z

e−cut(A,B)/T (2)

whereZ is a normalizing constant, and the “temperature”T serves as a free parameter.

Using this probability distribution, the most probable partition is simply the minimal cut. Thus performing

MAP inference under this probability distribution will still lead to trivial segmentations. However, as Blatt et

al pointed out, there is far more information in the full probability distribution over partitions than solely in the

MAP partition. For example, consider the pairwise correlationp(i, j) defined for any two neighboring nodes in

the graph as the probability that they belong to the same segment:

p(i, j) =
∑

A,B

Pr(A, B)SAME(i, j;A, B) (3)

with SAME(i, j; A,B) defined as1 iff i ∈ A andj ∈ A or i ∈ B andj ∈ B.

Referring again, to the single isolated datapoint in figure 1, then while that datapoint and its neighbors do not

appear in the same cluster in the most probable partition, theydo appear in the same cluster for the vast majority

of partitions. Thus we would expectp(i, j) > 1/2 for that datapoint and its neighbors.
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Hence the typical cut algorithm of Blatt et al consists of three stages:

• Preprocessing: Construct the affinity matrixW so that each node will be connected to at mostK neighbors.

Define the affinitiesW (i, j) as:W (i, j) = e
−d(i,j)2

σ2 , wheredi,j is the distance between pointsi andj, and

σ is the mean distance to theK ’th neighbor.

• Estimating pairwise correlations: Use a Markov chain Monte-Carlo (MCMC) sampling method to estimate

p(i, j) at each temperatureT .

• Postprocessing: Define thetypical cutpartition as the connected components of the graph after removing

any links for whichp(i, j) < 1/2.

For a givenW (i, j) the algorithm has a single free temperature parameterT (see equation 5). This parameter

implicitly defines the number of clusters. At zero temperature all the datapoints reside in one cluster (this trivially

minimizes the cut value), and at high temperatures every datapoint forms a separate cluster.

In this paper we show that calculating the typical cut is equivalent to performing inference in an undirected

graphical model. We use this equivalence to show that in problems with hundreds of datapoints, the typical cut

may be calculated exactly. We show that when exact inference is impossible, loopy belief propagation (BP) and

generalized belief propagation (GBP) may give an excellent approximation with very little computational cost.

Finally, we use the standard algorithm for ML estimation in graphical models to derive a learning algorithm for

affinity matrices based on labeled data1.

2 The connection between typical cuts and graphical models

An undirected graphical model with pairwise potentials (see [10] for a review) consists of a graphG and

potential functionsΨij(xi, xj) such that the probability of an assignmentx is given by:

Pr(x) =
1
Z

∏

<ij>

Ψij(xi, xj) (4)

where the product is taken over nodes that are connected in the graphG.

To connect this to typical cuts we first define for every partition(A,B) a binary vectorx such thatx(i) = 0 if

i ∈ A andx(i) = 1 if i ∈ B. We then define:

Ψij(xi, xj) =


 1 e−W (i,j)/T

e−W (i,j)/T 1


 (5)

1Parts of this work appeared previously in [7].
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Observation 1:The typical cut probability distribution (equation 2) is equivalent to that induced by a pairwise

undirected graphical model (equation 4) whose graphG is the same as the graph used for graph partitioning and

whose potentials are given by equation 5.

So far we have focused on partitioning the graph into two segments, but the equivalence holds for any number

of segmentsq. Let (A1, A2, · · · , Aq) be a partitioning of the graph intoq segments (note that these segments need

not be connected inG). Definecut(A1, A2, · · ·Aq) in direct analogy to equation 1, and:

Pr((A1, A2, · · · , Aq) =
1
Z

e−
1
T

cut(A1,A2,··· ,Aq) (6)

The implication of observation1 is that we can use the powerful tools of graphical models in the context of

pairwise clustering. In subsequent sections we provide examples of the benefits of using graphical models to

compute typical cuts.

3 Computing typical cuts using inference in a graphical model

Typical cuts has been successfully used for clustering of datapoints inRn [1] using an expensive MCMC to

calculate pairwise correlations,p(i, j). Using inference algorithms we provide a deterministic and more efficient

estimate ofp(i, j). More specifically, we use inference algorithms to compute the pairwise beliefs over neighbor-

ing nodesbij(xi, xj), and calculate the pairwise correlation asp(i, j) =
∑q

t=1 bij(t, t).

In cases where the maximal clique size is small enough, we can calculatep(i, j) exactlyusing the junction tree

algorithm. In all other cases we must resort to approximate inference using the BP and the GBP algorithms. The

following subsections discuss exact and approximate inference for computing typical cuts.

3.1 Exact inference for typical cut clustering

The nature of real life clustering problems seems to suggest that exact inference would be intractable due to

the clique size of the junction tree. Surprisingly, in our empirical studies, we discovered that on many datasets,

including benchmark problems from the UCI repository, we obtain “thin” junction trees (with maximal clique

size less than20). Figure 2a shows a two dimensional representative result. The temperature parameterT was

automatically chosen to provide two large clusters. As shown previously by Gdalyahu et al the typical cut criterion

does sensible things: it does not favor segmentation of individual datapoints (as in minimal cut), nor is it fooled

by narrow bridges between clusters (as in simple connected components). However, while previous typical cut

algorithmsapproximatep(i, j) using MCMC, in some cases using the framework of graphical model we can

calculatep(i, j) exactlyand efficiently.
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Figure 2. Clustering examples with

clusters indicated by different markers.

In example (a) the pairwise correlations

were calculatedexactly, while in exam-

ple (b) we used BP.

3.2 Approximate inference for typical cut clustering

Although exact inference is shown to be possible, in the more common case it is infeasible, andp(i, j) can only

be estimated using approximate inference algorithms. In this section we discuss approximate inference using the

BP and the GBP algorithms.

Approximate inference using Belief Propagation In BP the pairwise beliefs over neighboring nodes,bij , are

defined using the messages as:

bij(xi, xj) = αΨij(xi, xj)
∏

xk∈N(xi)\xj

mki(xi)
∏

xk∈N(xj)\xi

mkj(xj) (7)

Can this be used as an approximation for pairwise clustering?

Observation 2:In case where the messages are initialized uniformly the pairwise beliefs calculated by BP are

only a function of the local potentials, i.ebij(xi, xj) ∝ ψij(xi, xj).

Proof: Due to the symmetry of the potentials and since the messages are initialized uniformly, all the messages

in BP remain uniform. Thus equation 7 will simply give the normalized local potentials.

A consequence of observation 2 is that we need to break the symmetry of the problem in order to use BP.

We use here the method of conditioning. Due to the symmetry of the potentials, if exact inference is used then

conditioning on a single nodexc = 1 and calculating conditional correlationsP (xi = xj |xc = 1) should give

exactly the same answer as the unconditional correlationsp(i, j) = P (xi = xj). However, when BP inference is

used, clamping the value ofxc causes its outgoing messages to be nonuniform, and as these messages propagate

through the graph they break the symmetry used in the proof of observation 2. Empirically, this yields much better

approximations of the correlations. In some cases (e.g. when the graph is disconnected) conditioning on a single

point does not break the symmetry throughout the graph and additional points need to be clamped.
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Figure 3. Clustering results at a “low” temperature (upper row) and a “high” temperature (lower row). The left and middle columns

present clustering results of exact inference and of BP, respectively. The right column compares the values of the correlations

provided by the two methods. Each dot corresponds to an edge in the graph. At “low” temperature most of the correlations are close

to 1, hence many edges appear as a single dot.

In order to evaluate the quality of the approximation provided by BP, we compared BP using conditioning and

exact inference over the dataset shown in figure 2a. Figure 3 displays the results at two different temperatures:

“low” and “high”. Each row presents the clustering solution of exact inference and BP, and a scatter plot of the

correlations over all of the edges using the two methods. At the “low” temperature the approximation almost

coincides with the exact values, but at the “high” temperature BP over estimates the correlation values.

Approximate inference using Generalized Belief Propagation Generalized Belief Propagation algorithms

(GBP) [10] extend the BP algorithm by sending messages that are functions of clusters of variables, and has

been shown to provide a better approximation than BP in many applications. Can GBP improve the approximation

of pairwise correlations in typical cuts?

Our empirical studies show that the performance and convergence of GBP over a general graph obtained from

arbitrary points inRn, strongly depends on the initial choice of clusters (regions). As also observed by Minka
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Figure 4. (a) Scatter plot of pairwise correlations in a30x30 grid, using MCMC [9] and GBP. Each dot corresponds to the

pairwise correlation of one edge at a specific temperature. Notice the excellent correspondence between GBP and MCMC (c) The

same comparison performed over the image in (b). (d) shows a gray level map of the 15 largest clusters.

et al [5] a specific choice of clusters may yield worse results than BP, or may even cause GBP not to converge.

However it is far from obvious how to choose these clusters. In previous uses of GBP [10] the basic clusters used

were chosen by hand. In order to use GBP to approximatep(i, j) in a general graph, one must obtain a useful

automaticprocedure for selecting these initial clusters. We have experimented with various heuristics but none of

them gave good performance. However, in the case of ordered graphs such as 2D grids and images, we have found

that GBP gives an excellent approximation when using four neighboring grid points as a region.

Figure 4a shows results of GBP approximations for a30x30 2D uniform grid. The clique size in a junction

tree is of order230 hence exact inference is infeasible. We compare the correlationsp(i, j) calculated using an

extensive MCMC sampling procedure [9] to those calculated using GBP with the clusters being four neighboring

pixels in the graph. GBP converges in only10 iterations and can be seen to provide an excellent approximation.

Figure 4c presents a comparison of the MCMC correlations with those calculated by GBP on a real120x80

image shown in figure 4b with affinity based on color similarity. Figure 4d presents the clustering results, which

provides asegmentationof the image.

4 Learning Affinity Matrices from Labeled Datasets

As noted in the introduction using graphical models to compute typical cuts, can also be advantageous for other

aspects of the clustering problem, apart from computingp(i, j). One such important advantage is learning the

affinity matrixW (i, j) from labeled data.

In many problems, there are multiple ways to define affinities between any two datapoints. For example, in

image segmentation where the nodes are pixels, one can define affinity based on color similarity, texture similarity
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or some combination of the two. Our goal is to use a labeled training set of manually segmented images to learn

the “right” affinities.

More specifically let us assume the “correct” affinity is a linear combination of a set of known affinity functions

{fk}K
k=1, each corresponding to different features of the data. Hence the affinity between neighboring pointsi and

j, is defined by:W (i, j) =
∑K

k=1 αkfk(i, j). In addition assume we are given a labeled training sample, which

consists of the following: (i) A graph in which neighboring nodes are connected by edges. (ii) Affinity values

fk(i, j). (iii) A partition of the graphx. Our goal is to estimate the affinity mixing coefficientsαk.

This problem can be solved using the graphical model defined by the typical cut probability distribution (equation

6). Recall that the probability of a partitionx is defined as

P (x) =
1
Z

e−cut(x) =
1
Z

e−
∑

<ij>(1−δ(xi−xj))W (i,j) =
1

Z(α)
e−

∑K
k=1 αkfcutk(x)

Where we have defined:fcutk(x) =
∑

<ij>(1− δ(xi − xj))fk(i, j). fcutk(x) is the cut value defined byx when

only taking into account the affinity functionfk, hence it can be computed using the training sample. Differenti-

ating the log likelihood with respect toαk gives the exponential family equation:

∂ ln P (x)
∂αk

= −fcutk(x)+ < fcutk >α (8)

Equation 8 gives an intuitive definition for the optimalα: the optimalα is the one for which< fcutk >α=

fcutk(x), i.e, for optimalα the expected values of the cuts for each feature separately, match exactly the values of

these cuts in the training set.

Since we are dealing with the exponential family, the likelihood is convex and the ML solution can be found using

gradient ascent. To calculate the gradient explicitly, we use the linearity of expectation:

< fcutk >α=
∑

<ij>

< (1− δ(yi − yj) >α fk(i, j) =
∑

<ij>

(1− p(i, j)α)fk(i, j)

Wherep(i, j)α are the pairwise correlations for given values ofα.

Equation 8 is visually similar to the learning rule derived by Meila and Shi [4] but the cost function they are

minimizing is actually different, hence the expectations are taken with respect to completely different distributions.

4.1 Combining learning and GBP approximate inference

We experimented with the learning algorithm on images, with the pixels grid as the graph and using GBP for

approximatingp(i, j)α. The three pixel affinity functions,{fk}3
k=1, correspond to the intensity differences in the

R, G,B color channels. We used a standard transformation of intensity difference to an affinity function by a

Gaussian kernel.
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The left pane in figure 5 shows a synthetic example. There is one training image (figure 5a) but two different

manual segmentations (figure 5b,c). The first and second training segmentations are based on an illumination-

covariant and an illumination-invariant affinities, respectively. We used gradient ascent as given by equation 8.

Figure 5d shows a novel image and figures 5e,f show two different pairwise correlations of this image using the

learnedα. Indeed, the algorithm learns to either ignore or not ignore illumination, based on the training set.

The right pane in figure 5 shows results on real images. For real images, we found that a preprocessing of the

image colors is required in order to learn shadow-invariant linear transformation. This was done by saturating the

image colors. The training segmentation (figures 5a,b,c) ignores shadows. On the novel image (figure 5d) the

most salient edge is a shadow on the face. Nevertheless, the segmentation based on the learned affinity (figure 5e)

ignores the shadows and segments the facial features from each other. In contrast, a typical cut segmentation which

uses a naive affinity function (combining the three color channels with uniform weights) segments mostly based

on shadows (figure 5f).

(a) (b) (c) (a) (b) (c)

(d) (e) (f) (d) (e) (f)

Figure 5. Left pane: A synthetic example for learning the affinity function. The top row presents the training set: The input

image (a), the clusters of the first (b) and second (c) experiments. The bottom row presents the result of the learning algorithm: The

input image (d), the marginal probabilitiesp(i, j) (equation 3) in the first (e) and second (f) experiments.Right pane: Learning a

color affinity function which is invariant to shadows. The top row shows the learning data set: The input image(a), the pre-processed

image (b) and the manual segmentation (invariant to shadows) (c). The bottom row presents, from left to right, the pre-processed

test image (d), an edge map produced by learning the shadow-invariant affinity (e) and an edge map produced by a naive affinity

function, combining the 3 color channels with uniform weights (f). The edge maps were computed by thresholding the pairwise

correlations p(i,j) (equation 3). See text for details. Both illustrations are better viewed in color.
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5 Discussion

Pairwise clustering algorithms have a wide range of applicability due to their ability to find clusters with arbi-

trary shapes. In this paper we have shown how pairwise clustering can be mapped to an inference problem in a

graphical model. This equivalence allowed us to use the standard tools of graphical models: exact and approx-

imate inference and ML learning. We showed how to combine approximate inference and ML learning in the

challenging problem of learning affinities for images from labeled data. We have only begun to use the many

tools of graphical models. We are currently working on learning from unlabeled sets and on other approximate

inference algorithms.
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Chapter 3

Semi-Supervised Learning

Section 3.1 presents our unpublished work in the field of semi-supervised learning using a partially labelled data

set. Section 3.2 presents publications [D,E], which address the scenario of learning from equivalence constraints.

3.1 Semi-supervised learning using partial labels
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Semi-supervised Learning using Typical Cuts
Gad Getz1 Noam Shental1 Eytan Domany

Unpublished Work.

Abstract

We present a novel semi-supervised learning algorithm which is based on thetypical cutapproach for pairwise

clustering. Most of the former work in the field of semi-supervised learning classifies the points according to

different variations of the minimalk-way cut. In contrast to these methods, we search for thetypical cutwhich

yields more accurate and robust results. In our approach classification has a straightforward probabilistic inter-

pretation, which allows for soft assignments of points to classes, and also to cope with yet unseen class types.

Typical cuts are formed using sampling and approximation methods. Sampling is performed by the Multicanoni-

cal Markov chain Monte-Carlo algorithm, while approximations are performed by combining belief propagation

solutions. The advantages of the suggested approach are demonstrated on toy data and on an example of leukemia

gene expression data.

1 Introduction

Situations which have many unlabelled points and a only few labelled points call for semi-supervised learning

methods. The goal of semi-supervised learning is to classify the unlabelled points, on the basis of their distribution

and known labels of a subset. Such problems occur in many fields, in which obtaining data is cheap but labelling

is expensive. Hence, using supervised methods is impractical but, on the other hand, the presence of a few labelled

points can significantly improve the performance of unsupervised methods.

The basic assumption of unsupervised learning,i.e. clustering, is that points that belong to the same cluster

actually originate from the same class. Density-based clustering methods define a cluster as a mode in the distri-

bution,i.e. a relatively dense region surrounded by lower density regions. Hence each mode is assumed to consist

of a single class, while a certain class may, however, be dispersed over several modes.

Well separated modes can be easily identified by unsupervised methods, and then classification can be per-

formed using one labelled point from each cluster. However, in case the modes are closer and the density between

them is not significantly lower, unsupervised methods may encounter difficulties in separating the modes. In this

1These authors contributed equally.
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case semi-supervised methods, which use a few labelled points, may be of help. Since points of different labels

cannot be assigned to the same cluster, semi-supervised algorithms must place a border between them. Most

probably the border will pass through the lower density regions that were difficult to identify without the labelled

points.

For example, consider the image in Fig. 1a. Each pixel corresponds to a data point and similarity score between

nearest pixels is of value unity. The green and red pixels are labelled while the rest of the blue pixels are unlabelled.

The desired classification into red and green classes appears in Fig. 1b. It is unlikely that any unsupervised method

would partition the data correctly, as can be seen, for example, in Fig. 1c. However, semi-supervised methods

which must place a border between the red and green classes may become useful.

Most semi-supervised learning methods share a common approach. They define a certain cost function over

the possible partitions (classifications), and then try to minimize it. Different methods vary by the specific cost

function and by the minimization procedure; for example the work on graph cuts [4, 5], minimizes the cost of a

cut in the graph, while other works minimize the normalized cut cost [8, 14]. Other methods, introduced by Zhu

et. al.[16] and Zhouet. al.[15], minimize a quadratic cost function.

Searching for a minimal cost has a disadvantage, common to all former methods: it ignores the robustness of

the found solution,i.e. how does the cost increase in the neighborhood of the solution. Fluctuations in the density,

caused by the sampling process which generated the data, may drive the minimal cost far from the correct solution.

For example, such fluctuations may create a low density “crack” inside a high density region, which may break a

single cluster in two. Another fluctuation may generate a “filament” of high density in a low density region, which

may unify two clusters of different classes. An example of the latter case appears in Fig. 1a; the classifications

provided by three semi-supervised methods appear in Fig. 1d–f. These three methods fail to recover the desired

classification.

Our work is based on the typical cut criterion, first introduced by Blattet. al. [3] and later by Gdalyahuet.

al. [6], for the unsupervised case. This graph-based clustering algorithm uses the standard min-cut cost function,

cut(partition) =
∑
〈i,j〉 Jij whereJij is the similarity between edgesi andj, and〈i, j〉 stands for all neighboring

nodes which belong to different components of the partition. Blattet. al. then define a probability distribution

over possible partitions by:

Pr(partition) ∝ e−cut(partition)/T (1)

where the “temperature”T serves as a free parameter.
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Figure 1. a. The unlabelled data in blue; labelled points are marked in green and in red. Each pixel corresponds to a data point;

the labeled pixels were enlarged for clarity. b. The correct classification. c. Clustering results of the unsupervised normalized cut

algorithm [10]. d. The min-cut solution. e. The results of the semi-supervised consistency method in [15]. f. The outcome of the

spectral graph transducer algorithm [8], which is a semi-supervised extension of the normalized cut algorithm.

Using this probability distribution, the most probable partition is simply the minimal cut. However, taking a

distribution of cuts into account increases the robustness of the solution, as many close cuts of similar cost can

outweigh the single, and isolated, cut of minimal value. More specifically Blattet. al. base their clustering

solution on estimating the pairwise marginal probabilities of 1, for each pair of neighboring nodesi andj. This

estimate is performed using the Swendsen-Wang Markov chain Monte-Carlo (MCMC) sampling method [11].

In a recent work Shentalet. al.[9] showed that (1) is equivalent to an undirected graphical model with potentials:

ψij(si, sj ; T ) ∝




1 for si = sj

exp(−Jij/T ) for si 6= sj

(2)

wheresi and sj are the partition components to which nodesi and j belong. In addition it was shown that

estimating the pairwise probabilities may be performed by inference algorithms instead of MCMC sampling.

In this work we introduce a semi-supervised extension to the typical-cut clustering method, which calculates

the typical cut under the constraints of labelled points. Labels are introduced into the typical cut approach in a
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straightforward way, as external fields. For example, in the graphical models interpretation, if a pointi is labelled

as being of classl, a potentialφi(si;T ) is added:

φi(si; T ) ∝




1 for si = l

0 for si 6= l
(3)

Semi-supervised clustering using typical cuts has several advantages. First, it deals with the multi-class case in the

same way as the two-class case. Secondly, its probabilistic interpretation yields “soft” assignments, as opposed to

a “hard” solution, which may serve as a measure of confidence in the classification. The third advantage is that it

may identify a new class even when no labelled point from this class is provided.

The paper is organized as follows: Section 2 presents the qualitative effect of adding labelled points, and

Section 3 outlines our semi-supervised algorithm. Section 4 discusses two methods by which the marginal proba-

bilities may be estimated, and Section 5 demonstrates the performance of our algorithm on gene expression data.

2 The effect of labelled points

Introducing labelled points inherently changes the properties of the clustering problem, as the system may

become “frustrated”. For example, frustration occurs when a pointi is connected to a couple of differently labelled

pointsj andk; thus, it has to decide between their contradicting effects. Such problems are known to complicate

the analysis of physical systems such as spin-glasses.

On the other hand, adding labelled points has the desired effect on classification. These effects are easier to

explain using the physical interpretation of typical cuts, as it was originally introduced by Blattet. al.. We first

explain the unsupervised case and then qualitatively explain the effects of adding labelled points.

Typical cuts were based on an analogy between the clustering problem and the physical properties of a model

granular magnet. In this analogy each data point is mapped to a spin havingq possible values, and the clustering

is governed by the equilibrium distribution of the spins at a certain temperatureT . In many physical systems,

the temperature rangeT ≥ 0 can be divided into intervals, orphases, each of which has its own global prop-

erties. Granular-magnets are known to have three phases [12]; a low-temperature phase in which the system is

ferromagnetic,i.e. most of the spins are assigned the same value; a high temperature phase in which the system

is paramagnetic,i.e. the values assigned to the spins are nearly independent; and an intermediate phase termed

the super-paramagnetic (SP) phase. In this phase, which is the most relevant for clustering, all spins of a grain

(i.e. cluster) are assigned a certain value, with different values at different grains. The clusters in the data can be
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identified in this SP phase; the larger the temperature interval of this phase, the more significant is the clustering

solution.

Adding labelled points changes the system’s behavior. Firstly, it effectively increases the strength of the inter-

action between spins near labelled points, which can be interpreted as an increase of their local density. As a result

there is an increase in the transition temperature between the ordered SP phase and the unordered paramagnetic

phase, thus raising the upper limit of the SP phase.

A second effect happens at low temperatures. For example, consider the case of two dense grains, each con-

taining a labelled point of a different type, which are separated by a low density region. In the SP phase the spins

in each of the grains attain their correct class, but the spins in the low density region are still unordered. As the

temperature is further lowered the two classes ‘penetrate’ into the low density region until a ‘border’ between the

classes is formed. Hence, from a semi-supervised perspective, the labelled points cause the low density region to

be classified.

When the temperature is lowered further, a different partition may appear. For example, one of the class types

may overtake the whole system, similar to the min-cut solution in Fig. 1d.

Fig. 2a compares the number of misclassified points in Fig. 1a as a function ofT , for unsupervised typical

cuts and semi-supervised typical cuts. In both cases, the typical cuts were calculated exactly using the junction

tree algorithm. Notice that adding labelled points decreases the number of errors dramatically, achieving correct

classification over a large temperature interval (0.5 ≤ T ≤ 1).

3 The algorithm

Our semi-supervised learning algorithm is comprised of two parts: an estimation part and a classification part,

which are described below.

Estimation consists of three stages:

• Map each pointi to aq-state random variablesi, whereq is the number of class types of labelled points.

• Construct the pairwise similarityJij between neighboring pointsi andj.

• Estimate the marginal probabilitiespi(si; T ) andpij(si, sj ; T ), using (2) and (3), for each pointi and for

each neighboring pointsi andj, as explained in Sec. 4.
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Figure 2. Classification error as a function ofT for the data set in Fig.1a. a. A comparison between the unsupervised case (US)

and the semi-supervised case (SS), calculated exactly using the junction tree algorithm. b. A comparison among several methods

for calculating the typical cut. The methods shown are Belief Propagation (BP), Generalized Belief Propagation (GBP), combining

Belief Propagation results (WBP), the Multicanonical MCMC method (MC), and an exact calculation. Further details appear in

Sections 3, 4.

Classification is performed at each value ofT , in two steps. We first classify ‘confident’ points, using single point

probabilitiespi: For each pointi we find thetwo most probable class assignments and their probabilities:p1 and

p2. In casep1 − p2 > τ , whereτ is a user defined confidence parameter, we classify pointi according to the type

which corresponds top1. In order to classify the other less ‘confident’ points, we use the pairwise probabilitiespij

of all neighboring pairs. More specifically, we calculate the pairwise correlations defined as

Cij(T ) =
q∑

α=1

pij(si = α, sj = α; T ).

We then delete edges2 for which Cij(T ) < 1
2

(
1 + 1

q

)
, and classify the ‘unconfident’ points according to the re-

sulting connected components. Points which belong to a connected component that does not contain any classified

point are marked as a new class. Unassigned points belonging to a connected component which contains classified

points of a single class are assigned to that class. Finally, if a connected component contains points which were

assigned to different classes, the unassigned points are marked as “confused” between these classes.

Notice that the classification depends onT ; as in the unsupervised case, statistically significant classifications span

large temperature intervals.

2The threshold forCij(T ) is the midpoint between perfect correlation and the random level1/q.
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4 Estimating marginal probabilities

Estimating the probabilitiespi andpij can either be performed by sampling using a MCMC, or by approximate

inference methods. The following two subsections describe the two methods.

4.1 MCMC sampling

As mentioned in Sec. 2, labelled points may introduce frustration, such as present in spin glass systems. MCMC

sampling for such systems is known to be an extremely difficult task. Typically such systems contain many

different configurations having similar low costs, which are surrounded by high (energy) barriers. In order to

produce an unbiased sample, the MCMC must cross these barriers, which may take an exponentially long time.

Therefore we must replace the Swendsen-Wang algorithm [11] which was used in the unsupervised case, by a

more suitable algorithm called the Multicanonical MCMC method [2]. The Multicanonical (MC) method belongs

to a group of extended Monte-Carlo algorithms [7], which sample from an extended distribution such that its

marginal is (1). The extended distribution allows the system to easily move to higher energy configurations, and

by that cross the energy barriers. Further details regarding extended Monte-Carlo methods can be found in [7] and

references therein. In the example of Fig. 2b the MC method is found to be most similar to the exact calculation.

4.2 Approximate inference algorithms

Belief propagation (BP) converges to local minima of the Bethe approximation of the free energy [13]. Since

the number of local minima in the (exact) free energy is large, it is reasonable to speculate that also the Bethe free

energy exhibits many local minima, hence BP may not provide a good approximation ofpi andpij .

When applying BP one has to decide upon two issues: The initial values of the messages (e.g. uniformly

distributed), and the order by which the messages are updated (either synchronously or asynchronously in a certain

random order). We term a specific choice of message initialization and an update method, a BP ‘scheme’. In our

example in Fig. 1a, it happens that different BP schemes converge and yield different values forpi andpij . Each

of these solutions represent a different distribution, butnoneof them coincide with the correct one. For example,

Fig. 2b presents the performance of a synchronous BP scheme with uniform initial messages. BP’s results are far

from being correct, as is evident from its number of errors3.

3Fig. 2b shows that standard generalized belief propagation (GBP) does perform well on our two dimensional data where it converges

(T > 0.1). However, to date there exists no principled way of applying GBP to a general graph, so as to produce good approximate

inference. Therefore we turned to the suggested method of combining BP results.
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In order to overcome the dependence of the results on the BP scheme, and provide an improved estimate, we

can combine the solutions of different BP schemes. This method is termed Weighted Belief Propagation (WBP).

4.2.1 Combining belief propagation solutions

The output of a BP scheme is a trial distributionQ(S;T ) whereS = {si} is a vector of random variables.

Assume that we have applied several BP schemes which producedk different trial distributions,{Qµ(S;T )}k
µ=1,

i.e. KL [Qµ(S;T )‖Qν(S;T )] À 0 ∀µ 6= ν, whereKL is the Kullback-Leibler divergence between two trial dis-

tributions. We aim to find a linear combination of trial distributions
∑

µ λµQµ(S; T ) that would best approximate

the correct distributionP (S; T ). Haft et. al. showed that under the assumption that the different solutions nearly

do not overlap, the optimalλµ is given by:

λµ =
exp(−F [Qµ(S;T )] /T )∑
i exp(−F [Qi(S;T )] /T )

.

whereF [Qµ(S; T )] is the Bethe free energy of the trial distributionQµ. Notice thatP (S; T ) cancels out, and

λµ depends only on the Bethe free energy, which is easily calculated. This result is intuitive since BP solutions

with low energy or high entropy are heavily weighed. The results of applying WBP over the data set in Fig. 1a

are compared to an exact calculation and to a single BP solution in Fig. 2b. As opposed to the single BP solution,

WBP’s results well approximate the exact solution, especially at low temperatures.

This approach is not restricted to BP, and can be applied to combine solutions of any other method which

approximates the distributionP (S; T ). For example, it can be applied to generalized belief propagation [13], and

in this caseλµ will be calculated using the Kikuchi free energy.

5 An application to real-world data

In this section we present the results of applying our algorithm to a real-world problem of cancer classification

and class discovery. In cancer research, there is a particular need for semi-supervised techniques, as the classes

and sub-classes (cancer types) are only partially known. Hence one needs to apply methods that can help partition

the data into known classes and possibly identify novel ones.

Our example is based on gene expression data4 of acute leukemia published by Armstronget. al. [1]. They an-

alyzed three different types of acute leukemia; acute myeloid leukemia (AML), acute lymphoblastic leukemia

(ALL) and a sub-type of ALL which carries a chromosomal translocation in the MLL gene. Armstronget.

al. show (in a supervised manner) that this MLL sub-type has a distinct molecular profile and can be consid-

ered a new type of leukemia which they call MLL.

4Simultaneous measurements of mRNA levels of thousands of genes in a single tissue sample.
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We applied our algorithm to the 57 leukemia samples in [1], each described by the expression levels of the 200

genes with largest variance. We demonstrate, in two scenarios, an improved class prediction and class discovery. In

the first scenario, presented in Fig. 3, we randomly labelled one sample from each of the three types, and compared

our algorithm to the unsupervised case. One can clearly observe that the three types are identified starting from

T = 8 using the MC and WBP methods, while the results of the unsupervised case are less satisfactory. In the

second scenario we simulated a case in which only two types of leukemia are known a-priori. Hence we randomly

label one ALL sample and one AML sample. As presented in Fig. 4, both MC and WBP find the third class, apart

from the first two classes. Notice that the third class is found atT > 0, thus it could not have been found by

min-cut. ALL MLL AML
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Figure 3. Classification results of the data in [1]. The top subplot displays the correct labels of the data points. The three points

marked in black are provided to the semi-supervised methods. The rest of the subplots present the classification results of MC,

WBP and BP. The bottom right subplot corresponds to the unsupervised typical cut. The horizontal and vertical axes in each of the

subplots correspond to the samples and temperature, respectively. The colors correspond to classification of each sample at a given

temperature. Gray points mark classes of size one.
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Abstract

We propose a new learning approach for image retrieval, which we calladjustment learning, and demonstrate

its use for face recognition and color matching. Our approach is motivated by a frequently encountered problem,

namely, that variability in the original data representation which is not relevant to the task may interfere with

retrieval and make it very difficult. Our key observation is that in real applications of image retrieval, data

sometimes comes in small chunks - small subsets of images that come from the same (but unknown) class. This

is the case, for example, when a query is presented via a short video clip. We call these groupschunklets, and

we call the paradigm which uses chunklets for unsupervised learningadjustment learning. Within this paradigm

we propose a linear scheme, which we call Relevant Component Analysis; this scheme uses the information in

such chunklets to reduce irrelevant variability in the data while amplifying relevant variability. We provide results

using our method on two problems: face recognition (using a database publicly available on the web), and visual

surveillance (using our own data). In the latter application chunklets are obtained automatically from the data

without the need of supervision.

1 Introduction

We focus in this paper on a fundamental problem in data organization and data retrieval, which is often ignored

or swept under the carpet of “feature selection”. More specifically, our domain is image retrieval and image

organization based on between-image distance. It is assumed that the specifics of the image representation and

between-image distance were pre-determined, typically based on some engineering design that took into account

a very large scope of tasks and data. Within this domain, data organization essentially requires graph-based

clustering. Retrieval is based on the distance from a query image to stored images, and is essentially nearest

neighbor classification.

We identify the following problem: Assuming that the data is represented compactly, a typical distance (whether

Euclidean in feature space or other) is affected by all the variability that is maintained in the data representation

indiscriminately. However, for a particular query some of this variability is irrelevant. For example, if we submit
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as a query the image of Albert Einstein sticking his tongue out, the relevant features in the image may be the

expression (if we want to retrieve other silly faces), or the relevant features may be the facial features (if we want

to retrieve other pictures of Albert Einstein).

Irrelevant variability is also a problem in data organization, e.g., in clustering (which has been used in vision for

image retrieval [5]). Typically we collect data and rely on the pre-determined representation and distance function

to cluster the data. However, depending on the context of the data collection, some variability is always irrele-

vant. Unaccounted for, this will damage the results, since clustering only gives as good results as the underlying

representation and distance function.

More precisely, we first define data variability to becorrelated with a specific body of data and a specific task,

if the removal of this variability from the data deteriorates (on average) the results of clustering or retrieval. We

then defineirrelevant variabilityas data variability which satisfied the following conditions:

• it is normally maintained in the data (i.e., it is used in the representation and/or distance function explicitly

or implicitly);

• it is not correlated with the specific taskaccording to the definition above and the task at hand.

Intuitively, in a task where irrelevant variability is large, performance using the general and indiscriminating pre-

determined distance measure can be poor. For example, when a certain irrelevant environmental feature dominates

all other features because of its large variability, nearest neighbor classification using the indiscriminating distance

function could perform poorly. This is the problem addressed in the present paper.

We propose an unsupervised adjustment scheme, which will modify the distance function so as to enhance its

discriminative capabilities on the given test data. For this purpose we identify and use relatively small sets of data

points, in which the class label is constant, but unknown. We call these small sets of data pointsChunklets.

We justify our use ofchunkletsfor data clustering and retrieval by the following observations:

Data organization: we observe that very often data naturally arrives in chunks in which the message is held

constant. For example, in speaker identification, short utterances of speech are likely to come from a single

speaker. In surveillance, short video clips obtained by tracking a moving target are likely to come from a

single target. In both examples, the magnitude of the variance due to the irrelevant variability is comparable

if not larger than the relevant variability. In both examples, we can automatically detect chunks of data

where the message is constant while the context changes.
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Data retrieval: in image retrieval based on nearest-neighbor classification chunklets may also come by naturally.

For example, often a query includes a number of images, especially when the user is allowed to use some

of the retrieved images in the first stage to refine the answers of the system in a second stage. In the future

we may expect to see queries in the form of short video clips, which under some circumstances can also

providechunklets.

We claim that, in data for which chunklets are known, irrelevant variability can be reduced without the use

of a fully labeled training set and without building an explicit model of the sources that created it. The first

contribution of the present paper is to note this observation and propose to use it for unsupervised learning. We

call this learning paradigmadjustment learning. Adjustment learninglies between supervised and unsupervised

learning (see Section 2); we place it closer to unsupervised learning, since it extracts the information from the test

data and not from prior labeled data.

The second contribution of this paper is to develop a method to driveadjustment learningin simple cases where

such linear methods as Fisher Linear Discriminant (FLD) are effective. We call the proposed method Relevant

Component Analysis (RCA), and discuss it more formally in Section 3. In Section 4 we demonstrate the use of

RCA in a facial image classification task, using a public database of faces which was obtained from the web.

Section 5 demonstrates the use of RCA in a visual surveillance and color constancy problem.

Our approach is related to the work on multi-view representation, and the use of image manifolds for image

classification and retrieval ( [8, 9], see also [10]). However, whereas these approaches rely on prior training data

to extract specific regularities in the overall data, our approach works to identify regularities in the test data which

arenotgenerally seen in the training data.

The problem of irrelevant variability has been addressed in the literature under different guises. One approach is

based on adaptation. In signal processing, adaptation is a convenient way of tailoring the filter to the environment,

if the external environment is not known in advance [7]. In learning, the recognizer is trained on a limited training

set, but allowed to adapt to the specific values (range of values) of the irrelevant variables. In some situations this

approach is viable, but it requires labeled training set for the ”adaptation” process.

Another approach uses a ”mixture of experts” [6], where multiple recognizers are trained in such a way as to

encourage each ”expert” to differ from the rest. The outputs of the individual experts are then gated by some

estimate of that expert’s confidence, and then combined in a principled manner. The mixture-of-experts solution

has, in principle, the potential to yield the best possible solution, but the solution is critically dependent on the
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requirement that the training data captures the true distribution of the real-world observations. We note in passing

recent statistical approaches such as boosting, and for that matter support vector machines [6], which greatly

improve the training processes, but are plagued by the same dependencies on the veridicality of the training set.

2 What is adjustment learning?

Adjustment learning, as we pursue it here, is distinguished by the following features:

• We focus on classification - the generation of equivalence classes at the output that would be relevant to the

task. This classification scheme accomplishes recognition by exemplars, where a query is associated with a

set of examples rather than an abstract label.

• We attempt to diminish the effects of irrelevant variability, without modelling the exact sources of this

variability and without reconstructing the exact mixture of sources that created it.

• We do notassume access to labeled data for training and adaptation. Thus our approach is cast into the

domain of unsupervised learning. We only assume that chunklets can be identified in the data.

More specifically, we assume that our test data comes naturally divided into chunklets, which are small subsets

of input equivalence classes. Each chunklet may include a small number of measurements (1 or more). In each

chunklet the class label is known to be fixed, although the exact label isunknown. A chunklet must be defined

naturally by the data – we cannot rely on some teacher to label the data for us.

The relationship among the data points, chunklets, and the desired classes is illustrated in Fig. 1, using for

illustration two-dimensional input data. On the left side of Fig. 1 we illustrate the typical situation for unsupervised

classification. The other extreme, when a complete labeled set is available for supervised learning, is illustrated on

the right side of Fig. 1. The intermediate situation is illustrated in the middle of Fig. 1, where each ellipse denotes

a chunklet - a set of test data where all data points have an identical but unknown class label.

3 Relevant Component Analysis (RCA)

We assume that the data is represented as vectors of features, and that the Euclidean distance in the feature

space is used for classification and retrieval. Our method modifies the feature representation of the data space by

a linear transformationW , such that the Euclidean distance in the transformed space is less affected by irrelevant

variability. Effectively, the Euclidean distance in the transformed space is equivalent to the Mahalanobis distance
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Figure 1. In the supervised learning paradigm (right), each data pointx ∈ X is given with an associated labely ∈ Y ; the system

learns the association between data and label. In the unsupervised learning paradigm (left) each data pointx ∈ X is given without

an associated label; the system can only learn the characteristics of the distribution of data points. In our paradigm (middle), the

data is given in chunklets of points. For each chunklet it is known that the class label has been kept fixed for all the data points that

belong to it, but the label itself is unknown.

in the original data space with weight matrixW T W (thusW may be viewed as accomplishing feature selection).

We callW therescaling transformation.

Our method is related to principal component analysis (PCA). PCA is a linear method for redundancy reduction

which compresses the description of the data along the dimensions of smallest variability. It is guaranteed to

achieve the least expected mean-square error for a given size of representation. In a similar way, we define

RCA (Relevant Component Analysis) as the compression of the data description along the dimensions of highest

irrelevant variability. Specifically, in RCA we transform the data space by a transformation matrixW which

assigns large weights to “relevant dimensions” and low weights to “irrelevant dimensions”; thus we maintain

concurrently as much relevant variability as possible and as little irrelevant variability as possible within the given

data set.

We now present our method for computing therescaling transformationW . We start in Section 3.1 with a

text-book approach to the computation ofW for normal class distribution using labeled data. In Section 3.2

we describe how to estimateW from unlabeled data, where chunklets are available. Finally we summarize the

proposed algorithm in Section 3.3.

The assumptions made in Section 3.1 are needed to prove that our method may give optimal classification (i.e.,

it is equivalent to the Bayes classifier). Regardless of this, we propose RCA as a general method that may be used

under rather general circumstances, just like such classifiers as theDistance Classifierand theMatched Filter[4].
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3.1 Computation of therescalingtransformation using labeled data

In this section we show how to compute the desiredrescaling transformationW from labeled data. We define

the assumptions on data distribution which allow us to prove that nearest neighbor classification based on the

Euclidean distance in the transformed space is statistically optimal.

The Whitening transformation

Let ~x ∈ Ω denote the sampled data, and|Ω| denote the size of the sample. Similarly, let|Ωm| denote the size

of the sample from classm where
⋃

Ωm = Ω. Let the random variableCm denote the distribution of them-th

class, andM denote the number of classes. For simplicity we also assume thatCm is distributed normally, i.e.

Cm ∼ N(µm,Σm), whereµm denotes the mean of the class andΣm denotes its covariance matrix. LetSW

denote the within-class scatter of the data set, defined by

SW =
1
|Ω|

M∑

m=1

|Ωm|Σ̂m (1)

where

Σ̂m =
1

|Ωm|
∑

~x∈Cm

(~x− µm)(~x− µm)T

Assume first that the covariance matrix of all the classes is identical, i.e.Σm = Σ ∀m, and thereforeSW = Σ

for large enough sample. In this case the optimalrescaling transformation[4] is the whitening transformationW

defined as

W = V Λ−
1
2

whereV is the orthogonal matrix of eigenvectors ofSW , andΛ is its corresponding matrix of singular values.V

andΛ may be obtained from the singular value decomposition ofSW = V ΛV T .

In the whitened space, nearest neighbor retrieval based on the Euclidean distance is equivalent to maximum

likelihood estimation. This is because in the transformed whitened space, the covariance matrices of all the classes

are spherical, which is equivalent to the assumption of additive white noise. It follows that in the whitened space

the Bayes optimal classifier is equivalent to the distance classifier and the correlation classifier [4].
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Irrelevant variability and the Whitening transformation

Getting back to our model as stated in the introduction, we assume that the observable data depends not only on

the class label, but also on the environmental conditions and sensor characteristics. Formally stated, we assume

that for classm the distribution of the observed measurements is:

XObservable = Cm + G

In general the random variableG denotes the additive contribution of features due to the global environment

and sensor characteristics. We assume that:

• G is additive with0 mean and non-isotropic covariance.

• G is independent ofCm ∀m, and has an identical effect on all classes.

• The variability inG is relatively large compared toCm, i.e |ΣG| > |Σm|.

More specifically, assume thatG is distributed normally asG ∼ N(0, ΣG) whereΣG 6= I. The distribution

of the m-th class is therefore normal, with meanµm and covarianceΣm + ΣG. Under the assumption that

|ΣG| > |Σm| ∀m, the class distributions are dominated by|ΣG|. This effectively brings us back to the previous

case whereΣm ≈ ΣG ∀m, and thereforeSW ≈ Σ̂G.

3.2 RCA: chunklet approximation of the rescalingtransformation

Without access to labeled data, we cannot computeSW directly. In this section we discuss how we can ap-

proximateSW using chunklets. Intuitively, this is done as follows: Each chunklet is first shifted so that its mean

(centroid) coincides with the origin. The shifted chunklets are then superimposed, defining a distribution of points

around the origin whose covariance matrix approximatesSW . Specifically, letHn denote the sample of thenth

chunklet where
⋃

Hn = Ω. We assume that the number of chunkletsN is much larger than the number of classes

M . We further assume that∀n Hn ⊆ Cm for some unknown labelm. Let µ̂n denote the mean of chunkletHn,

µ̂n = 1
|Hn|

∑
~x∈Hn

~x, where|Hn| is the size of then’th chunklet. We define the chunklet scatter matrixSch as:

Sch =
1
|Ω|

N∑

n=1

|Hn|Cov(Hn) =
1
|Ω|

N∑

n=1

|Hn|∑

j=1

(
~xj

n − µ̂n

) (
~xj

n − µ̂n

)T
(2)

Under the ideal conditions where each chunklet is chosen randomly from the appropriate class and is large

enough, it can be shown thatCov(Hn) approachesΣmn + ΣG, wheremn is the class label of chunkletHn. In
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this caseSch = SW . In reality, however, data points in the same chunklet tend to have stochastic dependency,

and therefore cannot be assumed to be independently sampled from the data with distribution identical to the

corresponding class distribution. Thus in generalSch 6= SW . In Section 3.4 we will show that even when this is

the case,Sch can still provide a good estimate ofSW , regardless of the size of the chunklets used.

3.3 The RCA Algorithm

Our RCA algorithm is defined as follows:

1. ComputeSch = 1
|Ω|

∑N
n=1 |Hn|Cov(Hn) as defined above. Letr denote its effective rank (the number of

singular values ofSch which are significantly larger than0).

2. Compute the total covariance (scatter) matrix of the original dataST , and project the data using PCA to its

r largest dimensions.

3. ProjectSch onto the reduced dimensional space, and compute the whitening transformationW .

4. Apply W to the original data (in the reduced space).

Step 2 is meant to insure that while the whitening transformation rescales the variability in all directions so as

to equalize them, it will not rescale directions whose corresponding eigenvalues are effectively zero. We note that

in step 3 above we assume that the rank ofSch remainsr after projection. This may not always be the case: the

rank ofSch may become smaller thanr after projection.

Our algorithm is based on the use ofSch as an approximation toSW . This approximation may be used in ways

other than whitening. We are currently investigating its use in approximating the FDA technique, which will be

presented in Section 4.2.

3.4 Chunklet analysis: what makes a chunklet good or bad

In the discussion above chunklets are used to approximate the scatter matrixSW , which depends solely on the

class means. It therefore follows that the difference betweenSW andSch depends on the difference between the

class mean̂µmn and the chunklet’s mean̂µn. More specifically, it follows from (1) and (2) that

SW − Sch =
1
|Ω|

N∑

n=1

|Hn|∑

j=1

(µ̂n − µ̂mn) (µ̂n − µ̂mn)T
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Hence a “good” chunklet is a chunklet which approximates the mean value of a class well, regardless of the

chunklet’s size. However, size matters because as the size of the chunklet increases, the likelihood that its mean

approximates correctly the class mean also increases.

4 Experimental results: face recognition

We compare the performance of three linear classifiers for face recognition: the Eigenface method [11], the

Fisherface method [2], and the RCA method proposed here. The task is to classify facial images with respect to

the person photographed. We analyze two paradigms:

1. A retrieval paradigm using nearest neighbor classification, in which a query image is classified using its

nearest neighbors or its k-nearest neighbors in the dataset.

2. Classification using clustering, which extracts structure from the data. Clustering results can then be used

for exemplar-based retrieval.

4.1 The test data: YaleA database

We used the YaleA database [2], which includes 155 facial images of 15 subjects under varying lighting condi-

tions and different facial expressions. Fig. 2 shows ten images of one subject. As noted in the introduction, these

images vary greatly from one another due to these changes [1].

4.2 Methods

We represent each image as a vector in a high-dimensional pixel space (R32k) as in [2]. All three methods

compute a global linear transformation of the data space. We shall now describe the two additional methods used

in our comparative study.

Eigenfaces:

The Eigenface method is based on PCA. In PCA the optimal projection transformation is chosen to maximize

the determinant of the total scatter matrix of the projected samples. In [2] the method was augmented by throwing

out the first three principal components in order to reduce variation due to lighting. In agreement we found that

throwing out the three largest principal components yielded better results, and we therefore adopted this strategy

as well.
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Figure 2. The YaleA database contains 155 frontal face images of fifteen individuals (males and females) taken under different

lighting conditions. Five images were taken under different point light sources, one with or without glasses, and about four with

different facial expressions. The number of images per subject varied between 9-11. The images were manually centered and

cropped so as to include the full face and part of the background.

Fisherfaces:

The Fisherface method proposed in [2] is a variant of Fisher’s Linear Discriminant (FLD) [4]. It is a supervised

method which searches for projection directions that “shape” the scatter in order to improve classification results.

This method selects the projection matrixW that maximizes the ratio of the between-class scatter and the within-

class scatter.

The drawback of the eigenface method is that it maximizes the total scatter of the data. The total scatter depends

not only on between-class scatter, which is useful for classification, but also on the within-class scatter. In the task

of classification, the within-class scatter represents the irrelevant variability that we seek to eliminate. This is

essentially the problem that the Fisherface method tries to overcome using labeled data.

Data preprocessing:

Each of the three methods require different preprocessing steps. For the Eigenface method, the images were

normalized to have zero mean and unit variance, as this improved performance. The Fisherface method requires

dimensionality reduction of the data using PCA. The RCA method also reduces the dimensionality of the data

with respect to the effective rank of the chunklet scatter matrixSch.

Our RCA algorithm requires the use of chunklets. Although, as claimed above, chunklets may be obtained from

the data automatically in some applications, when using the YaleA database chunklets were chosen randomly. We
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tested our method using different chunklet sizes (s = 3, 4, 5, 10). For each chunklet sizes, 1000 realizations

were sampled. We tried two schemes: First, in each realization we randomly divided each class into chunklets of

approximatelys data points. In Section 4.5 we will address the effect of chunklet size on performance. Second, in

each realization we randomly chose 10-20 chunklets of sizes from all classes, and left the remaining data points

unassigned to chunklets. This scheme corresponds to a scenario in which only part of the data set is given in

chunklets. We will address the effects of such limited assignments in Section 4.4.

4.3 Results with nearest neighbor classification

4.3.1 SchemeA. All data points are assigned to chunklets:

We first provide the results of a retrieval task using the “leave one out” paradigm [3]: To classify an image of

a particular person, that image is removed from the data set and consequently the transformation matrices of the

three methods are computed. Recognition by exemplar is then performed using nearest neighbor classification.

In the Eigenface method, performance varied with the number of principal components1. The left plot in Fig. 3

shows the relative performance of the three methods using nearest neighbor classification, each using its optimal

number of principal components. Both the RCA and Fisherface methods outperform the Eigenface method. While

the Fisherface method achieves such performance using a label for each of the images in the training set, RCA

achieves similar error rates relying on chunklets with unknown class label.

Another interesting measure of performance is the total number of errors on all neighbors. Using the “leave one

out” strategy once more, we compute thek-nearest neighbors of the imagexi, wherek = |Ci| − 1 (|Ci| is the size

of the class that the imagexi belongs to). We then compute the number of neighbors which were not retrieved

correctly. The right plot in Fig. 3 shows the mean error rate on all neighbors using all three methods. Once more,

both RCA and Fisherface achieve almost similar results.

4.3.2 SchemeB. Only part of the data points are assigned to chunklets:

Fig. 4 shows the same classification measures as in Fig. 3, but with varying number of chunklets (see figure

caption); results are compared with the assignment of all data points to chunklets, and with Eigenfaces. Clearly

RCA always outperforms the Eigenface method, but degradation from the fully assigned case is evident.

1This is also true for the Fisherface and RCA methods, but in both the optimal number of principal components can be determined

automatically from the data.
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Figure 3. Classification Error rates of the three methods. For Eigenface we used the 30 largest eigen-vectors. For RCA we show

two results, depending on the size of the randomly sampled chunklet: 3 (middle left bar) or 5 (middle right bar). In both cases

all data points are assigned to chunklets. Error bars reflect the variability in the results due to the sampling of chunklets (1000

realizations). On the left results of nearest neighbor classification are shown. On the right the mean error rate on all neighbors is

shown. As can be seen RCA has error rates that approximate the errors achieved by the Fisherface method.
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Figure 4. The same classification errors as in Fig 3, for variable numbers of chunklets of size4 (left figure) and of size5 (right

figure). Labels display the percentage of points in chunklets,e.g., the25% bar in the left figure corresponds to 10 chunklets of size

4. Assignment of0% corresponds to Eigenfaces.

4.4 Clustering Results

Our goal here is to study how much each pre-processing (via the corresponding rescaling transformation) helps

in revealing the class’ structure of the data. To this end we used two clustering algorithms to cluster the data

after it had been transformed by each of the three methods. The clustering algorithms used werek-means [3]
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and the typical-cut algorithm [5]. Table 5 shows the results of both algorithms. We tested the effect of full and

partial assignment of data points to chunklets. We also tested the effect of incorporating chunklet information

as constraints to the clustering algorithms themselves. This was done by forcing data points which belong to a

chunklet to be assigned to the same cluster2.

Clustering results are displayed using two common measures: purity and accuracy (efficiency). Purity measures

the frequency whereby data points that belong to the same cluster share the same class label, while accuracy

measures the frequency whereby all data points from the same class label reside in one cluster.

Table 5 clearly shows that both clustering methods (RCA and Fisherface) achieve comparable clustering results.

Eigenfaces also improves when applying ‘chunklet’ constraints. We also note that applying chunklet constraints to

RCA does not improve results; this is probably due to the fact that after RCA the constraints are typically satisfied.

K-Means K-Means Typical-Cut Typical-Cut

constrained constrained

Algorithm Purity Accuracy Purity Accuracy Purity Accuracy Purity Accuracy

Eigenface(30) 73± 28% 82± 13% 74± 28% 90± 12% 100% 84% 99± 1% 92± 2%

RCA (50%) 79± 26% 92± 12% 79± 26% 93± 10% 99± 1% 96± 2% 99± 1% 96± 2%

RCA (100%) 81± 26% 95± 12% 82± 26% 96± 10% 100% 100% 100% 100%

Fisherfaces 77± 28% 96± 11% 80± 27% 97± 10% 100% 100% 100% 100%

Figure 5. Results of the two clustering methods (with and without chunklet constraints) used on the data after applying each of

the three transformations under investigation. RCA was based on chunklets of size5, either assigning50% or 100% of the points to

chunklets. In constraining the clustering algorithms we used the chunklets of RCA-50%. Results are averaged over 1000 chunklet

realizations (and over 1000 random initial centroid configurations in the case ofk-means).

4.5 The effect of different Chunklet sizes

We tested the RCA method on the YaleA database using different chunklet sizes (when all data points were

assigned to chunklets). In Section 3.4 we claimed that a “good” chunklet is defined by how well its mean ap-

proximates the mean of the class to which it belongs. However, it is clear that as the chunklet size increases, its

probability to become “good” increases. In the limit, when the chunklet size equals the class size,Sch = SW .

Fig. 6 shows a plot of the mean error on all neighbors with respect to the number of principal components used,

2For the typical-cut algorithm we assigned an infinite value to edges connecting chunklet points. Fork-means we replaced each data

point which belong to a chunklet by the chunklet’s mean.
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Figure 6. Comparison of mean error on all neighbors with varying chunklet sizes (all data points were assigned to chunklets):

error rates vary only slightly for different chunklet sizes.

for different chunklets sizes. The plot clearly shows that changing the chunklet size also changes the effective rank

of the chunklet distribution and ofSch. As before the results are an average of1000 realizations using the same

chunklet sizes.

5 Experimental results: surveillance

We tested our approach on a second application where one of the main challenges was to achieve color con-

stancy. In this application the data was taken by a stationary indoor surveillance camera, and was originally divided

into short video clips. The beginning and end of each clip were automatically determined by the appearance and

disappearance of a moving target. The database included many clips each displaying only one person; however,

the identity of the person was unknown. The system’s task was to cluster together all clips in which a certain

person appeared. The application is briefly described in the following section.

5.1 The task and our approach

The characteristics of the video clips are highly complex and diversified, for several reasons. First, clips are

entirely unconstrained; a person may walk all over the scene, coming closer to the camera or walking away from

it. Therefore the size and resolution of each image vary dramatically. In addition, since the environment was

not controlled, images include varying occlusions, reflections and (most importantly from our perspective) highly
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Figure 7. Left: several images from a video clip of one intruder. Right: percent of correct retrievals as a function of the number

of retrieved images.

variable illumination. In fact, illumination changed dramatically across the scene both in intensity (from brighter

to darker regions), and in spectrum (from neon light to natural lighting). Fig. 7 displays several images from one

input clip.

Our goal was to devise a representation that would enable effective clustering of clips. We found that the only

low-level attribute that could be reliably used in this application was color. Therefore our task was to accomplish

some sort of color constancy, i.e., to overcome the irrelevant variability created by the changing illumination.

5.2 Image representation and the application of RCA

Each image in a clip is represented using its color histogram inL∗a∗b∗ space (we used 5 bins for each dimen-

sion). Since a clip forms a chunklet by definition, we can naturally apply RCA without further preprocessing of

the data. This transformation creates a new representation of each image.

In order to quantify the effect of RCA, we compute theL1 distance between image representations both in the

original space, and after the transformation. Using this distance we sorted the neighbors of each image, before and

after applying the transformation. We used over 6000 images from 130 clips (chunklets) of 20 different people.

Fig. 7 shows the percentage of ‘correct’ neighbors up to thek’th neighbor over all 6000 images. One can see

that RCA makes a significant contribution by bringing ‘correct’ neighbors closer to each other (relative to other

images).
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6 Discussion

In the face recognition task, the difference in the results between the Eigenface and Fisherface methods is not

surprising, given that the first method is unsupervised and the second is supervised. What is interesting is that

the RCA method performed almost as well as the supervised Fisherface method, even though it only used slightly

more prior information than the unsupervised Eigenface method. Improved performance was also demonstrated

in the surveillance application, where the distance in the transformed space (via RCA) was significantly better

than the distance in the original space. This gives us reason to hope that in applications where chunklets can be

obtained automatically,adjustment learningwill improve the results of unsupervised learning significantly.
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Abstract

Density estimation with Gaussian Mixture Models is a popular generative technique used also for clustering.

We develop a framework to incorporate side information in the form ofequivalence constraintsinto the model

estimation procedure.Equivalence constraintsare defined on pairs of data points, indicating whether the points

arise from the same source (positive constraints) or from different sources (negative constraints). Such constraints

can be gathered automatically in some learning problems, and are a natural form of supervision in others. For the

estimation of model parameters we present a closed form EM procedure which handles positive constraints, and a

Generalized EM procedure using a Markov net which handles negative constraints. Using publicly available data

sets we demonstrate that such side information can lead to considerable improvement in clustering tasks, and that

our algorithm is preferable to two other suggested methods using the same type of side information.

1 Introduction

We are used to thinking about learning from labels as supervised learning, and learning without labels as unsu-

pervised learning, where ‘supervised’ implies the need for human intervention. However, in unsupervised learning

we are not limited to using data statistics only. Similarly supervised learning is not limited to using labels. In this

work we focus on semi-supervised learning using side-information, which isnotgiven as labels. More specifically,

we use unlabeled data augmented byequivalence constraintsbetween pairs of data points, where the constraints

determine whether each pair was generated by the same source or by different sources. Such constraints may

be acquired without human intervention in a broad class of problems, and are a natural form of supervision in

other scenarios. We show how to incorporateequivalence constraintsinto the EM algorithm [1], in order to fit a

generative Gaussian mixture model to the data.

Density estimation with Gaussian mixture models is a popular generative technique, mostly because it is com-

putationally tractable and often produces good results. However, even when the approach is successful, the under-

lying assumptions (i.e., that the data is generated by a mixture of Gaussian sources) may not be easily justified. It

is therefore important to have additional information which can steer the GMM estimation in the “right” direction.
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In this paper we propose to incorporate equivalence constraints into an EM parameter estimation algorithm. One

added value may be a faster convergence to a high likelihood solution. Much more importantly, the constraints

change the GMM likelihood function and therefore may lead the estimation procedure to choose a better solu-

tion which would have otherwise been rejected (due to low relative likelihood in the unconstrained GMM density

model). Ideally the solution obtained with side information will be more faithful to the desired results. A simple

example demonstrating this point is shown in Fig. 1.

unconstrained constrained

unconstrained constrained

(a) (b) (c) (d)

Figure 1. Illustrative examples for the importance ofequivalence constraints. Left: the data set consists of 2vertically aligned

classes - (a) given no additional information, the EM algorithm identifies twohorizontalclasses, and this can be shown to be the

maximum likelihood solution (with log likelihood of−3500 vs. log likelihood of−2800 for the solution in (b)); (b) additional side

information in the form of equivalence constraints changes the probability function and we get a vertical partition as the most likely

solution. Right: the dataset consists of two classes with partial overlap: (c) without constraints the most likely solution includes two

non-overlapping sources; (d) with constraints the correct model with overlapping classes was retrieved as the most likely solution.

In all plots only the class assignment of novelun-constrainedpoints is shown.

Equivalence constraintsare binary functions of pairs of points, indicating whether the two points come from

the same source or from two different sources. We denote the first case as “is-equivalent” constraints, and the

second as “not-equivalent” constraints. As it turns out, “is-equivalent” constraints can be easily incorporated into

EM, while “not-equivalent” constraints require heavy duty inference machinery such as Markov networks. We

describe the derivations in Section 2.

Our choice to use equivalence constraints is motivated by the relative abundance ofequivalence constraintsin

real life applications. In a broad family of applications,equivalence constraintscan be obtained without super-

vision. Maybe the most important source of unsupervisedequivalence constraintsis temporal continuity in data;

for example, in video indexing a sequence of faces obtained from successive frames in roughly the same location

are likely to contain the same unknown individual. Furthermore, there are several learning applications in which

equivalence constraintsare the natural form of supervision.
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One such scenario occurs when we wish to enhance a retrieval engine using supervision provided by its users.

The users may be asked to help annotate the retrieved set of data points, in what may be viewed as ’generalized

relevance feedback’. The categories given by the users have subjective names that may be inconsistent. Therefore,

we can only extractequivalence constraintsfrom the feedback provided by the users. Similar things happen in a

‘distributed learning’ scenario, where supervision is provided by several uncoordinated teachers. In such scenarios,

whenequivalence constraintsare obtained in a supervised manner, our method can be viewed as a semi-supervised

learning technique. Most of the work in the field of semi-supervised learning focused on the case of partial labels

augmenting a large unlabeled data set [4,5,8].

A few recent papers use side information in the form ofequivalence constraints[6, 7, 10]. In [9] equivalence

constraintswere introduced into the K-means clustering algorithm. The algorithm is closely related to our work

since it allows for the incorporation of both “is-equivalent” and “not-equivalent” constraints. In [3] equivalence

constraints were introduced into the complete linkage clustering algorithm. In comparison with both approaches,

we gain significantly better clustering results by introducing the constraints into the EM algorithm. One reason

may be that the EM of a Gaussian mixture model is preferable as a clustering algorithm. More importantly, the

probabilistic semantics of the EM procedure allows for the introduction of constraints in a principled way, thus

overcoming many drawbacks of the heuristic approaches. Comparative results are given in Section 3, demonstrat-

ing the very significant advantage of our method over the two alternative constrained clustering algorithms using

a number of data sets from the UCI repository and a large database of facial images [2].

2 Constrained EM: the update rules

A Gaussian mixture model (GMM) is a parametric statistical model which assumes that the data originates from

a weighted sum of several Gaussian sources. More formally, a GMM is given byp(x|Θ) = ΣM
l=1αlp(x|θl), where

αl denotes the weight of each Gaussian,θl its respective parameters, andM denotes the number of Gaussian

sources in the GMM. EM is a widely used method for estimating the parameter set of the model (Θ) using unla-

beled data [1].Equivalence constraintsmodify the ‘E’ (expectation computation) step, such that the sum is taken

only over assignments which comply with the given constraints (instead of summing overall possible assignments

of data points to sources).

It is important to note that there is a basic difference between “is-equivalent” (positive) and “not-equivalent”

(negative) constraints: While positive constraints are transitive (i.e. a group of pairwise “is-equivalent” constraints
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can be merged using a transitive closure), negative constraints are not transitive. The outcome of this difference

is expressed in the complexity of incorporating each type of constraint into the EM formulation. Therefore, we

begin by presenting a formulation for positive constraints (Section 2.1), and then present a different formulation

for negative constraints (Section 2.2). A unified formulation for both types of constraints immediately follows,

and the details are therefore omitted.

2.1 Incorporating positive constraints

Let achunkletdenote a small subset of data points that are known to belong to a single unknown class. Chunklets

may be obtained by applying the transitive closure to the set of “is-equivalent” constraints.

Assume as given a set of unlabeled data points and a set of chunklets. In order to write down the likelihood of a

given assignment of points to sources, a probabilistic model of how chunklets are obtained must be specified. We

consider two such models:

1. Chunklets are sampled i.i.d, with respect to the weight of their corresponding source (points within each

chunklet are also sampled i.i.d).

2. Data points are sampled i.i.d, without any knowledge about their class membership, and only afterwards

chunklets are selected from these points.

The first assumption may be appropriate when chunklets are automatically obtained using temporal continu-

ity. The second sampling assumption is appropriate whenequivalence constraintsare obtained usingdistributed

learning. When incorporating these sampling assumptions into the EM formulation for GMM fitting, different

algorithms are obtained: Using the first assumption we obtain closed-form update rules for all of the GMM pa-

rameters. When the second sampling assumption is used there is no closed-form solution for the sources’ weights.

In this section we therefore restrict the discussion to the first sampling assumption only; the discussion of the

second sampling assumption, where generalized EM must be used, is omitted.

More specifically, letp(x) =
∑M

l=1 αl pl(x|θl) denote our GMM. Eachpl(x|θl) term is a Gaussian parameter-

ized byθl = (µl, Σl) with a mixing coefficientαl. Let X denote the set of all data points,X = {xi}N
i=1. Let

{Xj}L
j=1, L ≤ N denote the distinct chunklets, where eachXj is a set of pointsxi such that

⋃L
j=1 Xj = {xi}N

i=1

(unconstrained data points appear as chunklets of size one). LetY = {yi}N
i=1 denote the source assignment of the

respective data-points, andYj = {y1
j . . . y

|Xj |
j } denote the source assignment of the chunkletXj . Finally, letEΩ

denote the event{Y complies with the constraints}.
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The expectation of the log likelihood is the following:

E[log(p(X,Y|Θnew, EΩ))|XΘold, EΩ] =
∑

Y

log(p(X,Y|Θnew, EΩ)) ·p(Y|X,Θold, EΩ) (1)

where
∑

Y stands for a summation over all assignments of points to sources:
∑

Y ≡ ∑M
y1=1 · · ·

∑M
yN=1. In the

following discussion we shall also reorder the sum according to chunklets:
∑

Y ≡ ∑
Y1
· · ·∑YL

, where
∑

Yj

stands for
∑

yj
1
· · ·∑

yj
|Xj |

. First, using Bayes rule and the independence of chunklets, we can write

p(Y|X,Θold, EΩ) =
p(EΩ|Y,X, Θold) p(Y|X, Θold)∑
Y p(EΩ|Y,X, Θold) p(Y|X, Θold)

=

∏L
j=1 δYj p(Yj |Xj , Θold)

∑
Y1
· · ·∑YL

∏L
j=1 δYj p(Yj |Xj , Θold)

(2)

whereδYj ≡ δ
yj
1,...,yj

|Xj |
equals 1 if all the points in chunkleti have the same label, and 0 otherwise.

Next, using chunklet independence and the independence of points within a chunklet we see that

p(X,Y|Θnew, EΩ) = p(Y|Θnew, EΩ) p(X|Y, Θnew, EΩ) =
L∏

j=1

αyj

N∏

i=1

p(xi|yi,Θnew)

Hence the log-likelihood is:

log p(X,Y|Θnew, EΩ) =
L∑

j=1

∑

xi∈Xj

log p(xi|yi, Θnew) +
L∑

j=1

log(αyj ) (3)

Finally, we substitute (3) and (2) into (1); after some manipulations, we obtain the following expression:

E(LogLikelihood) =
M∑

l=1

L∑

j=1

∑

xi∈Xj

log p(xi|l, Θnew) · p(Yj = l|Xj ,Θold) +
M∑

l=1

L∑

j=1

log αl · p(Yj = l|Xj , Θold) (4)

where the chunklet posterior probability is:

p(Yj = l|Xj ,Θold) =
αold

l

∏
xi∈Xj

p(xi|yj
i = l,Θold)

∑M
m=1 αold

m

∏
xi∈Xj

p(xi|yj
i = m,Θold)

To find the update rule for each parameter, we differentiate (4) with respect toµl, Σl and αl. We get the

following rules:

αnew
l =

1
L

L∑

j=1

p(Yj = l|Xj , Θold) µnew
l =

∑L
j=1 X̄jp(Yj = l|Xj , Θold)|Xj |∑L

j=1 p(Yj = l|Xj , Θold)|Xj |

Σnew
l =

∑L
j=1 Σnew

jl p(Yj = l|Xj ,Θold)|Xj |∑L
j=1 p(Yj = l|Xj , Θold)|Xj |

whereX̄j denotes the sample mean of the points in chunkletj, |Xj | denotes the number of points in chunkletj,

andΣnew
jl denotes the sample covariance matrix of thejth chunklet of thelth class.

As can be readily seen, the update rules above effectively treat each chunklet as a single data point weighed

according to the number of elements in it.
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2.2 Incorporating negative constraints

The probabilistic description of a data set using a GMM attaches to each data point two random variables: an

observable and a hidden. The hidden variable of a point describes its source label, while the data point itself is an

observed example from the source. Each pair of observable and hidden variables is assumed to be independent of

the other pairs. However, negativeequivalence constraintsviolate this assumption, as dependencies between the

hidden variables are introduced.

Specifically, assume we have a groupΩ = {(a1
i , a

2
i )}P

i=1 of index pairs corresponding toP pairs of points that

are negatively constrained, and define the eventEΩ = {Y complies with the constraints}. Now

p(X,Y|Θ, EΩ) = p(X|Y,Θ, EΩ) p(Y|Θ, EΩ) =
p(X|Y, Θ) p(EΩ|Y) p(Y|Θ)

p(EΩ|Θ)

Let Z denote the constantp(EΩ|Θ). Assuming sample independence, it follows thatp(X|Y,Θ) · p(Y|Θ) =
∏N

i=1 p(yi|Θ)p(xi|yi, Θ). By definitionp(EΩ|Y) = 1Y∈EΩ
, hence

p(X,Y|Θ, EΩ) =
1
Z

1Y∈EΩ

N∏

i=1

p(yi|Θ)p(xi|yi,Θ) (5)

Expanding1Y∈EΩ
gives the following expression

p(X,Y|Θ, EΩ) =
1
Z

∏

(a1
i ,a2

i )

(1− δy
a1

i
,y

a2
i

)
N∏

i=1

p(yi|Θ)p(xi|yi, Θ) (6)

As a product of local components, the distribution in (6) can be readily described using a Markov network. The

network nodes are the hidden source variables and the observable data point variables. The potentialp(xi|yi, Θ)

connects each observable data point, in a Gaussian manner, to a hidden variable corresponding to the label of its

source. Each hidden source node holds an initial potential ofp(yi|Θ) reflecting the prior of the cluster weights.

Negative constraints are expressed by edges between hidden variables which prevent them from having the same

value. A potential over an edge (a1
i − a2

i ) is expressed by1− δy
a1

i
,y

a2
i

(see Fig. 2).

We derived an EM procedure which maximizeslog(p(X|Θ, EΩ)) entailed by this distribution. The update rules

for µl andΣl are still

µnew
l =

∑N
i=1 xip(yi = l|X,Θold, EΩ)∑N
i=1 p(yi = l|X, Θold, EΩ)

, Σnew
l =

∑N
i=1 Σ̂ilp(yi = l|X,Θold, EΩ)∑N

i=1 p(yi = l|X, Θold, EΩ)

whereΣ̂il = (xi − µnew
l )(xi − µnew

l )T denotes the sample covariance matrix. Note, however, that now the vector

of probabilitiesp(yi = l|X, Θold, EΩ) is inferred using the net.
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Figure 2. An illustration of the Markov network required for incorporating “not-equivalent” constraints. Data points1 and2 have

a negative constraint, and so do points2 and3.

The update rule ofαl = p(yi = l|Θnew, EΩ) is more intricate, since this parameter appears in the normalization

factorZ in the likelihood expression (5):

Z = p(EΩ|Θ) =
∑

Y

p(Y|Θ)p(EΩ|Y) =
∑
y1

...
∑
yN

N∏

i=1

αyi

∏

(a1
i ,a2

i )

(1− δy
a1

i
,y

a2
i

)

This factor can be calculated using a net which is similar to the one discussed above but lacks the observable nodes.

We use such a net to calculateZ and differentiate it w.r.tαl, after which we perform gradient ascent. Alternatively,

we can approximateZ by assuming that the pairs of negatively constrained points are disjoint. Using such an

assumption,Z is reduced to the relatively simple expression:Z = (1 −∑M
i=1 α2

i )
P . This expression forZ can

be easily differentiated, and can be used in the Generalized EM scheme. Although the assumption is not valid in

most cases, it is a reasonable approximation in sparse networks, and our empirical tests show that it gives good

results.

3 Experimental results

In order to evaluate the performance of our EM derivations and compare it to the constrained K-means [9]

and constrained complete linkage [3] algorithms, we tested all 3 algorithms using several data sets from the UCI

repository and a real multi-class facial image database [2]. We simulated a ‘distributed learning’ scenario in order

to obtain side information. In this scenarioequivalence constraintsare obtained by employingN uncoordinated

teachers. Each teacher is given a random selection ofK data points from the data set, and is then asked to parti-

tion this set of points into equivalence classes. The constraints provided by the teachers are gathered and used as

equivalence constraints. Each of the 3 algorithms (constrained EM, constrained K-means, and constrained com-

plete linkage) was tested in three modes: (i) basic algorithm without using any side information, (ii) constrained
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Figure 3. Combined precision and recall scores (f 1
2

) of several clustering algorithms over 5 data sets from the UCI repository, and

1 facial image database (YaleB). The YaleB dataset contained a total of 640 images including 64 frontal pose images of 10 different

subjects. In this dataset the variability between images of the same person was due mainly to different lighting conditions. Results

are presented for the following algorithms: (a) K-means, (b) constrained K-means using only positive constraints, (c) constrained

K-means using both positive and negative constraints, (d) complete linkage, (e) complete linkage using positive constraints, (f)

complete linkage using both positive and negative constraints, (g) regular EM, (h) EM using positive constraints, and (i) EM using

both positive and negative constraints. In each panel results are shown for two cases, using15% of the data points in constraints

(left bars) and30% of the points constrained (right bars). The results were averaged over 100 realizations of constraints for the UCI

datasets, and 1000 realizations for the YaleB dataset. Also shown are the names of the data sets used and some of their parameters:

N - the size of the data set; C - the number of classes; d - the dimensionality of the data.

version using only positiveequivalence constraints, and (iii) constrained version using both positive and negative

equivalence constraints. The results of the 9 algorithmic variants are compared in Fig. 3.

In the simulations, the number of constrained points was determined by the number of teachersN and the size of

the subsetK given to each. By controlling the productNK we controlled the amount of side information provided

to the learning algorithms. We experimented with two conditions: using “little” side information (approximately

15% of the data points are constrained) and using “much” side information (approximately30% of the points are

constrained). All algorithms were given initial conditions that did not take into account the availableequivalence

constraints. The results were evaluated using a combined measure of precisionP and recallR scores:f 1
2

= 2PR
R+P .
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Several effects can clearly be seen in the results reported in Fig. 3:

• The constrained EM outperformed the two alternative algorithms in almost all cases, while showing sub-

stantial improvement over the baseline EM. The one case where constrained complete linkage outperformed

all other algorithms involved the “wine” dataset. In this dataset the data lies in a high-dimensional space

(R12) and therefore the number of model parameters to be estimated by the EM algorithm is relatively large.

The EM procedure was not able to fit the data well even with constraints, probably due to the fact that only

168 data points were available for training.

• Introducing side information in the form ofequivalence constraintsclearly improves the results of both

K-means and the EM algorithms. This is not always true for the constrained complete linkage algorithm.

As the amount of side-information increases, performance typically improves.

• Most of the improvement can be attributed to the positive constraints, and can be achieved using our closed

form EM version. In most cases adding the negative constraints contributes a small but significant improve-

ment over results obtained when using only positive constraints.
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Abstract

We propose a generalized belief propagation (GBP) receiver for two-dimensional (2-D) channels with mem-

ory, which is applicative to 2-D inter-symbol interference (ISI) equalization and multi-user detection (MUD).

Our experimental study demonstrates that under non-trivial interference conditions, the performance of this fully

tractable GBP receiver is almost identical to the performance of the optimal maximum a-posteriori (MAP) re-

ceiver.

1 Introduction

Two-dimensional (2-D) finite state input channels with memory play a fundamental role in various applications

in modern communications. A popular and important instance of this class of channels is 2-D inter-symbol inter-

ference (ISI) channels, which appear, e.g., in magnetic and optical recording systems. In ISI, finite state symbols

are ordered on a 2-D grid, causing interference in a limited neighborhood.

Another interesting instance of dispersive 2-D channels is multiple-access (MA) channels, which appear in

cellular networks. Following Wyner’s cellular model [9], a planar uplink model can be viewed as a 2-D channel,

where each cell corresponds to a node in the grid, and interference occurs between neighboring cells. This Wyner-

like model assumes that most of the multiple-access interference (MAI) is caused by inter-cell effects, rather than

intra-cell effects. This assumption is typical to MA systems with long signature codes distinguishing between

users within a cell. These codes are long enough to diminish cross-correlations between users within the cell,

however, since they are being reused in neighboring tiers, they may cause inter-cell interference. An example is

the allocation of scrambling codes in 3rd generation UMTS uplink [1].

The task in both ISI and MA channels is to overcome interference and noise, and detect the transmitted symbols.

In ISI this process is termed channel equalization, while in MA it is called multi-user detection (MUD, [7]).

Optimal detection can be achieved by maximum a-posteriori (MAP) joint sequence decision based on the

matched filter outputs of all corrupted symbols. The optimal receiver achieves a significant capacity improve-

ment over the conventional matched filter receiver. However, its complexity for 2-D channels is exponential in the

grid’s size.
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Hence, various practical sub-optimal detection methods have been proposed (e.g. [5,8] and references therein).

For example, Marrow and Wolf [5] have recently evaluated the performance of several iterative detection methods

for the binary-input 2-D ISI channel. They proposed detection schemes operating iteratively on the rows and

columns of the 2-D channel, which approximates the optimal receiver’s bit error rate (BER) to within 0.5dB.

In this work we present a detection algorithm based on methods from probabilistic graphical models. The basic

observation is that 2-D channels can be viewed as an undirected graphical model, a.k.a. pairwise Markov random

fields (MRF, [3]), and detection of the 2-D channel symbols is equivalent to performing inference in this undirected

graphical model.

Graphical models provide powerful tools for exact (optimal) or approximate inference. For example, loopy

belief propagation (LBP, sum-product algorithm, [6]) is an efficient way to solve inference problems on graphical

models, which has been shown to serve remarkably well as a decoding engine in low density parity check (LDPC)

codes [4]. In this work we show that, unlike LDPC codes, LBP performs poorly in 2-D channels detection.

However, an extension of LBP termed generalized belief propagation (GBP, [10]), is shown to provide a practical

method with near-optimal performance both for 2-D ISI equalization and for MUD in uncoded cellular networks.

The paper is organized as follows. Section 2 introduces the dispersive 2-D channel model, and section 3

presents its connection to graphical models. Section 4 describes the complexity of exact inference in 2-D channels.

Section 5 presents approximate inference using LBP and GBP. Section 6 provides simulation results for the 2-D

ISI and MA channels in various topologies, which are discussed in section 7.

We shall use the following notations. The operator{·}T stands for a vector or matrix transpose,{·}i and{·}ij

denote entries of a vector and matrix, respectively.

2 System Model

Consider a discrete timeN ×N 2-D finite state input channel with memory of the form

yk,l = dk,l + vk,l +
∑

(i,j)∈<k,l>

αi,jdi,j ∀k, l = 1, . . . , N, (1)

whereyk,l, the channel’s output observation at symbol(k, l), is the sum of the finite state alphabet input symbol

dk,l and two additional terms. The first term,vk,l, represents ambient additive white Gaussian noise (AWGN),

while the second term is the scaled interference caused by adjacent symbols to(k, l), denoted by< k, l >. The

parameterαi,j (|αi,j | ≤ 1) controls the interference attenuation and fading. We assume the channel is perfectly

known at the receiver’s side.
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Stacking all the observations, data symbols and noise samples intoN2× 1 vectorsy, d andv, respectively, (1)

can be rewritten as

y = Sd + v, (2)

where the matrixS encapsulates the memory/interference structure.

Different 2-D channels, such as ISI or multi-cell network topologies of the MA system, differ from one another

by the interference matrixS. Our basic assumption, which later allows for a graphical model interpretation, is that

interference is caused by neighboring symbols, i.e.,S is actually a band matrix. The upper pane in Fig. 1 represents

the interference structure of three topologies: ISI, a rectangular cellular network, and the typical hexagonal cellular

network.

In the following derivations, we assume real-space data signallingd, interferenceS and noisev ∼ N (0, σ2IN )

(an extension to the complex domain is straightforward.)

(a) (b) (c)

(d) (e) (f)

Figure 1. Upper pane: Interference structures for three types of3 × 3 2-

D channels: (a) ISI grid, (b) rectangular cellular network (c) hexagonal cellular

network. The arrows mark the direction of interference.Lower pane: The corre-

sponding undirected graphical model representation of the channels in the upper

pane: (d) ISI grid, (e) and (f) rectangular and hexagonal cellular networks. Full

nodes represent (hidden) transmitted bits, while empty nodes correspond to the

observations. Interaction couplings (compatibility function)ψij are denoted by

a solid line connecting two full nodes, while the external field (evidence)φi is

depicted by a solid line connecting a full node and an empty node. For clarity we

use dotted edges in (e) and (f) to represent the extra edges added compared to the

graphs (d) and (e), respectively.

2.1 Optimal Detection

The individually optimum maximum a-posteriori (MAP) detection of thei’th transmitted symbol,di = {d}i,

is given by
d̂i = arg max

xi

Pr(xi|y) = arg max
xi

∑

x\xi

Pr(x|y), (3)

wherexi = {x}i represents the possible values of the i’th transmitted symbol.

The joint conditional probability distribution is

Pr(x|y) = Pr(v) ∝ exp
(
− 1

2σ2
||y − Sx||2

)
.
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Hereinafter, for exposition purposes, we consider the case of binary-input alphabet, i.e.di ∈ ±1. Hence, the

sufficient statistics in this case takes the following form

Pr(x|y) ∝ exp
(
− 1

σ2

( ∑

(i>j)

Rijxixj −
∑

i

hixi

))
, (4)

whereR = STS is the interference cross-correlation matrix andh = STy is the output vector of a filter matched

to the channel’s interference structure. The notation(i > j) stands for a summation over all non-zero entries in

the upper triangular of the symmetric cross-correlation matrixR.

3 The Connection To Undirected Graphical Models

An undirected graphical model with pairwise potentials (a.k.a. pairwise Markov random fields), consists of a

graphG and potential functionsψij(xi, xj) andφi(xi) such that the probability of an assignmentx is given by

Pr(x) ∝
∏

(i>j)

ψij(xi, xj)
∏

i

φi(xi).

Hence, the probability distribution in (4) defines the following undirected graphical model

Pr(x|y) ∝
∏

(i>j)

ψij(xi, xj)
∏

i

φi(xi, hi),

whereψij(xi, xj) = exp
(−Rijxixj

σ2

)
is a compatibility function representing the structure of the system. The

potentialφi(xi, yi) = exp
(

hixi
σ2

)
is the ‘evidence’ or local likelihood, which describes the statistical dependency

between the hidden variablexi and the observed variablehi
1. The lower pane in Fig. 1 presents the resulting

graphical model of our three application examples - ISI, a rectangular cellular network and a hexagonal cellular

network.

Once the graphical model is defined we turn to the analogue of detection which is termed ‘inference’, i.e.,

calculating the probability given in (3). The field of graphical models has developed tools for efficiently calculating

(3), i.e., performing exact inference. In cases where exact inference is intractable, approximation algorithms have

been developed. In the next section we present the junction tree algorithm for exact inference, and then we turn to

approximate inference and discuss our application of generalized belief propagation.

1Notice that for the non-binary finite state input alphabet case, the MRF modelling is identical, except for an additional external field

potential operating on each node which can be absorbed intoφi term. This additional potential arises from the auto-correlationsRii, which

can not be dropped out from the sufficient statistics expression as in the binary case.
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4 Exact Inference

The junction tree algorithm performs exact inference over a general graph by converting it into an equivalent

tree whose nodes contain clusters (cliques) of nodes of the original graph. Then inference can be performed by

passing messages forward and backward along neighboring cliques in the tree (for further details see, e.g., [2].)

The complexity of the algorithm is exponential in the size of the largest clique in the derived tree. ForN ×N

grid-like graphs, such as our 2-D problem, the size of the largest clique is proportional to the grid’s dimension

lengthN times the memory depthν of the channel. Hence, the detection complexity becomes impractical for

large grids. Furthermore, even for moderate size graphes (e.g. a small network of tens of cells) when using a

non-binary modulation, or for non-trivial memory effect, exact inference is still impossible. Thus, we must resort

to approximate inference methods.

5 Approximate Inference

In this section we discuss approximate inference algorithms using belief propagation and its generalizations.

5.1 Loopy Belief Propagation

Loopy belief propagation (LBP) is equivalent to applying Pearl’s local message passing algorithm [6], originally

derived for trees, to a general graph even if it contains cycles (loops). As mentioned previously LBP has been

found to have outstanding empirical success in many application, e.g., in decoding Turbo and LDPC codes. The

performance of LBP in these applications may be attributed to the sparsity of the graphs. The cycles in the graph

are long, hence inference may be performed as if it were a tree.

Can LBP be used for approximating the transmitted symbols over dispersive 2-D channels?

Our studies show that LBP almost always fails to converge and therefore the associated detection performance

is poor. This result is not surprising. As opposed to the sparse graphs of LDPC codes, the graphs of 2-D channels

consist of many short cycles. As a result LBP’s implicit tree-like assumption does not hold, and its approximation

is poor. In order to earn back the near-optimal characteristics of message passing inference one must circumvent

this problem.
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Figure 2. Covering a4× 4 2-D channel by3× 3 regions used in GBP.

Regions are defined by sliding a3 × 3 window along the channel. The

result is four regions for this4× 4 system:

{1, 2, 3, 5, 6, 7, 9, 10, 11}, {2, 3, 4, 6, 7, 8, 10, 11, 12}
{5, 6, 7, 9, 10, 11, 13, 14, 15}, {6, 7, 8, 10, 11, 12, 14, 15, 16}.

5.2 Generalized Belief Propagation

The generalized belief propagation algorithm (GBP, [10]) is an extension of LBP that has been shown to provide

better approximations in many applications. GBP starts by defining regions (clusters) of nodes which may inter-

sect, and then passes messages between these regions in an analogous way to LBP. Within each such region GBP

performsexactinference, hence short cycles of nodes which are included in a region cause no problem. To date,

no systematic method of choosing these regions in a general graph exists, so as to produce a better approximation.

A region that encompasses all nodes along the shortest cycles, might be a desired choice. For example, the regions

used for the 2-D channel examples (of all types) consisted of3× 3 squares of nodes, as displayed in Fig. 2. This

choice of regions is natural since nodes are connected up to their second nearest neighbor. Notice that the graph

‘contained’ in a region is identical to the graphs shown in Fig 1(d)–(f).

Surprisingly, the computations required for GBP are only slightly more than the computations required for LBP

and the complexity grows exponentially only with the size of the chosen regions. Naturally, enlarging the basic

region entails a more accurate inference at the cost of complexity.

Can GBP improve the detection of symbols corrupted by the 2-D channel?

Our empirical study shows that GBP gives remarkable results and near-optimal detection performance, even

for harsh interference conditions. These close to optimal results are obtained even when small basic clusters are

chosen (e.g.3× 3 node regions). Further details of the GBP receiver will be discussed in a future publication. In

the following section, we present our experimental results of the GBP receiver for 2-D channels.

6 Simulation Results

The performance of the proposed GBP receiver was evaluated using Monte-Carlo simulations of three examples

of the dispersive 2-D channel: a 2-D ISI channel, and two topologies of a cellular network - rectangular and

hexagonal. In all examples, the size of selected GBP basic region was3× 3, as in Fig. 2.
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The performance of GBP was compared to the optimal receiver, and to several other standard receivers. In

all our experiments the LBP receiver did not converge in a substantial percentage of the simulations, for both

synchronous and asynchronous message scheduling. As a result its performance was worse than a matched filter

receiver, and in certain cases was close to a random guess. Hence, LBP’s results are omitted from the performance

evaluation figures.

6.1 2-D ISI Channel

Following [5], we simulated a6 × 6 binary ISI channel, under two non-trivial constant interference levels,

αi,j = α = 0.5 andα = 0.75. Outside the grid the symbols were assumed to have value(−1). Fig. 3 compares

between the equalization performance of the optimal receiver and GBP, in terms of average bit error rate (BER)

per symbol as a function of signal to noise ratio (SNR). As can be seen the GBP error performance coincides with

MAP error levels or is extremely close to it. In [5], for similar ISI channel setting, the performance of the best

iterative detector was approximately2/3dB above the optimal BER.

We also evaluated the performance of the GBP receiver in a similar setting, but for a larger20×20 channel with

α = 0.5. As MAP equalization is infeasible for such a system, we compared GBP’s performance to an analytical

lower bound on the optimal error probability. This bound was obtained by assuming that all interfering bits are

known at the receiver’s side, thus transforming the dispersive channel into a memoryless one, where optimal

detection is achieved by using a simple matched filter. Fig. 4 displays the equalization performance of GBP and

the lower bound on the optimal error probability. The results show that the GBP receiver’s BER is very close to

the bound, which implies that its performance is near-optimal for this system also.

6.2 Rectangular Topology Cellular Network

We simulated a cellular network of9 × 9 cells2 with rectangular topology (Fig. 1-(b)). Inter-cell interference

was either constantαi,j = α = 0.5, or taken from a zero-mean Gaussian distribution with standard deviation

αstd = 0.5, hard limited atα = ±1. The latter corresponds to a random MAI which may be interpreted as caused

by channel fading.

Fig. 5 presents the performance of the optimal MAP receiver, the GBP-MUD receiver, and also two other

standard receivers - the linear minimum mean square error (MMSE) and the naive single-user matched filter (MF)

receivers. GBP practically coincides with the optimal MUD for both constant and random interference scenarios,

while MMSE and MF are substantially inferior.

29× 9 was the largest system for which exact inference was possible.
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Figure 3. 2-D ISI equalization in a6 × 6 channel forαi,j =

α = 0.5 andα = 0.75. Equalization performance of GBP vs.

optimal (MAP) receivers in terms of average bit error rate (BER)

per symbol, as a function of signal to noise ratio (SNR). The

solid line corresponds toα = 0.5, and dashed line corresponds

to α = 0.75.
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Figure 4. 2-D ISI equalization in a20 × 20 channel for

α = 0.5. Equalization performance of a GBP receiver (solid

line) vs. lower bound (dashed line) on optimal (MAP) receiver

error probability in terms of average BER per symbol, as a func-

tion of SNR.
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Figure 5. MUD in a 9 × 9 rectangular topology. Average

BER per cell as a function of SNR, for the optimal (MAP) and

GBP receivers. Also shown are the BER for the linear minimum

mean square error (MMSE) and single-user matched filter (MF)

receivers. The BER was evaluated for two channel profiles of

fixed (αi,j = α = 0.5, solid lines) and random interference

(α ∼ 0.5 · N (0, 1), dashed lines).
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Figure 6. MUD in 9 × 9 hexagonal topology. The setting is

similar to Fig. 5.
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Figure 7. MUD in 9 × 9 hexagonal topology over a range

of random interferences. Average BER per cell as a function

of random interference standard deviationαstd, for the optimal

(MAP), GBP, MMSE, and MF receivers. The BER was evaluated

for a random interference scenarioα ∼ αstd ·N (0, 1) and a fixed

SNR (= 4dB).

6.3 Hexagonal Topology Cellular Network

We empirically studied another instance of the 2-D model, where a9× 9 cellular network is planned according

to a hexagonal topology (Fig. 1-(c)). As in the rectangular case the inter-cell interference was either constant or

random. Fig. 6 compares the GBP-MUD receiver to the optimal MAP, and to MMSE and MF receivers, showing

similar performance as in the rectangular case.

We also evaluated the performance of the GBP-MUD receiver in an additional setting, in which the SNR level

was fixed (4dB), and the interferenceα was varied. We usedα ∼ αstd · N (0, 1), hard limited atα = ±1, where

0 ≤ αstd ≤ 1. Fig. 7 displays the performance of GBP, MAP, MMSE and MF receivers in this setting. GBP is

near-optimal for all interference levels, even for harsh (α → 1) conditions.

7 Discussion

In this paper we introduced a GBP receiver for 2-D channels with memory. Simulation results for three different

examples show near-optimal error performance of this fully tractable message passing scheme. This behavior is

consistent both as a function of the SNR and over the possible interference range.
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Other practical instances of the 2-D channel for which the GBP receiver may be suitable are indoor wireless

local area networks (W-LAN) and multiple-in multiple-out (MIMO) channels. An example of the latter is a single

cell base-station with a planar antenna array and widely spaced antenna elements. The remarkable performance of

the proposed detection scheme may also be of interest in designing new ad-hoc wireless networks.

Another attractive property of the GBP receiver in the Wyner-like MUD context is its potential decentralized

implementation. GBP’s messages between neighboring regions (or cells) may be implemented in the network

itself, instead of being computed in a central processor.

Apart from providing the correct hard decisions, GBP receiver may also infer the marginal probabilities which

may become useful in coded systems. We empirically observed that the marginal beliefs well approximate the

a-posteriori probabilities (APP). Thus, GBP may operate, e.g., as a detection stage in an iterative detection and

decoding scheme. Further research concerning the usage of the GBP receiver in coded systems is underway.
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Chapter 5

Conclusions

In this thesis we addressed issues in unsupervised and semi-supervised learning, and we also provided an engi-

neering application based on generalized belief propagation. The main novelties in this thesis can be summarized

as follows:

• Applying graphical models in typical cut clustering:

Using probabilistic graphical models in typical cut clustering provides an accurate, efficient and determin-

istic application of the powerful typical cut clustering criterion. Apart from its advantages in clustering, the

probabilistic framework also allows us to address the issue of learning task specific affinity functions.

• Extending the typical cut criterion into the partially labelled scenario:

The semi-supervised version of the typical cut criterion offers more robust classification than other semi-

supervised methods. It also naturally deals with the multi-class problem, and is able to detect new class

types which were not present in the labelled data set.

• We present two learning algorithms which incorporate equivalence constraints:

Side-information in the form of equivalence constraints is another type of semi-supervised learning scenar-

ios. We present the relevant component analysis algorithm which learns the task relevant features based on

positive constraints. We also provide an extension of the EM algorithm for estimating Gaussian mixture

models which incorporates both positive and negative constraints.

• GBP as a receiver for two-dimensional channels:

Our extensive simulations show that the performance of the GBP receiver is almost optimal, as opposed to
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other receivers. Apart from these encouraging results, as far as we know, this is the first system in which

the potential advantages of GBP over BP become evident in such a striking manner. GBP provides a better

approximation of the free energy than BP, thus its performance is expected to be better. However, this may

be the first real-life application in which this advantage is exemplified.
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Appendix A

Constrained EM: the update rules

This appendix describes in detail how to incorporate equivalence constraints into EM of a Gaussian mixture model

(GMM) (see section 1.2.2). It is an extended version of section2 in publication [E].

The following notations are used:

• p(x) =
∑M

l=1 αl p(x|θl) denotes our GMM. Each of theM sourcesp(x|θl) is a Gaussian parameterized

by θl = (µl, Σl), whereµl is the distribution’s center andΣl its covariance matrix.{αl} are the mixing

coefficients, and
∑M

l=1 αl = 1.

• X denotes the set of all points,X = {xi}N
i=1.

• Y denotes the assignment of all points to sources.

• EΩ denotes the event{Y complies with the constraints}.

We begin by presenting a formulation for positive constraints (Section A.0.1), and then move on to negative

constraints (Section A.0.2). We conclude by presenting a unified formulation for both types of constraints (Sec-

tion A.0.3).

A.0.1 Incorporating positive constraints

In this setting we are given a set of unlabeled data points and a set of positive constraints, which may be grouped

into chunklets. Hence the data set is initially partitioned into chunklets, while unconstrained points form chunklets

of size one.
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Let

• {Xj}L
j=1 denote the set of all chunklets, and{Yj}L

j=1 denote the set of assignments of chunklet points to

sources.

• The points which belong to a certain chunklet are denotedXj = {x1
j , . . . , x

|Xj |
j }, whereX =

⋃
j Xj .

In order to write down the likelihood of a given assignment of points to sources, a probabilistic model of how

chunklets are obtained must be specified. We consider two such models:

1. Chunklets are sampled i.i.d, with respect to the weight of their corresponding source (points within each

chunklet are also sampled i.i.d).

2. Data points are sampled i.i.d, without any knowledge about their class membership, and only afterward

chunklets are selected from these points.

The derivation of the update rules under both sampling assumptions is appears in the next two sections.

A.0.1.1 Deriving the update equations when chunklets are sampled i.i.d.

In order to derive the update equations of our Constrained GMM model, we must compute the expectation of

the log likelihood, which is defined as:

E[log(p(X,Y|Θnew, EΩ))|X, Θold, EΩ] =
∑

Y

log(p(X,Y|Θnew, EΩ)) · p(Y|X,Θold, EΩ) (A.1)

In (A.1)
∑

Y denotes the summation over all assignments of points to sources:
∑

Y ≡ ∑M
y1=1 · · ·

∑M
yN=1. In

the following discussion we shall also reorder the sum according to chunklets:
∑

Y ≡ ∑
Y1
· · ·∑YL

, where
∑

Yj

stands for
∑

yj
1
· · ·∑

yj
|Xj |

.

Calculating the Posterior probability p(Y|X, Θold, EΩ): Using Bayes rule we can write

p(Y|X, Θold, EΩ) =
p(EΩ|Y,X,Θold) p(Y|X,Θold)∑
Y p(EΩ|Y,X,Θold) p(Y|X,Θold)

(A.2)

From the definition ofEΩ it follows that

p(EΩ|Y,X,Θold) =
L∏

j=1

δYj

whereδYj ≡ δ
yj
1,...,yj

|Xj |
equals1 if all the points in chunkleti have the same source, and0 otherwise.
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Using the assumption of chunklet independence we have:

p(Y|X,Θold) =
L∏

j=1

p(Yj |Xj , Θold)

Therefore (A.2) can be rewritten as:

p(Y|X, Θold, EΩ) =

∏L
j=1 δYj p(Yj |Xj , Θold)

∑
Y1
· · ·∑YL

∏L
j=1 δYj p(Yj |Xj , Θold)

(A.3)

The complete data likelihoodp(X,Y|Θnew, EΩ): This likelihood can be written as:

p(X,Y|Θnew, EΩ) = p(Y|Θnew, EΩ) p(X|Y, Θnew, EΩ) = p(Y|Θnew, EΩ)
N∏

i=1

p(xi|yi, Θnew)

where the last equality is due to the independence of data points, given the assignment to sources. Using Bayes

rule and the assumption of chunklet independence, we can write:

p(Y|Θnew, EΩ) =

∏L
j=1 δYj p(Yj |Θnew)

∑
Y1
· · ·∑YL

∏L
j=1 δYj p(Yj |Θnew)

Using the notationZ ≡ ∑
Y1
· · ·∑YL

∏L
j=1 δYj p(Yj |Θnew), the likelihood can be rewritten as:

p(X,Y|Θnew, EΩ) =
1
Z

L∏

j=1

δYj p(Yj |Θnew)
N∏

i=1

p(xi|yi,Θnew) (A.4)

The first sampling assumption introduced above means that a chunklet’s source is sampled once for all the

chunklet’s points, i.e.,p(Yj |Θnew) = αYj . Under this sampling assumption, the normalizing constantZ equals 1.

Therefore, the resulting log likelihood is

log p(X,Y|Θnew, EΩ) =
L∑

j=1

∑

xi∈Xj

log p(xi|yi, Θnew) +
L∑

j=1

log(αYj ) +
L∑

j=1

log(δYJ
)

Maximizing the expected log likelihood: We substitute (A.3) and (A.4) into (A.1) to obtain (after some manip-

ulations) the following expression:

E[log(p(X,Y|Θnew, EΩ))|X, Θold, EΩ] =
M∑

l=1

L∑

j=1

p(Yj = l|Xj , Θold)
∑

xi∈Xj

log p(xi|l,Θnew)

+
M∑

l=1

L∑

j=1

p(Yj = l|Xj , Θold) log αl (A.5)

where the chunklet posterior probability is:

p(Yj = l|Xj , Θold) =
αold

l

∏
xi∈Xj

p(xi|yj
i = l, Θold)

∑M
m=1 αold

m

∏
xi∈Xj

p(xi|yj
i = m, Θold)
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In order to find the update rule for each parameter, we differentiate (A.5) with respect toµl, Σl andαl, to get

the following update equations:

αnew
l =

1
L

L∑

j=1

p(Yj = l|Xj , Θold)

µnew
l =

∑L
j=1 X̄jp(Yj = l|Xj ,Θold)|Xj |∑L

j=1 p(Yj = l|Xj ,Θold)|Xj |

Σnew
l =

∑L
j=1 Σnew

jl p(Yj = l|Xj , Θold)|Xj |∑L
j=1 p(Yj = l|Xj , Θold)|Xj |

for Σnew
jl =

∑
xi∈Xj

(xi − µnew
l )(xi − µnew

l )T

|Xj |

whereX̄j denotes the sample mean of the points in chunkletj, |Xj | denotes the number of points in chunkletj,

andΣnew
jl denotes the sample covariance matrix of thej’th chunklet of thel’th class.

As can be readily seen, the update rules above effectively treat each chunklet as a single data point weighted

according to the number of elements in it.

A.0.1.2 Deriving the update equations when constraints are sampled i.i.d.

We now derive the update equations under the assumption that the data points are sampled i.i.d, and that chun-

klets are selected only afterwards. The difference between the two sampling assumptions first appears in the prior

probabilities which must be changed top(Yj |Θnew) =
∏|Xj |

i=1 p(yi
j = l|Θnew) = α

|Xj |
Yj

. The difference between

the two sampling assumptions first appears in the derivation following (A.4) above, where the prior probabilities

must be changed top(Yj |Θnew) =
∏|Xj |

i=1 p(yi
j = l|Θnew) = α

|Xj |
Yj

. We therefore have:

p(Y|Θnew, EΩ) =

∏L
j=1 α

|Xj |
Yj∏L

j=1

∑M
m=1 α

|Xj |
m

(A.6)

and the expected log likelihood becomes:

M∑

l=1

L∑

j=1

p(Yj = l|Xj , Θold)
∑

xi∈Xj

log p(xi|l,Θnew) +
M∑

l=1

L∑

j=1

p(Yj = l|Xj ,Θold) |Xj | log αl

−
L∑

j=1

log(
M∑

m=1

α
|Xj |
m ) (A.7)
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The main difference between (A.5) and (A.7) lies in the last term, which can be interpreted as a “normalization”

term. Differentiating (A.7) with respect toµl andΣl readily provides the same update equations as before, but

now the posterior takes a slightly different form:

p(Yj = l|Xj , Θold) =
(αold

l )|Xj |∏
xi∈Xj

p(xi|yj
i = l, Θold)

∑M
m=1(αold

m )|Xj |∏
xi∈Xj

p(xi|yj
i = m,Θold)

A problem arises with the derivation of the update equations for the sources’ weightsαl. In order to calculate

αnew
l , we need to differentiate (A.7) subject to the constraint

∑M
l=1 αl = 1. Due to the “normalization” term we

cannot obtain a closed-form solution, and we must resort to using a Generalized EM (GEM) scheme where the

maximum is found numerically.

A.0.2 Incorporating negative constraints

Negative constraints are given as a setΩ = {(a1
i , a

2
i )}P

i=1 of index pairs corresponding toP negatively con-

strained pairs.

Similar to the case of positive constraints (in Equation (A.4)), the complete data likelihood is

p(X,Y|Θ, EΩ) =
1
Z

∏

(a1
i ,a2

i )

(1− δy
a1

i
,y

a2
i

)
N∏

i=1

p(yi|Θ)p(xi|yi, Θ) (A.8)

The product overδ in (A.4) is replaced by the product over(1−δ) here, and the normalizing constant is now given

by

Z ≡
∑
y1

· · ·
∑
yN

∏

Ω

(1− δy
a1

j
,a2

j

)
N∏

i=1

p(yi|Θ).

In the following derivations we start with the update rules ofµl andΣl, and then discuss how to updateαl,

which once again poses additional difficulties.

Deriving the update equations forµl and Σl

Following exactly the same derivation as in the case of positive constraints, we can write down the update

equations ofµl andΣl:

µnew
l =

∑N
i=1 xip(yi = l|X,Θold, EΩ)∑N
i=1 p(yi = l|X, Θold, EΩ)

Σnew
l =

∑N
i=1 Σ̂ilp(yi = l|X,Θold, EΩ)∑N

i=1 p(yi = l|X, Θold, EΩ)

whereΣ̂il = (xi − µnew
l )(xi − µnew

l )T denotes the sample covariance matrix.
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The difficulty lies in estimating the posterior probabilitiesp(yi = l|X, Θold, EΩ), which are calculated by

marginalizing the following expression:

p(Y|X, Θold, EΩ) =

∏
(a1

i ,a2
i )(1− δy

a1
i
,y

a2
i

)
∏N

i=1 p(yi|xi, Θold)
∑

y1
· · ·∑yN

∏
(a1

i ,a2
i )(1− δy

a1
i
,y

a2
i

)
∏N

i=1 p(yi|xi, Θold)
(A.9)

It is not feasible to write down an explicit derivation of this expression for a general constrains graph, since the

probability of a certain assignment of pointxi to sourcel depends on the assignment of all other points to whichxi

is negatively constrained. However, since the dependencies enforced by the constraints are local, we can describe

(A.8) as a product of local components, and therefore it can be readily described using a Markov network.

A Markov network is a graphical model defined by a graphG = (V, E), whose nodesv ∈ V represent a

random variable and whose edgesE represent the dependencies between the different nodes. In our case the

graph contains observable nodes which correspond to the observed data points{xi}N
i=1, and discrete hidden nodes

{yi}N
i=1 (see Fig. A.1). The variableyi describes the index of the Gaussian source of pointxi. Each observable

nodexi is connected to its hidden nodeyi by a directed edge, holding the potentialp(xi|yi, Θ). Each hidden node

yi also has a local prior potential of the form ofp(yi|Θ). A negative constraint between data pointsxi andxj

is represented by anundirectededge between their corresponding hidden nodesyi andyj , having a potential of

(1− δyi,yj ). These edges prevent both hidden variables from having the same value.

2=3

old )P(x
1
|y

1
,

Data
Point 1

Data
Point 2

Data
Point 3

Hidden1

Hidden2

Hidden3

θ old )P(x
2
|y

2
, θ old )P(x

3
|y

3
,

P(y
1
|θ old ) P(y

3
|θ old )

P(y
2
|θ old )

1=2

1− , y21yδ 1− , y32yδ

θ

Figure A.1. An illustration of the Markov network required for incorporating negative constraints. Data points1 and2 have a

negative constraint, and so do points2 and3.

The mapping of our problem into the language of graphical models makes it possible to use efficient inference

algorithms. We use Pearl’s junction tree algorithm [44] to compute the posterior probabilities. The complexity of

the junction tree algorithm is exponential in the induced-width of the graph, hence for practical considerations the
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number of negative constraints should be limited toO(N).1 Therefore, in order to achieve scalability to large sets

of constraints, we must resort to approximations; in our implementation we specifically replaced the graph by its

spanning tree.

Deriving the update equations forαl

The derivation of the update rule ofαl = p(yi = l|Θnew, EΩ) is more intricate due to the normalization factor

Z. In order to understand the difficulties, note that maximizing the expected log-likelihood with respect toαl is

equivalent to maximizing:

I = −log(Z) +
M∑

m=1

[
N∑

i=1

p(yi = m|X, Θ, EΩ)]log(αm)

where the normalization factorZ is:

Z = p(EΩ|Θ) =
∑

Y

p(Y|Θ)p(EΩ|Y) =
∑
y1

...
∑
yN

N∏

i=1

αyi

∏

(a1
i ,a2

i )

(1− δy
a1

i
,y

a2
i

) (A.10)

The gradient of this expression w.r.t.αl is given by

∂I
∂αl

= − 1
Z

∂Z

∂αl
+

∑N
i=1 p(yi = l|X, Θ, EΩ)

αl
(A.11)

Equating (A.11) to zero (subject to the constraint
∑M

l=1 αl = 1) does not have a closed form solution, and

once again we must use the numerical GEM procedure. The new difficulty, however, lies in estimating (A.11)

itself; although the posterior probabilities have already been estimated using the Markov network, we still need to

calculateZ and its derivatives.

We considered three different approaches for computing Z and its derivatives. The first, naive approach is to

ignore the first term in (A.11). Thus we are left only with the second term, which is a simple function of the

expected counts. This function is identical to the regular EM case, and the update has the regular closed form:

αnew
l =

∑N
i=1 p(yi = l|X, Θold)

N

Our second approach is to either perform an exact computation ofZ and∂Z
∂α using additional Markov networks,

or to is to use a pseudo-likelihood approximation, which are described in the next sections.

1The general case withO(N2) constraints is NP-hard, as the graph coloring problem can be reduced to it.
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Calculating the normalizing factor Z and its derivatives when introducing negative constraints Recall that

when negative constraints are introduced, the update rule forαl does not have a closed form solution. This follows

from the fact that maximizing the expected log-likelihood with respect toαl requires maximizing

I = −log(Z) +
M∑

m=1

[
N∑

i=1

p(yi = m|X, Θ, EΩ)]log(αm)

where the normalization factorZ is:

Z = p(EΩ|Θ) =
∑

Y

p(Y|Θ)p(EΩ|Y) =
∑
y1

...
∑
yN

N∏

i=1

αyi

∏

(a1
i ,a2

i )

(1− δy
a1

i
,y

a2
i

)

The gradient of this expression w.r.t.αl is given by

∂I
∂αl

= − 1
Z

∂Z

∂αl
+

∑N
i=1 p(yi = l|X, Θ, EΩ)

αl

which requires the computation ofZ and its derivatives. We now present an exact solution and an approximate

solution for these computations.

Exact Calculation of Z and ∂Z
∂αl

: When comparing (A.10) and (A.8), we can see thatZ can be calculated as

the evidence in a Markov network. This network has a similar structure to the former network: it contains the

same hidden nodes and local potentials, but lacks the observable nodes (see Fig A.2). ComputingZ now amounts

to the elimination of all the variables in this ’prior’ network. In order to calculate∂Z
∂αl

we have to differentiate the

distribution represented by the ’prior’ network with respect toαl and sum over all possible network states. This

gradient calculation can be done simultaneously with the calculation ofZ as described below.

The ’prior’ network contains two types of factors: edge factors of the formδyi1
,yi2

and node factors of the

form (α1, . . . , αM ). In the gradient calculation process, we calculateM gradient factors (one for each gradient

component) for every factor in the ’prior network’. Thus in effect we haveM + 1 replicas of the original ’prior’

network: the original network andM gradient networks. Thel-th gradient of the factorf(xi1 , .., xim) holds the

gradient ∂
∂αl

f(xi1 , .., xim) for the various values ofxi1 , .., xim . These factors are initialized as follows:

• Edge gradient factors are initialized to zero, sinceδyi1
,yi2

does not depend onαl.

• Node factors take the form ofel = (0, .., 1, .., 0) with 1 in thel − th entry and0 otherwise.

Using this data structure, variables are eliminated according to a predefined (heuristically determined) elim-

ination order. In the elimination step of variablex the factors and gradient factors containing that variable are
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Figure A.2. An illustration of the Markov network required for calculatingZ, for the case where data points1 and2 have a

negative constraint, as do points2 and3.

eliminated, resulting in a ’prior network’ factor overx’s neighbors and theM gradient factors of this factor. If we

denote the factors containingx as{fj(x)}k
j=1, the resulting ’prior network’ factor is computed by standard vari-

able elimination, i.e. by summing outx from
∏k

j=1 fj(x). Thel-th gradient factor is computed by summing out

x from ∂
∂αl

∏k
j=1 fj(x). This last expression can be computed from already known factors (regular and gradient

factors of{fj(x)}k
j=1) since

∂

∂αk

k∏

j=1

fj(x) =
k∑

i=1

[
∂

∂αk
fi(x)]

∏

j 6=i

fj(x)

The computation of a new gradient factor requires only the usual operations of factor product and marginal-

ization, as well as factor summation. Since we computeM gradient elements, the cost of the above procedure is

O(Md+1), whered is the induced width of the network. We project the gradient to the weights plane
∑

l αl = 1

and use it in a gradient ascent process. The step size is determined using a line search. Since the gradient compu-

tation is done many times in each EM round, this method can be very slow for complicated constraint graphs.

As for ∂Z
∂αl

, each of theM derivatives requires its own Markov network. The derivatives are given by:

∂Z

∂αl
=

∑
y1

...
∑
yN

∏

(a1
i ,a2

i )

(1− δy
a1

i
,y

a2
i

)
∂

∂αl

N∏

i=1

αyi =
∑
y1

...
∑
yN

∏

(a1
i ,a2

i )

(1− δy
a1

i
,y

a2
i

)
N∑

j=1

N∏

i=1,i 6=j

αyi

and the value of each derivative is calculated by eliminating all the variables, just as forZ.

ComputingZ and its gradients is equivalent toM + 1 elimination processes, whose complexity is exponential

in the induced-width of the graph. Since the gradient computation is performed many times in each EM round,

this method can be rather slow for complicated constraint graphs.
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Approximating Z using the pseudo-likelihood assumption: Z can be approximated under the assumption that

the negative constraints are mutually exclusive. Denote the number of negative constraints by c. If we now assume

that all pairs of constrained points are disjoint, the number of unconstrained points isu = N−2c. Assume, without

loss of generality, that the unconstrained data points are indexed by1 . . . u, and the remaining points are ordered

so that constrained points are given successive indices (e.g., pointsu + 1 andu + 2 are negatively constrained).

Now Z can be decomposed as follows:

Z =
∑
y1

...
∑
yN

N∏

i=1

αyi

∏

(a1
i ,a2

i )

(1− δy
a1

i
,y

a2
i

)

=
∑
y1

αy1 ...
∑
yu

αyu

∑
yu+1

∑
yu+2

αyu+1αyu+2(1− δyu+1,yu+2)...
∑
yN−1

∑
yN

αyN−1αyN (1− δyN−1,yN )

= (1−
M∑

i=1

α2
i )

c (A.12)

This expression forZ may be easily differentiated, and can be used in a GEM scheme.

A.0.3 Combining positive and negative constraints

Both types of constraints can be incorporated into the EM algorithm using a single Markov network by a rather

simple extension of the network described in the previous section. Assume we have, in addition to the negative

constraints, a set{ci} of chunklets, where eachci is a list of points’ indices, known to share the same label2. The

likelihood becomes

p(X,Y |Θ, EΩ) =
1
Z

∏
ci

δyci

∏

(a1
i ,a2

i )

(1− δy
a1

i
,y

a2
i

)
N∏

i=1

p(yi|Θ)p(xi|yi, Θ)

whereδyci
is 1 iff all the points in chunkletci have the same label. Since the probability is non-zero only when the

hidden variables in the chunklet are identical, we can replace the hidden variables of each chunklethi1 · · ·hi|ci|

with a single hidden variable. Hence in the Markov network implementation positively constrained points share a

hidden father node (see Fig A.3). The EM procedure derived from this distribution is similar to the one presented

above, with a slightly modified Markov network and normalizing constant.

2In this section, positive constraints are sampled in accordance with the second sampling assumption described in Section A.0.1, as the

data points are assumed to be i.i.d before the introduction of the constraints.
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Figure A.3. An illustration of the Markov network required for incorporating negative and positive constraints. Data points1 and

2 have a negative constraint, and so do points2 and4. Data points2 and3 have a positive constraint, and so do points4,5 and6.

135



Bibliography

[1] S.M. Aji and R.J. McEliece. The generalized distributive law.IEEE Transactions on Information Theory, 46:325–343,

2000.

[2] C.J. Alpert and S.Z. Yao. Spectral partitioning: The more eigenvectors, the better. InConf. on Design Automation,

pages 195–200, 1995.

[3] A. Bar-Hillel, T. Hertz, N. Shental, and D. Weinshall. Learning distance functions using equivalence relations. In

International Conference on Machine Learning (ICML), pages 11–18, 2003.

[4] S.T. Barnard, A. Pothen, and H.D. Simon. A spectral algorithm for envelope reduction of sparse matrices.Numerical

linear algebra with applications, 2:317–334, 1995.

[5] L. E. Baum and T. Petrie. Statistical inference for probabilistic functions of finite-state markov chains.Annals of

Mathematical Statistics, 37:1554–1563, 1966.

[6] B.A. Berg and T. Celik. A new approach to spin glass simulations.Physical Review Letters, 69:2292–2295, 1992.

[7] B.A. Berg and T. Neuhaus. Multicanonical algorithms for first order phase transitions.Physics Letters B, 267:249–253,

1991.

[8] B.A. Berg and T. Neuhaus. Multicanonical ensemble: A new approach to simulate first-order phase transitions.Physical

Review Letters, 68:9–12, 1992.

[9] C.L. Blake and C.J. Merz. UCI repository of machine learning databases, 1998.

[10] M. Blatt, S. Wiseman, and E. Domany. Data clustering using a model granular magnet.Neural Computation, 9:1805–

1842, 1997.

[11] A. Blum and S. Chawla. Learning from labeled and unlabeled data using graph mincuts. InInternational Conference

on Machine Learning (ICML), pages 19–26. Morgan Kaufmann, San Francisco, CA, 2001.

[12] A. Blum, J. Lafferty, M.R Rwebangira, and R. Reddy. Semi-supervised learning using randomized mincuts. InInter-

national Conference on Machine Learning (ICML), 2004.

136



[13] Y. Boykov, O. Veksler, and R. Zabih. Fast approximate energy minimization via graph cuts. InInternational Conference

on Computer Vision (ICCV), pages 377–384, 1999.

[14] R.G. Cowell, A.P. Dawid, S.L. Lauritzen, and D.J. Spiegelhalter.Probabilistic networks and expert systems. Springer,

1999.

[15] A.P. Dempster, N.M. Laird, and D.B. Rubin. Maximum likelihood from incomplete data via the EM algorithm.JRSSB,

39:1–38, 1977.

[16] R.O. Duda, P.E. Hart, and D.G. Stork.Pattern Classification. Wiley-Interscience Publication, 2000.

[17] K. Fukunaga.Statistical Pattern Recognition. Academic Press, San Diego, 2nd edition, 1990.

[18] R.G. Gallager. Low-density parity-check codes.IRE Trans. Inform. Theory, 8:21–28, 1962.

[19] Y. Gdalyahu, D. Weinshall, and M. Werman. Self organization in vision: stochastic clustering for image segmentation,

perceptual grouping, and image database organization.IEEE Transactions on Pattern Analysis and Machine Intelligence

(PAMI), 23(10):1053–1074, 2001.

[20] S. Geman and D. Geman. Stochastic relaxation, Gibbs distributions, and the Bayesian restoration of images.IEEE

Transactions on Pattern Analysis and Machine Intelligence (PAMI), 6(6):721–741, November 1984.

[21] K.C Gowda and G. Krishna. Agglomerative clustering using the concept of mutual nearest neighborhood.Pattern

Recognition Letters, 10:105–112, 1978.

[22] T. Hertz, N. Shental, A. Bar-Hillel, and D. Weinshall. Enhancing image and video retrieval: learning via equivalence

constraints. InConf. on Computer Vision and Pattern Recognition (CVPR), pages 668–674, 2003.

[23] D.J. Higham and M. Kibble. A unified view of spectral clustering.University of Strathclyde mathematics research

report 02, 2004.

[24] Y. Iba. Extended ensemble monte carlo.International Journal of Modern Physics C, 12:623–656, 2001.

[25] R.A. Jarvis and E.A. Patrick. Clustering using a similarity measure based on shared nearest neighbors.IEEE Transac-

tions on Computers C, 22:1025–1034, 1973.

[26] E.T. Jaynes. Information theory and statistical mechanics.Phys. Rev., 106:620–630, 1957.

[27] F.V Jensen.An Introduction to Bayesian Networks. UCL Press Ltd., London, 1996.

[28] T. Joachims. Transductive learning via spectral graph partitioning. InInternational Conference on Machine Learning

(ICML), 2003.

[29] R. Kannan, S. Vempala, and A. Vetta. On clusterings - good, bad and spectral. In41st Symposium on the Foundation of

Computer Science, FOCS, 2000.

137



[30] H. Kappen and W. Wiegerinck. A novel iteration scheme for the cluster variation method. InAdvances in Neural

Information Processing Systems (NIPS), 2002.

[31] D.R. Karger and C.Stein. A new approach to the minimum cut problem.Journal of the ACM, pages 601–640, 1996.

[32] D. Klein, S. Kamvar, and C. Manning. From instance-level constraints to space-level constraints: Making the most of

prior knowledge in data clustering. InInternational Conference on Machine Learning (ICML), 2002.

[33] T. Kohonen. Self-organized formation of topologically correct feature maps.Biological Cybernetics, 43(1):59–69.

[34] F.R. Kschischang, B.J. Frey, and H.A. Loeliger. Factor graphs and the sum-product algorithm.IEEE Transactions on

Information Theory, 47:498–519, 2001.

[35] D. Landau and K. Binder.A Guide to Monte Carlo simulations in statistical physics. Cambridge University Press,

2000.

[36] R. Linsker. An application of the principle of maximum information preservation to linear systems. InAdvances in

Neural Information Processing Systems (NIPS), pages 186–194, 1989.

[37] D. MacKay and R. Neal. Near shannon limit performance of low density parity check codes.Electronic Letters, pages

457–458, 1997.

[38] D.J.C. MacKay. Good error-correcting codes based on very sparse matrices.IEEE Transactions on Information Theory,

45, 1999.

[39] D. Miller and S. Uyar. A mixture of experts classifier with learning based on both labelled and unlabelled data. In

Advances in Neural Information Processing Systems (NIPS), pages 571–578, 1997.

[40] T. Morita, M. Suzuki, and M. Kaburagi Editors. Foundations and application of cluster variation method and path

probability method.Prog. Theor. Phys. Supplement, 115, 1994.

[41] K.P. Murphy, Y. Weiss, and M.I. Jordan. Loopy belief propagation for approximate inference: An empirical study. In

Uncertainty in Artificial Intelligence (UAI), pages 467–475, 1999.

[42] A. Ng, M. Jordan, and Y. Weiss. On spectral clustering: Analysis and an algorithm. InAdvances in Neural Information

Processing Systems (NIPS), 2001.

[43] K. Nigam, A.K. McCallum, S. Thrun, and T.M. Mitchell. Learning to classify text from labeled and unlabeled docu-

ments. InProceedings of AAAI-98, pages 792–799, Madison, US, 1998. AAAI Press, Menlo Park, US.

[44] J. Pearl.Probabilistic reasoning in intelligent systems: Networks of plausible inference. Morgan Kaufmann, 1988.

[45] A. Pothen, D. Simon, and K. Liou. Partitioning sparse matrices with eigenvectors of graphs.SIAM Journal of Matrix

Analysis and Applications, 11:430–452, 1990.

138



[46] B. D. Ripley. Pattern recognition and neural networks. 1996, Cambridge University Press.

[47] K. Rose, E. Gurewitz, and G.C. Fox. Statistical mechanics and phase transitions in clustering.Physical Review Letters,

65(8):945–948, 1990.

[48] G.R. Shafer and P.P. Shenoy. Probability propagation.Ann. Math. Atr. Intel., 2:327–352, 1990.

[49] S. Shalev-Shwartz, Y. Singer, and A.Y. Ng. Online and batch learning of pseudo-metrics. InInternational Conference

on Machine Learning (ICML), 2004.

[50] J. Shi and J. Malik. Normalized cuts and image segmentation.IEEE Transactions on Pattern Analysis and Machine

Intelligence (PAMI), 22(8):888–905, 2000.

[51] J.B. Tenenbaum and W.T. Freeman. Separating style and content with bilinear models.Neural Computation,

12(6):1247–1283, 2000.

[52] K. Wagstaff, C. Cardie, S. Rogers, and S. Schroedl. Constrained K-means clustering with background knowledge. In

International Conference on Machine Learning (ICML), pages 577–584. Morgan Kaufmann, San Francisco, CA, 2001.

[53] J.S. Wang and R.H Swendsen. Cluster Monte Carlo algorithms.Physica A, 167:565–579, 1990.

[54] L.R. Williams and K.K. Thornber. A comparison of measures for detecting natural shapes in cluttered backgrounds. In

European Conf. on Computer Vision (ECCV), volume 2.

[55] S. Wiseman, M. Blatt, and E. Domany. Super-paramagnetic clustering of data.Phys. Rev. E, 57:3767–3783, 1998.

[56] F.Y. Wu. The potts model.Reviews of Modern Physics, 54:235–268, 1982.

[57] Z. Wu and R. Leahy. An optimal graph theoretic approach to data clustering: Theory and its application to image

segmentation.IEEE Transactions on Pattern Analysis and Machine Intelligence (PAMI), 15(11):1101–1113, 1993.

[58] E.P Xing, A.Y. Ng, M.I. Jordan, and S. Russell. Distance metric learning with application to clustering with side-

information. InAdvances in Neural Information Processing Systems (NIPS), volume 15. The MIT Press, 2002.

[59] J.S. Yedidia. Generalized belief propagation and free energy minimization. InInformation Theory Workshop at Math-

ematical Sciences Research Institute (MSRI), 2002.

[60] J.S. Yedidia, W.T. Freeman, and Y. Weiss. Generalized belief propagation. InAdvances in Neural Information Process-

ing Systems (NIPS), pages 689–695, 2000.

[61] J.S. Yedidia, W.T. Freeman, and Y. Weiss. Constructing free energy approximations and generalized belief propagation

algorithms. InMitsubishi Electric Research Laboratories TR2004-040, 2004.

[62] S.X. Yu and J. Shi. Grouping with bias. InAdvances in Neural Information Processing Systems (NIPS), 2001.

139



[63] A.L. Yuille. CCCP algorithms to minimize the Bethe and Kikuchi free energies: convergent alternatives to belief

propagation.Neural Computation, 14:1691–1722, 2002.

[64] D. Zhou, O. Bousquet, T.N. Lal, J. Weston, and B. Schlkopf. Learning with local and global consistency. InAdvances

in Neural Information Processing Systems (NIPS), 2003.

[65] X. Zhu, Z. Ghahramani, and J. Laferty. Semi-supervised learning using Gaussian fields and harmonic functions. In

International Conference on Machine Learning (ICML), 2003.

140



  
  
 

  :למחצה-מפוקחת ללמידה מפוקחת-לאמלמידה 
 אלגוריתמים ושימושים 

 
 

  חיבור לשם קבלת תואר דוקטור לפילוסופיה 
  
  
 מאת 

  נעם שנטל
  
  
  
  
  
  
  
  
  
  

  )2004 (ה"נט האוניברסיטה העברית בשנת תשסהוגש לסי



 ב 



 ג 

  
 .דפנה ויינשל של פרופסור העבודה זו נעשתה בהדרכת

 



 ד 



 ה 

  תקציר העבודה

  
-מפוקחת ומפוקחת-באלגוריתמים וביישומים של למידה לאהחלק הראשון עוסק . ת משני חלקיםמורכבתזה זו 
מודלים של הלקוח מתחום , פעפוע אמונות מוכללשל אלגוריתם הנדסי חלקה השני של התזה מציג יישום . למחצה
    .  הסתברותייםגרפיים

  
בהתאם , מחולק לשלושה נושאיםפרק  ה. הנדרש להבנת העבודהמתואר הרקע, פרק ההקדמה, בפרק הראשון
  . למבנה התזה

מוצג קריטריון החתך , לאחר הצגת אלגוריתמים להקבצה באופן כללי. מפוקחת-הנושא הראשון עוסק בלמידה לא
אשר , לאחר מכן מוצגת שיטה חדשה למימוש הקריטריון. האופייני ושתי שיטות קיימות המממשות קריטריון זה

ולשיטות , מכוונים-בהמשך מופיע מבוא כללי למודלים גרפיים לא. ם הסתברותייםמתבססת על מודלים גרפיי
  . הסקה מדויקת ומקורבת

מוצג אלגוריתם , לאחר הצגת נושא המחקר באופן כללי. למחצה- בלמידה מפוקחתהנושא השני במבוא עוסק
ן מוצגות בקצרה השיטות  לאחר מכ.ת ללמידה באמצעות סיווג חלקיהמוצעהשיטה  אשר עומד בבסיס קרלו-מונטה

       . המוצעות ללמידה מתוך אילוצי שקילות
אלגוריתם בשעבורה השתמשנו , הנושא השלישי במבוא מציג את הרקע הנדרש לשם הבנת המערכת הנדסית

הטכניים אשר מופיעים תוך מתן הסבר למונחים , המודל ההנדסי מוצג מנקודת מבט כללית. פעפוע אמונות מוכלל
  .בעבודה

  
ועושה , ך האופייניתשיטת הקבצה המבוססת על קריטריון החאנו מציגים . מפוקחת- עוסק בלמידה לאפרק השניה

 מאפשרתבנוסף ו, שיטה זו מספקת פתרונות הקבצה מדויקים ויעילים. שימוש במודלים גרפיים הסתברותיים
סגמנטציה של תמונות ולמידה מוצגים יישומים של שיטות אלה בתחום של , כמו כן. של פונקצית מרחקלמידה 

  .פרספטואלית
  

בתרחיש הראשון המידע הנוסף מתקבל . למחצה-בשני תרחישים של למידה מפוקחתהפרק השלישי עוסק 
אשר מהווה הרחבה של , עבור תרחיש זה מוצג אלגוריתם סיווג. קבוצה קטנה של נקודות-יווג של תתסבאמצעות 

  . וג חלקילמקרה של סיו, קריטריון החתך האופייני
, נקודות הם בעלי סיווג זהה או שונהשל זוגות שכלומר ידוע , וצי שקילותבתרחיש השני מתקבל מידע לגבי איל

 –אשר משלבים אילוצי שקילותמוצגים שני אלגוריתמים . אך הסיווג עצמו אינו ידוע
The relevant component analysis algorithm , וכן הרחבה של 
Expectation Maximization (EM) algorithm של  לשערוךGaussian mixture models .  

  
, לדוגמה, מימדים המקובלים-פרק הרביעי מוצג שימוש באלגוריתם פעפוע אמונות מוכלל עבור ערוצים דוב

זהות כמעט מוחלטת התוצאות מצביעות על . כות אופטיות לאגירת נתוניםברשתות תקשורת סלולאריות וכן במער
    .לבין הביצועים האופטימאליים מבחינה תיאורטית, עים של אלגוריתם פעפוע אמונות מוכללבין הביצו

  
  .בפרק המסקנות מסוכמות התרומות המרכזיות בתזה
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