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Chapter 1

Introduction

The task of speech recognition is difficult and complex for many reasons. In this thesis

we concentrate on the difficulty caused by the acoustic signal’s redundancy. The speech

signal holds information about much more than just the spoken words. To begin with, it

contains noise. The speech signal is recorded in an environment of sounds. Any hamming

or ticking in the background or even the noise characteristic of the channel the signal

goes through contributes redundant information to the signal. The speech signal also

contains information about the speaker. All humans speak differently and the speech

style of a speaker is expressed in the signal he produces. Emotions are also transferred

through speech. The speaker speaks differently if he is happy or mad, frustrated or

disappointed. Men and women have different voices, a fact which is also expressed in

the speech signal. The speed of the speech and the dialect of the speaker constitute

other examples of the data the speech signal holds. This vast amount of information

is not needed for speech-recognition; in some cases it may even impede the recognition

performance. The difficulty lies in extracting only the meaningful information from the

signal. The standard approach to speech recognition involves using a Hidden Markov

Model (HMM). HMM is a well known and well studied method. The basic theory was

published in the 1970’s by Baum and his colleagues. [3]. Since then the theory was

further developed and studies and was used in a wide range of applications. In this
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standard approach the speech signal is processed, features are extracted from it and are

used as observations for the HMM. The typical feature extraction method is finding the

cepstrum coefficients of the signal. In this method the information that can be obtained

from the recognition target is not exploited. Another way of extracting features from

the signal is to try and find features that are relevant for the task. Examples of such

features are pitch-estimation, root-mean-square, zero-crossing-rate, autocorrelation etc.

In this thesis we propose the utilization of methods from information theory for relevant

feature extraction. We suggest the use of the Information Bottleneck (IB) method for

the speech signal feature extraction. The Information Bottleneck algorithm aims to solve

the problem of finding the best compression/representation of a variable while keeping as

much information as possible about another variable. The Information Bottleneck was

introduced by Naftali Tishby, Fernando Pereira, and William Bialek in 1999 [4]. This

method has been applied to various applications such as document classification, word

clustering, and gene expression analysis. We suggest a system that throws away the

irrelevant information from the signal in order to enable the recognition. This is done

by combining the HMM with the IB algorithm. The IB algorithm is used for extracting

the relevant features from the processed speech signal. These features are then used

for building the HMM and finding the phoneme labeling using the model. In this way

we solve the problem of not considering the recognition task when building a model for

recognition.

The last chapter of this thesis examines the efficiency and profitability of phoneme-

recognition models that are based on better predictability of the past. We attempt to

quantify the information in the temporal structure of the signal. We investigate the

usage of the temporal information of the phoneme sequence in order to better predict

the next phoneme.



Chapter 2

Speech Processing

The problems investigated in this thesis are of speech analysis and of speech-recognition.

Speech-recognition strives to identify the units of language, as phonemes (unique sound

categories of a language) or words. The goal is to map speech signals to their underly-

ing textual representations. The acoustic speech signal is processed, and features that

capture its characteristics are extracted from it. The difficulty lies in finding the most

suitable features for the problem. A speech signal holds a lot of redundant data and it is

hard to separate the significant data from the rest of the insignificant data that exists in

the signal. For example, if we are interested in the speaker identity recognition, we will

want to extract from the signal different characteristics, such as the tone, the loudness

and the height of the sound. We will want to ignore other characteristics that relates

to the content of the sound. If we are interested in word (or phonemes) recognition

the information that needs to be retrieved is of the structure of the vocal tract, the

position of the tongue etc. the redundant data in this case is of the speaker identity,

its tone, its mood, its accent etc. Moreover, in both cases, there is redundant data in

the signal that is related to environmental differences. A major part of the problem of

speech-recognition is extracting only the relevant features for any given problem.

In this chapter we describe the characteristics of the speech signal, and the signal

processing of the acoustic signal.
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2.1 Phonemes

A phoneme is the smallest unit of sound that can be used to distinguish words. Changing

a phoneme in a word produces either nonsense, or a different word with a different

meaning. Phonemes are not physical sounds, but mental abstractions of speech sounds.

The speech sound is classified into phonemes, the minimal unit of sound that has

semantic content, e.g. the phoneme “@” (= ae) versus the phoneme “E” (= eh) captures

the difference between the words “bat” and “bet”. Not all acoustic changes alter the

meaning, for example, changing the pitch of the sound does not change its meaning.

Thus changes in pitch do not lead to phonemic distinction.

Figure 2.1: The phonetic labeling of the words “Last November”

Every language has its own set of phonemes. We used a labeling that contains about

60 phonemes for the English language.

The aim of phoneme-recognition is to convert a feature vector sequence into a

phoneme symbol sequence, and then from the phonemic labeling the words can be iden-

tified.
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2.2 Formants

A formant is a peak in an acoustic frequency spectrum (a large concentration of en-

ergy) which results from the resonant frequencies of any acoustical system. It is most

commonly invoked in phonetics or acoustics involving the resonant frequencies of vocal

tracts or musical instruments. Formants are the distinctive (or meaningful) frequency

components of human speech.

Speech sounds may be classified into two types, voiced sounds and unvoiced sounds.

Voiced sounds are produced by forcing the air stream through the vocal cords while the

vocal cords are forced to open and close rapidly to produce a series of periodic pulses

which have a fundamental frequency (1st harmonic) which is the vocal cords vibration

frequency. The formant frequency is the resonance frequency of the vocal tract. The

formant frequencies of a vowel are determined by the parameters of the vocal tract

configuration. Unvoiced sounds are produced without the vibration of the vocal cords.

The spectrum of unvoiced sound does not have formants structure.

Each phoneme is distinguished by its own unique pattern in the spectrogram. This

pattern includes the formants in the case of voiced phonemes e.g. /b/ (as in bit), /d/

(as in din) and /v/ (as in vat). The formant with the lowest frequency is called f1, the

second f2, and the third f3. Most often the two first formants, f1 and f2 are sufficient to

recognize the phoneme. See figure (2.2).

For unvoiced phonemes, such as /s/ (as in sap) and /f/ (as in fat), the primary cue

for recognizing the phoneme is the energy distribution along the frequency axis. See

figure (2.3).

2.3 Cepstrum Coefficients

In order to represent the acoustic speech signal we use spectral representation, a standard

state-of-the-art method which is used in automatic speech-recognition systems.

Sound is produced when air is forced out from the lungs and then is filtered by vari-
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Figure 2.2: A spectrogram of 3 seconds of speech, with the first formants marked

Figure 2.3: On the left: Voiced phoneme /m/

On the right: Unvoiced phoneme /s/
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ations in the vocal tract shape. These variations in shape determine the characteristics

of the filtering function that shapes the frequency spectrum of the speech signal. Ex-

tracting the filtering function from the sampled speech signal can be used to identify the

phonetic character of the signal. Under the reasonable assumption that in short periods

of time the vocal tract acts as a LTI (Linear Time Invariant) system, a speech signal,

s(t), can be modeled as a convolution of a filter h(t) with some signal p(t):

s(t) = h(t) ∗ p(t) (2.1)

The h(t) filter is determined by the vocal tract shape, the lips, mouth cavity, teeth etc.

The p(t) signal is the excitation from the vocal cords. From the properties of Fourier

transform we get that in the frequency domain:

S(jω) = H(jω)P (jω) (2.2)

To separate these two functions (H and P ), we take the logarithm of this equation. We

take the real values and ignore the imaginary parts, since they only carry information

about the time origin of the signal.

ln |S(jω)| = ln |H(jω)|+ ln |P (jω)| (2.3)

We now take the IFFT (Inverse Fast Fourier Transform) of the equation. We get a time

domain signal in which the logarithm of the excitation source (p) and the filter (h) are

separable. We summarize the process by the following:

c(d) = IFFT (ln |FFT (s(t))|) (2.4)

c(d) is the cepstral coefficient of the signal s(t).

The higher cepstrum coefficients represent the excitation information, since P (jω)

is a rapidly varying signal (it contains high frequencies) relative to H(jω) which is a

slowly varying signal. Therefore the lower cepstrum coefficients represent general vocal

tract shape. Our analysis attempts to extract the phonemes by extracting the vocal
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tract shape. Hence we should consider the first (about 1-16) cepstral coefficients of the

signal.

Since s(t) (the speech signal) is a real signal, its Fourier transform is an even function.

Taking the logarithm of the FFT, we are still left with an even function. Therefore DCT

(Discrete Cosine Transform) is used instead of the IFFT. The DCT of an even function

is equivalent to its Fourier transform and requires only half the number of calculations

to compute.

2.4 Mel Scale

The spectrum presents a lot of fluctuations. We are not interested in all of their details.

Only the envelope of the spectrum is of interest. The information carried by low fre-

quency components of the speech signal is phonetically more important for humans than

the information carried by high frequency components. The Mel frequency cepstrum is

based on that. The mel scale is an attempt to model frequency from a purely perceptual

standpoint. A mel is a psychoacoustic unit of measure for the perceived pitch of a tone,

rather than the physical frequency. The correlation of the mel to the physical frequency

is not linear, as the human auditory system is a nonlinear system. The mapping between

the mel scale and real frequencies was empirically determined by Stevens and Volkman

in 1940 [16]. The scale is roughly linear below 1000Hz, and then decays logarithmically

as can be viewed in figure (2.4).

The mel scale was used in the process of creating the cepstrum coefficients. The

frequency axis was warped according to the mel-scale. A filter bank was used, one filter

for each desired mel-frequency component. Every filter in this bank has triangular band

pass frequency response. Such filters compute the average spectrum around each center

frequency with increasing bandwidths. This filter bank is applied to the frequency do-

main and therefore, it simply amounts to taking these triangular filters on the spectrum,

meaning that the mel filter bank was applied after the FFT. See figure (2.5).
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Figure 2.4: Frequency translation from hertz to mel

Figure 2.5: The mel cepstrum triangular filter bank
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One last step taken when computing the cepstral coefficients is to have them centered,

that is, the cepstral mean vector is subtracted from each cepstral vector. This operation

is called cepstral mean subtraction (CMS) and is often used in speaker verification. The

motivation for CMS is to remove from the cepstrum the contribution of slowly varying

convolutive noises.

2.5 Vector Quantization

After computing the mel cepstral coefficients, we are left with a continuous vector for

every frame in the signal. We transform this vector to discrete values using Vector

Quantization (VQ). VQ is a family of clustering methods that take a large set of feature

vectors and produce a smaller set of feature vectors that represent the centroids of the

distribution, i.e. points spaced so as to minimize the average distance to every other

point. The k-means clustering method was used here. It works in a simple way: Given a

set of initial clusters, it assigns each point to the Euclidean distance closest cluster, and

then each cluster-representative is replaced by the mean point on the respective cluster.

These two simple steps are repeated until convergence. The algorithm is initialized

randomly, so that the representative points are spread across the given vectors. The

following diagram summarizes the signal processing. See [10] and [11].
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Figure 2.6: The speech signal processing flow



Chapter 3

Hidden Markov Model (HMM)

3.1 Hidden Markov Model

Hidden Markov model (HMM) is a well known and well studied method. It is used

for modeling stochastic processes and sequences in various applications. Some of these

applications are found in computational biology, natural language modeling, handwriting

recognition, and especially in voice signal processing. The basic theory was published in

the 1970’s by Baum and his colleagues. Since then the theory was developed and studies

and was widely used for many learning problems, specifically for speech processing.

There are different types of HMMs. Here we will shortly explain the basic theory of

the discrete HMM. Consider a system that can be described as being at one of N states,

S1, S2, ..., Sn , at any discrete time. At time t the system changes its state from Si to Sj

with probability p(Sj|Si), the probability of changing to another state depends only on

the current state. For the complete description of the system we also need the probability

of starting in state Si, πi = p(Si). Therefore the probability that the system will be in the

following sequence of states: s1, s2, ..., sT is p(s1, s2, ..., sT ) = p(s1)p(s2|s1)...p(sT |sT−1).

This describes a first order discrete Markov chain. The Hidden Markov Model extends

that system. In the regular Markov process the states of the system are observable (phys-

ical) events. In the HMM the states of the system are hidden, they are unknown, and we
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observe a probabilistic function of the states. The stochastic process is not observable, it

can only be observed by another stochastic process. In this model, every state omits an

observation according to some distribution function over all observations. This distri-

bution is unique for every state. We mark the observation sequence as o = o1, o2, ..., oT

where oi ∈ {O1, O2, ..., OM}. The probability that state Si will omit observation Oj is

p(Oj|Si). Formally, the HMM is defined by:

1. N , the number of possible states.

2. M , the number of possible observations.

3. A, the state transitions probability matrix, Ai,j = p(Sj|Si).

4. B, the observations probability matrix, Bi,j = p(Oj|Si).

5. π, the initial state distribution vector, πi = p(Si).

We will mark the model parameters with λ = (A,B, π)

Figure 3.1: A regular HMM

3.2 HMMs Algorithms

We will now discuss the model parameters learning process, and the learning of the best

sequence of states once the model is known. In both algorithms the idea of forward-
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backward variables is used.

Forward - backward procedure

This procedure calculates the likelihood of an observation sequence, o = o1, o2, ..., oT

given a model λ = (A,B, π). In order to calculate this we need to enumerate all possible

state sequences of length T:

p(o|λ) =
∑

s=s1,s1,...sT

p(o|s, λ)p(s|λ) (3.1)

=
∑

s=s1,s1,...sT

πs1p(o1|s1)p(s2|s1)p(o2|s2)...p(sT−1|sT )p(oT |sT ) (3.2)

=
∑

s=s1,s1,...sT

πs1Bo1,s1As2,s1Bo2,s2 ...AsT−1,sT
BoT ,sT

(3.3)

Due to the summation over exponential number of paths this algorithm is unfeasible.

In order to calculate this efficiently, the forward-backward procedure uses the fact that

some sub paths are common to many continuing paths. Therefore dynamic programming

can be used for calculating the likelihood of an observation sequence in terms of partial

sequences. The forward variable α(i) is defined as:

αt(i) = p(o1, o2, ...ot, st = Si|λ) (3.4)

This is the probability of the starting observations path (o1, o2..ot) until time t and state

Si at time t. These variables are calculated iteratively:

α1(i) = πiBo1,i 1 ≤ i ≤ N (3.5)

αt+1(i) =

[
N∑
j=1

αt(j)Aji

]
Bot+1,i (3.6)

If we sum over all αT variables we get:

p(o|λ) =
N∑
i=1

αT (i) (3.7)

In a similar way the backward variables are defined:

βt(i) = p(ot+1, ot+2, ...oT |st = Si, λ) (3.8)



Chapter 3: Hidden Markov Model (HMM) 18

This is the probability of the ending observations path, form t+1 to the end, given state

Si at time t and the model. These variables are also calculated iteratively:

βT (i) = 1 1 ≤ i ≤ N (3.9)

βt(i) =
N∑
j=1

AijBot+1,jβt+1(j) (3.10)

If we sum over all β1 variables we get:

p(o|λ) =
N∑
i=1

πiBo1,iβ1(i) (3.11)

E.M Algorithm

In order to train the model parameters (A, B and π) the iterative EM algorithm is

used. This algorithm uses train sequences and tries to maximize their likelihood. The

algorithm adjusts the model parameters to maximize the probability of the observation

sequences given the model i.e.

argmax
A,B,π

P (O|A,B, π) (3.12)

Since the Maximum Likelihood (ML) estimator for this does not have a closed form

formula, an analytical solution does not exist. Therefore the algorithm estimates the

states sequence S, and calculates the model parameters according to:

argmax
A,B,π

P (O, S|A,B, π) (3.13)

This procedure, of estimating S and then estimating (A,B, π) is repeated until conver-

gence. This is the two steps E.M iterations method:

E step Uses current model parameters and observations to complete state sequence.

M step Uses observation sequences and the completed state sequence to re-estimate

model parameters.

It is important to note that at the E step it is enough to find the sufficient statistic

for the parameters estimation and not the whole sequence (we only find the expected

number of transitions from state to state.)
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In order to get the updating equations, we define the expected probability of the

transition from state Si to state Sj at time t with sequence o as ξt(i, j). This can be

calculated using the forward and backward variables:

ξt(i, j) = p(st = Si, st+1 = Sj|o, λ) =
αt(i)AijBot+1,jβt+1(j)∑

m

∑
n αt(m)AmnBot+1,nβt+1(n)

(3.14)

The expected total number of transitions from i to j is then:

T∑
t=1

ξt(i, j) (3.15)

And the expected probability of transition from i at time t is:

γt(i) =
N∑
j=1

ξt(i, j) (3.16)

Therefore the updating equations for the model parameters are:

πi = expected visits number in state i at time 1 = γ1(i) (3.17)

Aij =
expected number of transitions from state i to j

expected number of transitions from state i
=

∑
t ξt(i, j)∑
t γt(i)

(3.18)

Bi(k) =
expected number of emissions of observation vk from state i

expected number of emissions from state i
=

∑
t:ot=vk

γt(i)∑
t γ(i)

(3.19)

Although at each step of the algorithm the likelihood is increased, the algorithm is guar-

anteed to converge only to a local maxima and not to the global one.

The Viterbi Algorithm

The Viterbi algorithm is used to produce the most probable sequence of states given

a sequence of observations and given the model.

argmax
S

P (S|O,A,B, π) (3.20)
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At each time frame t the data structures are updated by finding the path with the highest

probability to each state at this time. When the entire observation sequence has been

consumed, a backtrace recovers the state sequence. To implement this effectively the

same ideas of dynamic programming used at the forward-backwards procedure are used.

Maximization over previous states instead of summation (as in the forward-backwards

algorithm) yields the following algorithm:

δ1(i) = πiBo1,i ψ1(i) = 0 (3.21)

δt+1(i) = max
j

[δt(j)Aji]Bot+1,i ψt+1(i) = argmax
j

[δt(j)Aji] (3.22)

δt(i) is the best score (highest probability) along a single path that ends at state Si, at

time t, with the first t observations. ψ is used for keeping track of the argument which

maximized δ.

Now for reconstructing the path:

ŝT = argmax
i

δT (i) (3.23)

ŝt = ψt+1(ŝt+1) (3.24)

ŝ1, ŝ2, ..., ŝT is the output path of the algorithm.

3.3 The Hierarchical HMM

In this thesis we used a HMM for phoneme recognition. As will be shown later on,

using a regular HMM alone is not enough to model the problem. Therefore we used a

Hierarchical HMM for the phonemes modeling. The topology chosen for the Hierarchical

HMM is shown in figure (3.2). First we created a separate model for every phoneme,

an “inner” HMM. Each phoneme is represented by a HMM that consists of four states,

six transitions, and three output probability density functions. The observations are

the cepstral coefficients of the recorded voice (after some discretization, as explained

in chapter 2). Three of the “inner” states can omit an observation, which is one of
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the codewords from the quantized cepstrum codebook, based on its output probability

density function. Every phoneme has four “inner” states, three for the beginning, middle

and end of the phoneme and one for the transition from the current phoneme to the next

one. The last state does not omit an observation. If N is the size of the codebook, there

are a total of N x 3 output parameters for each HMM. We separately train the “inner”

HMM for every phoneme. The “outer” HMM considers every phoneme as a state. Its

transitions probabilities are the phonemes transitions probabilities. For 44 phonemes,

this model has 44 x 44 or 1936 transitions. Its parameters are learned separately.

(a) “inner” HMM

(b) “outer” HMM, with three phonemes

Figure 3.2: The Hierarchical HMM topology

For the “inner” HMMs we use a left to right Model. The states can progress from left

to right only. This structure is implied from the states definition, since they represent

the parts of a phoneme. This assumption forces the states transition matrix to be non
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zero only on the main diagonal and the one above it, and hence simplifies the model

parameters.

A(currentState, nextState) =


p(S|S) p(M |S) 0 0

0 p(M |M) p(E|M) 0

0 0 p(E|E) p(end|E)

0 0 0 0



Figure 3.3: The inner HMM transition matrix

Finding the parameters of the hierarchical model is done in two stages. In the first

stage we use EM on every inner HMM, and train a transition probability matrix and

an observations omission matrix for every phoneme. In the second stage we statistically

compute the outer HMM transitions probabilities, and the start probabilities. In order to

use the model to find the most probable states sequence, we combine the observations and

transitions matrices into two matrices in the following way. The hierarchical observation

matrix is build by simply taking all the inner HMM observation matrices together.

BHHMM =


Binner(“e”)

Binner(“A”)

Binner(“@”)
...



Figure 3.4: The Hierarchical HMM observation matrix

The assembly of the transition matrix is a little more complex. First we set the inner

HMM transition matrices in the hierarchical HMM transition matrix. Then we set the

statistically computed transition probabilities between the phonemes in the right places

in the matrix. All the rest of the values were set to zero. The assembly of the transition
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matrix is shown in figure (3.5). This is how we build a regular HMM transition and

AHHMM =



Ainner(“e”) 0 0 . . .

(∗) (∗) (∗)

0 Ainner(“A”) 0

(∗) (∗) (∗)

0 0 Ainner(“@”)

(∗) (∗) (∗)
...



Figure 3.5: The hierarchical HMM transition matrix. The probability to go from the

end part of one phoneme, say “@”, to the start part of another phoneme, say “A”, is

the probability to go from “@” to any other phoneme multiplied by the probability to

go from “@” to “A”.

observation matrices that represent our hierarchical HMM. We used these matrices to

run the Viterbi algorithm in order to find the most probable phoneme sequence.
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The Information Bottleneck (IB)

Finding a good representation of a variable, a representation that will hold the maximum

information relevant for us, is a very difficult problem. For example, if we think of a

speech signal, it has a lot of redundant data with respect to the information we are

trying to retrieve from it. If we are interested in the speaker identity, all the information

regarding the content of the speech is unnecessary. On the other hand, if we are interested

in word recognition, all the information about the speaker, his mood, his tone, his accent,

the loudness of the sound etc. is irrelevant.

The Information Bottleneck algorithm tries to solve this problem by finding the best

compression/representation of a variable while keeping as much information as possible

about another variable. The Information Bottleneck was first introduced by Naftali

Tishby, Fernando Pereira, and Lillian Lee in 1999. This method has been applied to

various applications as document classification, word clustering, and gene expression

analysis.

4.1 The Information Bottleneck method

Information Bottleneck tries to solve the problem of finding the best representation of

a variable while maximizing the information about another variable. The Information
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Bottleneck assumes a model of one variable that produces another one, a target variable.

Given their joint distribution it tries to compress the first variable to an intermediate

variable. This intermediate variable should keep as much information as possible about

the target variable.

Let X be the first variable space, the space of our input signal, the one we want to

compress. Let Y be our target variable space, the target signal space. For example, in

this thesis we use speech recordings signals as X, and the phonemes labeling as Y . In

our setting both X and Y are discrete and finite sets. (The input signal goes through a

quantization that was detailed in chapter 2.)

��
��
X ��

��
Y-

Figure 4.1: Y is independent on X, we have a joint distribution p(x, y)

Let us mark T as our intermediate compressing and preserving variable space. We

can think of t ∈ T as a variable preserving some relevant features about x ∈ X. The

y ∈ Y variable determines which features are considers relevant.

��
��
X ��

��
Y-

��
��
T

?

Figure 4.2: T is a compressed version of X. Given X, T and Y are independent.

For each x ∈ X we look for a mapping t ∈ T . The mapping is characterized by a

conditional p.d.f. p(t|x). This mapping gives us a soft clustering of X, each x ∈ X is

associated with t ∈ T with probability p(t|x). We want to minimize the number of bits

in the representation of X. The entropy of X:

H(X) =
∑
x

p(x) log
1

p(x)
(4.1)



Chapter 4: The Information Bottleneck (IB) 26

is the number of bits we need to specify X (if the log is in base 2). It is the average

length of the shortest description of X. 2H(X) is the volume of X, the total number of

typical X values. The conditional entropy of X given T :

H(X|T ) =
∑
x

p(x)
∑
t

p(t|x) log
1

p(t|x)
(4.2)

is the expected uncertainty remaining on X once we know T . 2H(X|T ) is the average

volume of the elements in X that are mapped to the same codeword in T . For each

typical T value we have 2H(X|T ) possible X values. Since we want T to be a minimized

representation of X, we want to minimize the average cardinality of the partitioning

of X, which is given by the ratio of the volume of X to the volume of the partition:

2H(X)/2H(X|T ) = 2I(X;T ), where I(X;T ) is the mutual information of X and T :

I(X;T ) = H(X)−H(X|T ) =
∑
x

∑
t

p(x, t) log
p(x, t)

p(x)p(t)
(4.3)

Therefore we aim to minimize this mutual information.

In order to compress X as much as possible we try to minimize the mutual informa-

tion between X and its compression variable T . If this was our only constraint we could

reduce T to one value, that all values of X would be mapped to it. However, we do have

another constraint. We want T to keep information about another variable, Y . In order

to save as much information as possible about Y , we need to maximize the amount of in-

formation that T has about Y , which is the mutual information between them. Meaning

that while trying to minimize I(X;T ) we try to maximize I(T ;Y ). There is a trade-

off between these two goals, compressing the representation and preserving meaningful

information.

In order to find a solution for the compression-preservation problem the Information

Bottleneck method tries to solve the following problem:

min
p(t|x)

I(X;T )− βI(Y ;T ) (4.4)

P (t|x) is the conditional distribution that defines T . β is the tradeoff parameter. It

defines the tradeoff between compression of X and preservation of Y . In the extreme
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case where β = 0, we are interested only in the compression of X, in this case the

solution is when I(X;T ) = 0, T is a variable with a single value, all values of X are

mapped to that single value. The compression is maximized, but of course all information

is lost. In the other extreme case β = ∞, and we are interested in preserving the

information of Y , rather than compressing X. The solution in this case is where T = X,

I(Y ;T ) = I(Y ;X), which is this upper bound of the information (according to the data

processing inequality, since T is derived from X.) and I(X;T ) = I(X;X) = H(X),

which is the upper bound of I(X;T ), meaning that there is no compression in this case.

4.2 Information Bottleneck algorithms

There is an exact formal solution for the minimum problem we introduced in the previous

section. We assume that p(x, y) is known and β is given, the solution for equation (4.4)

is achieved by using lagrange multipliers. We aim to solve minp(t|x) I(X;T )− βI(Y ;T )

with the normalization constraints on p(t|x). The Lagrange functional is:

L = I(X;T )− β(T ;Y )−
∑
x

λ(x)
∑
t

p(t|x) (4.5)

=
∑
x,t

p(t|x)p(x) log
p(t|x)

p(t)
− β

∑
t,y

p(t, y) log
p(t|y)

p(t)
−
∑
x

λ(x)
∑
t

p(t|x)

L is differentiated with respect to p(t|x). Solving δL
δp(t|x) with the normalization constraint∑

p(t|x) = 1 gives:

p(t|x) =
p(t)

Z(x, β)
e−βDKL[p(y|x)||p(y|t)] ∀t ∈ T,∀x ∈ X (4.6)

where Z(x, β) is a normalization factor and

DKL[p(y|x)||p(y|t)] =
∑
y

p(y|x) log
p(y|x)

p(y|t)
(4.7)

This solution uses p(t) and p(y|t), to compute these probabilities we use the following

equations:

p(t) =
∑
x

p(x)p(t|x) (4.8)
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p(y|t) =
1

p(t)

∑
x

p(x, y)p(t|x) (4.9)

The last is true since Y and T are independent given X. These equations use p(t|x)

which is defined in (4.6). We see we have self consistent equations. Therefore an

iterative algorithm is needed.

There are four algorithms for solving this problem [5]. We will present two of them,

the iIB and the aIB.

4.2.1 The iIB: an iterative optimization algorithm

For a given β and a given clusters number, we can iteratively solve these self consistent

equations. First we initialize the probability of T given X p(t|x), we can initialize it

randomly. Then we can compute p(t) and p(y|t) according to equations (4.8) and (4.9).

For every iteration we update p(t|x) according to equation (4.6), and then update p(t)

and p(y|t) again using (4.8) and (4.9). The iterations stop when we are close enough

to the minimum point. At the end of each iteration we compute the distance of the

current p(t|x) to p(t|x) from the previous iteration. If this distance is small enough we

stop. The distance can be measured by Jensen-Shannon (JS) divergence.

JSπ [p1||p2] = π1DKL [p1||p] + π2DKL [p2||p] (4.10)

were π = {π1, π2}, πi ∈ [0, 1], π1 + π2 = 1 and p = π1p1 + π2p2.

This measure defines the distance between two probabilities. It is non-negative, it equals

zero if and only if p1 = p2, it is a symmetric measure, but it does not satisfy the triangle

inequality. We can run this algorithm a few times with different initializations and

take the solution that minimizes L = I(X;T ) − βI(Y ;T ). This algorithm is similar to

the Blahut-Arimoto algorithm used in rate distortion theory, but in contrast to it, this

algorithm does not promise a convergence to a global minimum of L. It can converge to

a local minimum. We summarize this algorithm by given its pseudo-code in fig. (4.3).
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Initialization:

p0(t|x)← random initialization.

Loop:

pm(t)←
∑

x p(x)pm−1(t|x), ∀t ∈ T

pm(y|t)← 1
pm(t)

∑
x p(x, y)pm−1(t|x), ∀t ∈ T, ∀y ∈ Y

pm(t|x)← pm(t)
Z(x,β)

e−βDKL[p(y|x)||pm(y|t)], ∀t ∈ T, ∀x ∈ X

while JS 1
2
, 1
2

[pm(t|x) || pm−1(t|x)] > ε

Figure 4.3: Pseudo-code for the iIB algorithm

4.2.2 The aIB: an agglomerative algorithm

This is a greedy agglomerative clustering algorithm for solving the IB minimization

problem in a simple way. It finds the best clustering using merges in a bottom-up way.

We start with the extreme solution T = X. In this solution every value of X is mapped

to a value in T . This is the maximum number of clusters we can get. Now in order to

reduce the number of clusters we merge two clusters into one. We proceed until we get

the desired number of clusters. The form of the new cluster: if the previous clusters

were t1, t2, ..., tn and we decided (according to some criteria that will be explained later)

to merge ti, tj into cluster t the new cluster probability given X (this is the probability

that determines the cluster) is the sum of the probabilities of the merged clusters:

p(t|x) = p(ti|x) + p(tj|x) (4.11)

We consider the new cluster as a unification of the two previous clusters. If we sum this

equation over x we get the marginal probability of the new cluster:

p(t) = p(ti) + p(tj) (4.12)
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In order to get the probability of Y given the new cluster we multiply equation (4.11)

with p(y, x) and sum over x:∑
x

p(x, y)p(t|x) =
∑
x

p(x, y)p(ti|x) +
∑
x

p(x, y)p(tj|x) (4.13)

now, since T is independent of Y give X:∑
x

p(x, y)p(t|x, y) =
∑
x

p(x, y)p(ti|x, y) +
∑
x

p(x, y)p(tj|x, y) (4.14)

=⇒
∑
x

p(t, x, y) =
∑
x

p(ti, x, y) +
∑
x

p(tj, x, y)

=⇒ p(t, y) = p(ti, y) + p(tj, y)

=⇒ p(y|t)p(t) = p(y|ti)p(ti) + p(y|tj)p(tj)

=⇒ p(y|t) = p(y|ti)p(ti)/p(t) + p(y|tj)p(tj)/p(t)

We can mark πk = p(tk)/p(t) and we get:

p(y|t) = πip(y|ti) + πjp(y|tj) (4.15)

The probability of getting Y given the new cluster is the weighted probability of seeing Y

given the merged clusters. How do we choose which clusters to merge? Using equations

(4.11), (4.12) and (4.15) we can compute I(X,T ) and I(Y, T ) after each merge. Recall

that we want to minimize L = I(X;T ) − βI(Y ;T ). We compute the value of L before

the merge and mark it as Lbefore, and compute L after the merge and mark it as Lafter.

The gain we get from the merge is therefore G = Lbefore − Lafter. Since we want to

minimize L, we want to choose the merge with the maximum gain. To conclude, the

aIB algorithm initializes T to X. Then it goes over all pairs of clusters and computes the

gain of merging them. It chooses the merge with the maximum gain, and performs the

merge. The merging continues until we reach the desired number of clusters (determined

by the user). This algorithms pseudo-code is given in fig. (4.4).

Until now we have considered T as a “soft” clustering of X. Every value of X

belonged to a specific value of T with some probability. But we can also get “hard”
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Initialization:

T ← X

Loop:

{i, j} ← argmaxi′,j′ G

t← merge{ti, tj}

remove ti and tj from T , add t to T

while |T | > desired number of clusters

Figure 4.4: Pseudo-code for the aIB algorithm

clustering of X. This is the case when the probability p(t|x) gets values of zeros and ones.

Then we get for every value of X exactly one value of T (the value that gets probability

one.) In this case H(T |X) = 0 since once we know x we know to which cluster it belongs

too. Hence I(X;T ) = H(T ) −H(T |X) = H(T ). The effort of minimizing this term is

concentrated when β is decreased. As the entropy of T decreases, the distribution of

T tends to be unbalanced. Therefore when we take small values of β we tend to get

less balanced “hard” clustering of X. An unbalanced distribution, in our case, means

that we get one large cluster and many small clusters. The large cluster corresponds

to features of X that are not significant for Y . The features that are important for

predicting Y will get their own cluster.



Chapter 5

Combining IB and HMM

5.1 Theory

Current HMM based speech-recognition approaches use a universal set of features ex-

tracted from the original speech signal. These features hold diverse information about

the signal, not all of which is relevant for the specific recognition task. The speech signal

contains information about the content of the speech, the speaker’s identity, sex, accent,

tone etc. Every recognition task has its own relevant set of features. Therefore only

a subset of the signal’s features should be extracted and used for every task. Almost

all HMM based speech-recognition formulations use an observation space defined by a

temporal sequence of feature vectors computed at a fixed frame rate, in a similar way to

the one defined in chapter 2. In this thesis we propose to improve the feature extraction

process in the HMM based speech-recognition methods, in a way that utilizes the recog-

nition task. We achieve this improvement by using the Information bottleneck method

to extract the task-relevant features to be used as observations for the HMM.

The task of phonemes recognition can be viewed as a difficult compression problem.

We compress the high entropy continues speech signal to a finite set discrete signal, the

phonemes sequence. An example of a speech signal and its phoneme sequence is given

in figure (5.1).
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Figure 5.1: A speech signal segmented to its phoneme sequence
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Another difficulty in the compression of a speech signal to a phoneme sequence lies in

the different rate of these two signals. Each phoneme is spread over a different number of

time frames. A process that aims to recognize phonemes needs to find the segmentation

of the speech signal into different length segments, each segment representing a phoneme.

An example for these different rates can be seen in figure (5.1), and more specifically in

figure (5.2).

Figure 5.2: The phonemes ’m’ and ’b’. The ’m’ phoneme lasts over 960 samples (0.12sec).

The ’b’ phoneme lasts over 232 samples (0.029sec)

The HMM mechanism is used to solve the segmentation problem. The HMM is

designed to capture the variation in the phonemes duration. The HMM also compresses

the signal, it represents all the acoustic wealth with a number of finite states. It also

creates a Markovian order, it prioritize sequences with the ”right” order. In the following

section we discuss two HMM’s. The first is a model with a state for every phoneme. In

this model every state (phoneme) has a transition arc to itself. Therefore every phoneme
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can get a different length, and hence the different rates problem is solved. The second

is a Hierarchical HMM, were every phoneme is modeled with a HMM, with three states.

In this model, the variation is captures with the inner arcs of each model states.

The Information Bottleneck method is used to help solve the hard compression prob-

lem in a target directed way. It is used at the front end part of the process, before

applying the HMM, as a filter for the observations. More specifically, we use the IB in

the observations matrix (the B matrix). This will be explained in more details in the

next sections.

5.1.1 Standard speech recognition using HMM

The intuitive model

First we tried to implement a standard HMM based speech-recognition system. The

obvious choice for the model would be one state for every phoneme:

i. Each phoneme has a state.

ii. The observations are the standard Mel-Cepstrum speech feature-extraction as pre-

sented in chapter 2.

iii. Initial probabilities are computed from the labeled examples.

This HMM consists of 44 states (for 44 phonemes), 44x44=1936 transition probabilities,

since each state has a transition to itself and to all other states, and 44x256=11264

output probabilities, since each state omits an observation. The observations are one of

the codewords from the quantized cepstrum codebook. Each state is characterized by

a different pdf on the codebook. We tried to learn the transition probabilities and the

emission probabilities with the E.M. algorithm (defined in chapter 3.) Then we tried to

learn the best sequence of states, using the Viterbi algorithm. The results were poor, as

can be seen in the results section (5.2.3). We conclude that this model does not fit the

problem.
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The intuitive model sets one state for every phoneme. For example the word “yes”

will have three states /y/, /E/ and /s/. Early recognizers were designed in this way, but

it was found that phonemes have such a great influence on neighboring phonemes that

an /E/ that follows /s/ may look very different from an /E/ that follows some other

phoneme such as /b/.

Phonemes are different one from another, but are not unchanging themselves. A

phoneme can be identifiably like all its occurrences yet not identical. A phoneme sound

and the neighboring phonemes are always varying. In order to account for these neigh-

boring effects, we need to split every phoneme into few parts. Current strategies split

phonemes into three or five parts. It is possible to split every phoneme to a different

number of parts, considering the typical duration of the phoneme as well as how much

influence the surrounding phonemes have on it. We chose, in our next HMM, to divide

each phoneme into three states. An introductory state, on the way in from the previous

phoneme, a middle state and an exiting state, on the way out to the next phoneme.

This leads us to our next model: three state HMM for every phoneme.

Hierarchical model

We improved the model to a Hierarchical HMM. Every phoneme is modeled by an inner

HMM with three omitting observation states. The inner model is a left to right model,

transitions are only allowed to higher numbered states or to themselves. Alternatively,

we could have chosen an “ergodic” model in which all states are linked to all others. Since

the left to right model is more restrictive, less parameters need to be learned, it is prefer-

able in this stage. Each of the 44 phonemes is represented by an HMM that consists of

four states (the fourth is an end state that does not omit an observation), six transitions

and three different output probability functions. Each of the three omitting states is

connected to one output pdf. Each output pdf represents the codebook for the quantized

cepstral coefficients. For a 256 sized codebook, this model has 256x3x44=33792 output

probability parameters (768 for each inner HMM), 6x44=264 inner transition probability
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parameters, 44x44=1936 phonemes transition probability parameters, as all transitions

from all phonemes are allowed, and 44 beginning probability parameters. Each inner

HMM was trained separately, and all inner HMMs were joined together to create the

hierarchical model. The transitions between phonemes, as well as starting probabilities

were computed from the labeled training set. Section (3.3) gives a detailed explanation

for this model and its training process.

Figure 5.3: Mel Cepstrum coefficients are extracted from the speech signal, after VQ

the signal is passed to the HHMM. The Viterbi algorithm creates the signal ŷ. The

reference labeling y is then compared to ŷ.

The results of this model are presented in section (5.2.4). Now that we have achieved

fairly good results for phoneme-recognition using HMM in the standard approach, we

show how these results can be improved by a sophisticated feature selection, which takes

the target into account.

5.1.2 Using Information Bottleneck for feature extraction

The standard feature extraction procedure for speech today does not consider the recog-

nition task when extracting features from the speech signal. Here we want to apply

the Information Bottleneck approach and use the phonetic labels to extract informative

representation of the signal.
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The Mel-cepstrum coefficients were extracted from each speech signal. The signal was

divided into 32msec long frames. Every frame was multiplied by a Hamming window,

Fourier transformed and mel-scaled. The log was taken from the mel-scaled coefficients

and DCT transformed. The first 16 coefficients were taken, and a Vector Quantization

process was performed for discretization to N discrete values (typically 256, 128 or 64).

So far this is the processing done to the speech signal when using HMM. Now we extend

this process and apply the IB algorithm. We use the Information Bottleneck as a front

end for the HMM. We compute the Information Bottleneck compressing variable on

the quantized cepstrum coefficients speech signal. The probability distribution over

the new compressed variable defined the states of the HMM. Let us mark x as the

quantized signal. The N codebook values are the X domain for our x variable, which

we want to compress. The phonetic labeling of each frame is our target y variable. Our

goal is to compress X into a smaller domain but still keep information about Y . The

empirical mutual information between x and y is calculated, and the Agglomerative

IB (aIB) algorithm is applied to the X domain and a smaller codebook is found. The

compressed variable, t, is now used as the feature for the HMM. We calculated the

Figure 5.4: After processing the speech signal we use the labeling y to extract only

the relevant information from x, the output from the aIB algorithm, t, is passed to the

HHMM.
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mutual information through these stages, and the recognition results. The results were

compared to the regular HHMM recognition process.

5.2 Results

In this section we present the results of the HMM, Hierarchical HMM and HHMM using

IB approach.

5.2.1 The Database

Our database is taken from the OGI multi-language phonetically transcribed corpus [12]

[13]. The OGI Multi-language Telephone Speech Corpus consists of telephone speech

from 11 languages. The corpus contains fluent continuous speech. We used the time-

aligned phonetically transcribed ”stories” section of the English data set. This section

consists of unsolicited speech from 50 different speakers on a topic of their choice. The

speech data was collected over the public telephone network. It was sampled at 8khz

and quantized to 14 bits/sample. The files were stored in 16bit linear format on a UNIX

file system. Each utterance was recorded as a separate file. The OGI speech data is

time aligned transcribed, figure (5.5) shows an example of a labeling file.

The transcription of the OGI speech is done using the Worldbet phonetic alphabet.

The transcriptions are aligned to a waveform, by placing boundaries to mark the begin-

ning and ending of words. In addition to the specification of boundaries, the original

transcription includes additional commentary on salient speech and non-speech charac-

teristics, such as glottalization, inhalation, and exhalation. The original labeling makes

use of diacritic symbols to augment the standard phonemes to show phonetic details.

Phonetic phenomena that are transcribed include excessive nasalization, glottalization,

frication on a stop, centralization, lateralization, rounding and palatalization. Diacritics

are used to show finer detail than the base symbol is designed to give. With few excep-

tions, base labels represent single phonemes while diacritics provide additional phonetic
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MillisecondsPerFrame: 1.000000

END OF HEADER

3 42 .pau

42 61 D

61 131 i:

131 182 gc

182 210 g

210 291 ^

291 344 v

Figure 5.5: Labeling file example. The first two lines of the file contain the header, and

the remaining lines contain the words spoken preceded by the start and end times in

milliseconds.

detail. For the purpose of this thesis pure phonemic labels were needed. These diacritics

were manually removed in order to get less detailed phoneme set. Table (5.1) details

the different diacritics and the way they are handled. Table (5.2) lists the phoneme set

used in this thesis. The original phoneme set was reduced from about 200 different sym-

bols to 44 phoneme set plus an extra symbol, ’.bla’, for all non-speech or unrecognized

symbols.

The database used in this thesis includes about 190 files from about 50 different

speakers. Each file is about 50sec long. We used about 170 randomly chosen files for

training and 20 files for testing. We performed evaluations using the 45 phoneme set.
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(a)

Diacritic Type

fp filled pause

ln line noise corruption

bn background noise

h aspirated

x centralized

[ dental

( flapped (consonant)

F fricated stop

?* glottal onset

? glottalized

l lateral release

: lengthened

n nasal release

˜ nasalized

NL not in the language

j palatalized

r retroflexion

i less rounded

w more rounded

= syllabicity

v voiced

0 voiceless

* waveform cut off

(b)

Diacritic Type Changed to

m= syllabic m m

n= syllabic n n

l= syllabic l l

N= syllabic N N

pc stop closure ph

tc stop closure th

kc stop closure kh

bc stop closure b

dc stop closure d

gc stop closure g

tSc stop closure tS

dZc stop closure dZ

.ls smacking lips noise .bla

.ns non-speech sounds .bla

.vs high pitched squeaks .bla

.bn background noise .bla

.ln line noise .bla

.ct a clear throat .bla

.uu unintelligible speech .bla

.br Breath noise .bla

.glot Glottalization .bla

Table 5.1: Table (a) The Diacritics, all these diacritics were ignored. Table (b) Other

detailing symbols. Each of these symbols was replaced by an appropriate label. The

marking ’=’ marks a syllabic consonant. The “stop closure” symbol ’c’, marks the

articulators closure before a phoneme. The rest of the labels, label all sorts of sounds

that are not speech, we label them all with one symbol ’.bla’.
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Phoneme Example Description Occurrences

ph pan Consonant 3041

th tan Consonant 7966

kh can Consonant 5101

b ban Consonant 2784

d dan Consonant 5732

g gander Consonant 1534

m me Consonant 2802

n knee Consonant 6178

N sing Consonant 935

f fine Consonant 1571

T thing Consonant 584

s sign Consonant 4483

S assure Consonant 573

h hope Consonant 981

v vine Consonant 1566

D thy Consonant 2059

z resign Consonant 1755

Z azure Consonant 39

tS church Consonant 783

dZ judge Consonant 887

l limb Consonant 3437

9r right Consonant 3118

j yet Consonant 682

w when Consonant 2140

Phoneme Example Description Occurrences

i: beet Vowel 3484

I bit Vowel 7103

E bet Vowel 2740

@ bat Vowel 2282

ux suit Vowel 9

& above Vowel 3009

u boot Vowel 1075

U book Vowel 405

ˆ above Vowel 6092

> caught Vowel 974

A father Vowel 2059

3r bird Vowel 1456

&r butter Vowel 689

ei bay Diphthong 1596

aI bye Diphthong 2034

>i boy Diphthong 111

iU few Diphthong 15

aU about Diphthong 584

oU boat Diphthong 1323

.pau Relative quietness 6109

.bla Non-speech 4349

Table 5.2: List of phonemes used in this thesis and their occurrences in the data base.
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5.2.2 Evaluating the Results

For evaluation purpose we ran the Viterbi algorithm on the testing set and compared the

output phoneme sequence to the original labeling. In order to evaluate the results (i.e.

to compare the output labeling to the original one) we computed the output labeling

accuracy.

Sequence Alignment

Finding similarity between sequences is important for many applications such as biolog-

ical genes or protein research, spell checking, plagiarism detection, and speech recogni-

tion.

The problem settings:

Input: two sequences, s and t, over the same alphabet, Σ

Output: an alignment of the two sequences

Example:

. . . GCGCATGGATTGAGCGA

. . . TGCGCCATTGATGACCA

A possible alignment:

- GCGC - ATGGATTGAGCGA

TGCGCCATTGAT - GACC - A

The alignment has three elements. Perfect match, mismatch and insertions or dele-

tions. There are many possible alignments for two sequences matching. In our previous

example another match can be:

- - - - - - GCGCATGGATTGAGCGA

TGCGCC - - - - ATTGATGACCA - -

A scoring method should be defined in order to choose which alignment is better. The in-

tuition behind the scoring method for alignment is that the two input sequences evolved

from a common ancestor, or in our phoneme alignment example, the tested sequence was
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evolved from the reference sequence. The evolution procedure included three types of

mutations. Replacement, one letter replaced by another. Deletion, deletion of a letter.

Insertion, insertion of a letter. Scoring for sequence similarity should examine which and

how many operations took place. A scoring rule scores each position independently and

gives a different score for a match, mismatch and deletion. The score of the alignment is

the sum of all positional scores. A more general scoring rule can give different scores to

different mismatches, since some changes are more plausible than others. For example,

in protein sequence alignment the exchange of an amino-acid by one with similar prop-

erties can get a better score (lower penalty) than an exchange of an amino acid with

opposite properties. In phonemes alignment, an exchange of similar phonemes, can get

less penalty than an exchange of unrelated phonemes.

The formal definition of a scoring function:

σ : (Σ ∪ {−})× (Σ ∪ {−}) 7→ < (5.1)

where Σ is the alphabet of the sequences, σ(x, y) is the score of replacing x by y, σ(x,−)

is the score of deleting x and σ(−, x) is the score of inserting x. The score of an

alignment is the sum of all positions scores. In order to find the best alignment between

two sequences we define the edit distance:

The edit distance is the minimum score over all possible alignments. It is the score

of the ”cheapest” set of edit operations needed to transform one sequence into the other.

d(s, t) = min
alignment of s&t

(score(alignment)) (5.2)

The edit distance of two sequences is the measure of how close, or similar, these two

sequences are. This distance is used to find the best alignment between two sequences.

The problem is computing the edit distance. If |s| = n and |t| = m then there are

more than
(
m+n
m

)
possible alignments. The additive form of the score allows to perform

dynamic programming to compute the edit distance efficiently.

A recursive solution. The edit distance between the sequences will be calculated by

solving many edit-distance problems on the suffixes of the two sequences. We define
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V [i, j] = d(s[1..i], t[1..j]). The optimal alignment between s[1..i+1] and t[1..j+1] holds

one of these three cases. The last position in the optimal alignment is (s(i+ 1), t(i+ 1)),

the last position is (s(i+ 1),−) or the last position is (−, t(i+ 1)). Therefore we get the

recursion:

V [i+ 1, j + 1] = min


V [i, j] + σ(s[i+ 1], t[j + 1])

V [i, j + 1] + σ(s[i+ 1],−)

V [i+ 1, j] + σ(−, t[j + 1])

(5.3)

With the initialization:

V [0, 0] = 0

V [i+ 1, 0] = V [i, 0] + σ(s[i+ 1],−)

V [0, j + 1] = V [0, j] + σ(−, t[j + 1])

(5.4)

A dynamic programming solution. A direct implementation of the above recursion

will be very inefficient because of the exponential number of recursive calls. Therefore

a dynamic programming approach is used. We avoid recomputing the same quantity

over and over again. Instead of using recursion, a nested loop is used, that calculates

V [i + 1][j + 1] in the right order so that V [i][j], V [i][j + 1], and V [i + 1][j] are all

computed and stored before computing V [i + 1][j + 1]. Ones all values of V have been

calculated, the edit distance is found in V [n][m]. In order to be able to reconstruct

the best alignment, when calculating each value of V the case in the recursive rule that

maximized the score is recorded. Now the trace back of the path from V [n][m] to V [0][0]

corresponds to the optimal alignment. The time and space complexity is O(mn).

Computing sequences similarity

We used the Hidden Markov Model Toolkit (HTK) for evaluating our results [14]. We

used HResults, which is the HTK performance analysis tool. It reads in a set of label

files and compares them with the corresponding reference transcription files. Computing

the accuracy starts by matching each of the recognized and reference label sequences

by performing an optimal alignment using dynamic programming as described in the
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previous section. The optimal alignment is found by minimizing an objective function

that penalizes substitutions with the value 10 and deletions and insertions with value 7.

The optimal alignment is the label alignment which has the lowest possible score.

Once the optimal alignment has been found, the number of substitution errors S,

deletion errors D and insertion errors I can be calculated. The correct percentage is

defined as:

PercentCorrect =
N −D − S

N
x100% (5.5)

N is the total number of labels in the reference labeling. Note that this measure ignores

insertion errors. The percentage accuracy is defined as:

PercentAccurate =
N −D − S − I

N
x100% (5.6)

5.2.3 Intuitive Model Results

The poor results received from the first HMM model, the “one state per phoneme” model,

are shown in table (5.3). The training process was done over 173 files. The model was

tested over 17 files. The test was done with a codebook of size 256 for the HMM

observations. The negative accurate results can be explained by the high insertions

number. Since there were many insertions, about 50% from the phonemes number,

and few deletions (about 10%) we can conclude that the phonemes segmentation was

erroneous. Hence it is clear that the output labeling does not fit the reference labeling,

and that the ”intuitive” model does not describe our problem.

5.2.4 Hierarchical Model Results

Table (5.4) shows the hierarchical model results, where we used three states HMM for

every phoneme. We used the same files for training and testing and the same codebook

size as in the intuitive model testing.

The correlation between the output labeling and the reference labeling is significant.

This model can be further improved for better accuracy. It was shown in previous
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File Correct% Accurate% Correct Deletion Substitution Insertion Phonemes

No. Labels (H) (D) (S) (I) Number (N)

1 36.85 -15.91 220 24 353 315 597

2 37.55 -10.22 202 43 293 257 538

3 38.72 -16.81 175 38 239 251 452

4 35.70 -10.66 211 59 321 274 591

5 37.74 -4.68 234 41 345 263 620

6 42.62 -11.21 228 29 278 288 535

7 40.62 -28.27 171 14 236 290 421

8 44.41 -48.60 159 20 179 333 358

9 43.52 -32.97 198 22 235 348 455

10 38.71 -24.95 180 27 258 296 465

11 42.05 -25.31 201 29 248 322 478

12 42.47 -29.84 158 19 195 269 372

13 47.28 -4.28 287 32 288 313 607

14 42.00 -10.17 252 37 311 313 600

15 48.88 -1.38 283 44 252 291 579

16 40.87 -16.35 215 41 270 301 526

17 37.70 -2.83 213 55 297 229 565

Avg: 41.04 -17.32 211 34 270 291 515

Table 5.3: Results table for “one state per phoneme HMM”
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File Correct% Accurate% Correct Deletion Substitution Insertion Phonemes

No. Labels (H) (D) (S) (I) Number (N)

1 27.47 23.95 164 218 215 21 597

2 27.14 24.72 146 224 168 13 538

3 32.52 30.97 147 152 153 7 452

4 29.10 26.90 172 213 206 13 591

5 33.06 31.61 205 222 193 9 620

6 36.64 34.95 196 162 177 9 535

7 30.17 28.27 127 131 163 8 421

8 39.39 34.92 141 90 127 16 358

9 32.09 27.69 146 125 184 20 455

10 30.97 28.39 144 154 167 12 465

11 36.82 34.31 176 148 154 12 478

12 33.87 30.65 126 120 126 12 372

13 43.00 42.17 261 175 171 5 607

14 34.00 32.00 204 217 179 12 600

15 39.90 37.65 231 183 165 13 579

16 34.41 30.80 181 178 167 19 526

17 33.98 32.92 192 204 169 6 565

Avg: 33.79 31.34 174 171.5 169.5 12 515

Table 5.4: Results table for “three states per phoneme HMM”
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research that using continuous observations densities HMM yields better results than

using discrete observations HMM. However, since our argument of improvement can be

validated with both models, then for the purpose of simplicity and convenience we have

used discrete observations in our model. Therefore the present model is sufficient for

our purpose.

5.2.5 Information Bottleneck for Feature Extraction Results

First we will present the mutual information calculations through the IB feature extrac-

tion process. These are the results when running the aIB algorithm over our train data

that consists of 173 files. We ran it a few times with different β values and recorded the

mutual information results during the process.

Figure 5.6: Mutual information during the cluster merger process of the aIB algorithm,

for different values of beta. This figure shows the normalized mutual information of T

and X against the normalized mutual information of T and Y , the points where T = 50

are circled in blue

We aim to compress X (I(T ;X) can be small), while still maintaining most of the

relevant information about Y (I(T ;Y ) should be high). In figure (5.6) we see this

tradeoff. We can see the tension between I(T ;X) and I(T ;Y ), as we decrease I(T ;X),
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we loose information about Y .

Figure 5.7: Mutual information during the cluster merger process of the aIB algorithm,

for different values of beta. This figure shows the information of T and Y against the

number of clusters.

We can decrease T only to a certain amount before losing to much information about

Y . In the aIB algorithm T is initialized to X, and then its dimension is decreased in a

series of mergers. In figure (5.7) we can see what happens to the information about Y

during this degradation. The “knee” in this graph indicates the area where decreasing

the dimension further will cause losing too much information. Decreasing the dimension

is worth while, up to the “knee” point. As explained in the IB chapter (4), the higher

the beta, the more emphasis we get on keeping information about Y . We need to keep

as much information about Y as possible, as we aim to recognize it. Therefore we chose

to use β = 1000. The “knee” point in the graph in this area is around 50− 100.

So far we’ve seen results from the training process. The following figures show the

results of the aIB algorithm applied to our test files. In figure (5.8) we compare the

mutual information between the original labeling Y and the quantized signal X, to the

mutual information between Y and the compressed variable T . In order to measure the

I(T, Y ) we run the aIB algorithm on our train data and created a codebook for varying
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Figure 5.8: I(X, Y ) (in blue) compared to I(T, Y ) (in red) for different clusters number

when applying the results from the aIB algorithm on our test data.

number of clusters. The original X signal was quantized to 1024 clusters in the VQ

process. For each number of clusters we used the codebook to compress our test data.

The I(X, Y ) measures were taken after quantizing the original X signal to the desired

number of clusters directly with the VQ process. We see that the mutual information is

higher when starting from a large codebook and reducing it using IB than the mutual

information when using a smaller codebook directly. This proves that the IB process

extracts more relevant information on the Y signal. This difference may seem small,

but we will see that it has a very large influence later in the process when using this

variable for the prediction of Y . We also notice that from about |T | = 420 the graphs

coincide. Which means the limit of the information that can be received from X about

Y has been reached.

In the IB process we aim to maximize the mutual information between T and Y ,

and to minimize the mutual information between T and X. The corresponding mutual

information I(X,T ) is shown in the following figure (5.9).

Figure (5.9) shows us the compression of X. These measures were taken the in
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Figure 5.9: I(X,X) = H(X) (in blue) compared to I(X,T ) (in red) for different clusters

number when applying aIB algorithm.

same way as in the previous figure. I(X,T ) was computed on the test data according

to the aIB codebook received on the train data. The entropy of X was computed on the

test data, when using the compression on the train data only with VQ. We can see that

the IB algorithm losses more information about x when compressing it than in the VQ

compression applied directly. When taking into account figure (5.8) we can determine

that the information that was lost was unnecessary for predicting Y .

Now we shall see the results after applying the HHMM. In order to achieve the results

in the following two figures, we run the Hierarchical HMM for every value of |T | after

the IB quantization, and without the IB quantization (using VQ directly to get the

same number of clusters). The results are shown on the test data, the research results

(HHMM after IB) were obtained by using VQ to get X in 1024 clusters, then using the

code-book from the aIB to reduce the number of clusters (creating t signal) and then

applying the Viterbi algorithm to get the ŷIB signal. The reference results (HHMM only)

were obtained by using VQ directly to get X in the wanted clusters number and then

applying the Viterbi algorithm to get ŷ. Figure (5.10) shows the mutual information
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of the reference labeling y, with the estimated labeling ŷ obtained by using Viterbi

algorithm. Two graphs are shown, one for HHMM alone, and one with IB and HHMM

combined.

Figure 5.10: I(y, ŷIB) (in red) against I(y, ŷ) (in blue). HHMM is compared to HHMM

with IB.

We can see that as we expected the mutual information between the reference label-

ing y and the estimated labeling ŷ is much improved when using IB for feature extraction

to the HHMM. We notice that the improvement is very high at small enough clusters

number, around |T | = 64. Around |T | = 500 the graphs become very close, The infor-

mation from X about Y has reached its saturated point. Finally, figure (5.11) presents

the recognition success results. These results are the PercentCorrect results defined in

(5.2.2).
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We see there is a great improvement of the recognition results when applying IB

Figure 5.11: Success percent of HHMM after IB(in red) and HHMM only (in blue)

for the feature extraction.

As an example we present the results for HHMM and IB+HHMM for |T | = 256.
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File Correct% Accurate% Correct Deletion Substitution Insertion Phonemes

No. Labels (H) (D) (S) (I) Number (N)

1 28.69 25.50 171 218 207 19 596

2 30.30 27.32 163 215 160 16 538

3 35.54 33.33 161 150 142 10 453

4 29.88 28.18 176 204 209 10 589

5 35.86 32.79 222 230 167 19 619

6 38.55 36.31 207 151 179 12 537

7 38.22 34.38 159 129 128 16 416

8 40.11 33.70 144 88 127 23 359

9 35.98 32.45 163 101 189 16 453

10 32.83 30.89 152 133 178 9 463

11 41.18 38.66 196 130 150 12 476

12 33.78 29.79 127 111 138 15 376

13 41.58 40.59 252 204 150 6 606

14 34.00 31.00 204 218 178 18 600

15 41.42 39.34 239 178 160 12 577

16 36.71 33.08 192 154 177 19 523

17 35.99 33.69 203 197 164 13 564

Avg: 35.9 33.5 184 165 165 14 514

Table 5.5: Results table for “IB + HHMM”

Confusion matrix:

The confusion matrix is a way for presenting and evaluating the performance of a clas-

sification system. A confusion matrix is a matrix showing the predicted classifications

against the actual classifications. A confusion matrix is of size LxL, where L is the num-

ber of different label values. (Kohavi and Provost, 1998 [15]) In our case, the confusion

matrix rows and columns are the phonetic labeling. Entry (i, j) is the number of times

phoneme i was identified as phoneme j. The diagonal entries are the number of “Hits”,

the number of times this phoneme was identified correctly.

We notice that as expected, similar phonemes get confused, for example: ’ei’ and ’i’,
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(a) Confusion matrix HMM |X| = 8

(b) Confusion matrix IB + HMM |T | = 8

Figure 5.12: Confusion matrix computed from all the tests files.
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(a) Confusion matrix HMM |X| = 512

(b) Confusion matrix IB + HMM |T | = 512

Figure 5.13: Confusion matrix computed from all the tests files.
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’r3’ and ’9r’, ’m’ and ’n’. In figures (5.12) and (5.13) confusion matrices are shown on

our test data (the same test data used in this section for the IB+HMM comparison).

Figure (5.12(a)) shows the confusion matrix when using input signal with 8 cetroids

(|X| = 8) and running HMM. Figure (5.12(b)) shows the confusion matrix when using

input signal with 1024 cetroids (|X| = 1024) that was reduced to 8 centroids by the

IB alogorithm (|T | = 8) and running HMM. Figure (5.13(a)) shows the confusion

matrix when using input signal with 512 cetroids (|X| = 512) and running HMM.

Figure (5.13(b)) shows the confusion matrix when using input signal with 1024 cetroids

(|X| = 1024) that was reduced to 512 centroids by the IB alogorithm (|T | = 512) and

running HMM. We can see a small improvement when using the IB algorithm, as well

as when the centroids number is bigger.
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Quantifying the Information in the

Phoneme Sequence Temporal

Structure

The temporal correlation of the speech signal comes from the underlying speech produc-

tion mechanism. Every phoneme is deeply connected to its adjacent phonemes. Using

the knowledge of previous phonemes increases the probability of recognizing the next

phoneme. In human speech recognition we often understand words even if only parts of

them were heard. Our brain uses previous learned data and completes parts of words

or sentences that were missed for some reason. A good speech recognition model should

do the same, learn words or phonemes statistics, and use it and the adjacent phonemes,

that were previously recognized for the next phoneme recognition.

In this section we want to measure the efficiency of models with memory. We investi-

gate the information in the temporal structure of the phoneme sequence. The temporal

structure obviously holds information that is relevant for phoneme recognition. We

would like to measure the amount of the relevant information in the sequence. We

will investigate how many preceding phonemes should be considered for predicting the

next phoneme in the sequence. We will try to find the point where considering more
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predecessors no longer gives relevant meaningful information.

The HMM, for example, uses the temporal information of the signal in a limited way,

it takes into account only the last state in order to predict the next one, i.e. it considers

only the same phoneme or the previous one for the prediction. We prove that one state

back is good but not sufficient, since there is much more information in previous states

that can improve the recognition.

First we measured how much information there is in the phoneme sequence, in order

to do so we used the phonetic labeling itself. We calculated the mutual information

between a phoneme at time t and the phonemes at times t − 1, t − 2 etc. The mutual

information is calculated according to equation (6.1).

I(X1, X2, X3 . . . , Xn) =
∑

x1,x2,x3...,xn

p(x1, x2, x3 . . . , xn) log
p(x1, x2, x3 . . . , xn)

p(x1)p(x2)p(x3) . . . , p(xn)

(6.1)

We used the same speech files data base as described in section 5.2.1. For this test,

we used only the labeled files in our data base, we used 190 files, each of about 50sec.

Which is about 160 minutes of speech. Total number of phonemes in all files is 109,524.

On these phonemes sets we calculated the empirical probability of phonemes series of

sizes 1-8. From these probabilities and equation (6.1) we’ve calculated the mutual

information of a phoneme with its preceding phonemes, we calculated up to 8 preceding

phonemes, the results can be seen in (6.1).

As can be seen from figure (6.1), there is a considerable amount of information in

the five preceding phonemes that should help the recognition of the current phoneme.

We also see that after six preceding phonemes we do not gain any new information. This

suggests that there is a limit to the effect of previous phonemes on the current one, this

limit is around five or six phonemes back.

In the second stage we measured the information in the cluster sequence. We mea-

sured how much information is held in the preceding phonemes’ observations.

I(phn(t); clusters(t−1), clusters(t−2) . . .). Calculating this information is more difficult

than calculating the information of the phonemes themselves. Since at any given time
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Figure 6.1: Mutual information between a phoneme and its preceding phonemes. The

x axis is the number of preceding phonemes taken.

there are several clusters that represent the phoneme at that time. A typical sequence

of phonemes and their clusters is shown figure (6.2).

i: i: i: i: i: g g g g g ^ ^ ^ ^ ^ v v v

5 4 6 7 9 9 12 21 4 31 16 16 16 23 24 24 23 23

Figure 6.2: A short part of a speech signal, contains 18 segments each is about 32ms

long. The first row is the symbols of the phoneme labeling. The second row is the

clusters of each segment. Every phoneme lasts for a couple of segments, therefore it has

a few clusters that represent it.

In order to calculate the mutual information we calculate the empirical probabil-

ity of phonemes and clusters. We calculate this by counting all the clusters that ap-

peared in one phoneme with the next phoneme. For example, if we want to calculate

P (phn(t), cluster(t− 1), cluster(t− 2)) we take all the clusters that appeared with the

phoneme at time t − 1 with all the clusters that appeared with the phoneme at time

t− 2 and the phoneme at time t. This is explained in the following equations. We take
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equation (6.1) and place phn(t) - the phoneme at time t and cl(t) - the clusters of the

phoneme at time t for the n preceding phonemes.

I
(
phn(t),cl(t−1),cl(t−2)...,cl(t−n)

)
=∑

phn(t),cl(t−1),cl(t−2)...,cl(t−n)
p
(
phn(t),cl(t−1),cl(t−2)...,cl(t−n)

)
log

p

(
phn(t),cl(t−1),cl(t−2)...,cl(t−n)

)
p

(
phn(t)

)
p

(
cl(t−1)

)
p

(
cl(t−2)

)
...,p

(
cl(t−n)

)
(6.2)

In order to calculate (6.2), we need to find the empirical probability

p
(
phn(t),cl(t−1),cl(t−2)...,cl(t−n)

)
, we calculate:

∀i1, . . . , in , p
(
phn(t),cl(t−1)i1 ,cl(t−2)i2 ,...,cl(t−k)ik ,...,cl(t−n)in

)
ik =1...length(cl(t−k))

where n is the number of preceding phonemes to the phoneme at time t.

(6.3)

These mutual information calculations were computationally difficult, since for every

phoneme we have a set of clusters with different size, that can be any of 128 values (if we

chose to work with 128 clusters number). Therefore in order to make these computations

possible we used 32 clusters number, and we did not go over all the data set, as it was

computationally impossible. We made the calculations over 10 sets of 20 test files each.

For this test we used the labeling and the data files from our database. The clusters

were extracted from the data files as explained in chapter (2). The results can be seen

in figure (6.3)

These results support the argument that there is meaningful information that is

relevant for the current phoneme recognition in five or six preceding phonemes. Moreover

it suggests that this information can be obtained from the observations of the phoneme,

the clusters, and not only from the phonemes themselves. We conclude that models

for phoneme estimation would benefit from utilizing the information about previous

phonemes. The limit is five or six previous phonemes.
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Figure 6.3: Mutual information between a phoneme and its preceding phonemes’ clus-

ters. The x axis is the number of preceding phonemes taken.



Chapter 7

Summary

In this thesis we explored a way to utilize the recognition task in phoneme recognition.

We gave one solution to the problem of removing the redundant data in the speech

signal. We combined two known methods, the HMM and the IB. We used the IB algo-

rithm as a front-end for the HMM, and proved that this improves the recognition. This

improvement was shows in the mutual information results and in the actual recognition

results. We showed an improved way to compress, represent and use speech signals

according to the goal of the recognition, the phonemes.

In the last chapter we suggested that better considering of the temporal structure

of the speech signal can improve the recognition. Our proof was made by showing

that the mutual information between a phoneme and its previous phonemes is high,

when considering up to five phonemes back. And therefore we conclude that it will be

beneficial to use more than just one state back (as in the HMM), and to consider more

preceding data when modeling speech.
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