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1 Introduction

In the game theory literature, there is an intriguing line of

research on the problem of playing a repeated matrix game

against an adversary whose computational resources are lim-

ited in some way. Perhaps the main way in which this research

differs from classical game theory lies in the fact that when

our adversary is not playing the minimax optimal strategy

for the game, we may be able to attain payoff that is signif-

icantly greater than the minimax optimum. In this situation,

the correct measure of our performance is in comparison to

the optimum achievable against the particular adversary, not

to the minimax optimum.

The typical approach is to assume that the adversary’s

strategy is a member of some natural class of computationally

bounded strategies — most often, a class of finite automata.

(For a survey on the area of “bounded rationality”, see the

paper of Kalai [4].) Many previous papers examine how var-

ious aspects of classical game theory change in this setting;

a good example is the question of whether cooperation is a

stable solution for prisoner’s dilemma when both players are

finite automata [6, 8]. Some authors have examined the fur-

ther problem of learning to play optimally against an adversary

whose precise strategy is unknown, but is constrained to lie in

some known class of strategies (for instance, see Gilboa and

Samet [3]). It is this research that forms our starting point.

The previous work on learning to play optimally usually does

not explicitly take into account the computational efficiency

of the learning algorithm, and often gives algorithms whose

running time is exponential in some natural measure of the
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of Fortnow and Whang [2].

Here we examine the problem of learning to play various

games optimally against resource-bounded adversaries, with

an explicit emphasis on the computational efficiency of the

learning algorithm. We are especially interested in providing

efficient algorithms for games other than penny-matching (in

which payoff is received for matching the adversary’s action

in the current round), and for adversaries other than the classi-

cally studied finite automata. In particular, we examine games

and adversaries for which the learning algorithm’s past ac-

tions may strongly affect the adversary’s future willingness to

“cooperate” (that is, permit high payoff), and therefore require

carefully planned actions on the part of the learning algorithm.

For example, in the game we call contract, both sides play 0 or

1 on each round, but our side receives payoff only if we play

1 in synchrony with the adversary; unlike penny-matching,

playing 0 in synchrony with the adversary pays nothing. The

name of the game is derived from the example of signing a

contract, which becomes valid only if both parties sign (play

1). In this game, it is not enough to simply predict the adver-

sary’s actions in order to play optimally; we must also discover

how to massage the adversary into his most cooperative state,

in which he is willing to play 1 frequently.

As an intuitive illustration of the difference between penny-

matching and contract, consider playing these two games

against the same finite automaton M . For playing penny-

matching, we may not need to build a detailed model of M
— as shown by Fortnow and Whang, it suffices to discover a

“penny-matching cycle” of M [2]. For contract, while an ex-

act model of M may still be unnecessary, we must do enough

exploration to find any regions whereM plays 1 frequently. A

recurrent theme of the paper is the potential utility or danger

of penny-matching (and more generally, of existing computa-

tional learning theory methods) as a tool for playing contract

and other games.

We defer a detailed description of our results until the main

body of the paper, after we have made the necessary defini-

tions. Here we give a brief summary. The paper and the

results are divided into two main parts. In Sections 3 and 4,

we introduce two new classes of adversaries. The first adver-


