
, , 1{38 ()c Kluwer Academic Publishers, Boston. Manufactured in The Netherlands.Selective sampling using the Query byCommittee algorithmYOAV FREUND yoav@research.att.comAT&T Labs, Murray Hill, NJ 07974H. SEBASTIAN SEUNG seung@bell-labs.comBell Laboratories, Lucent Technologies, Murray Hill, NJ 07974ELI SHAMIR AND NAFTALI TISHBY fshamir,tishbyg@cs.huji.ac.ilInstitute of Computer Science, Hebrew University, Jerusalem, ISRAELReceived May 1, 1991Editor: David HausslerAbstract. We analyze the \query by committee" algorithm, a method for �ltering informativequeries from a random stream of inputs. We show that if the two-member committee algorithmachieves information gain with positive lower bound, then the prediction error decreases exponen-tially with the number of queries. We show that, in particular, this exponential decrease holds forquery learning of perceptrons.Keywords: selective sampling, query learning, Bayesian Learning, experimental design1. IntroductionMost of the research on the theory of learning from random examples is based ona paradigm in which the learner is both trained and tested on examples drawn atrandom from the same distribution. In this paradigm the learner is passive and hasno control over the information that it receives. In contrast, in the query paradigm,the learner is given the power to ask questions. What does the learner gain fromthis additional power?Study of the use of queries in learning (Valiant,1984, Angluin,1988), has mostlyconcentrated on algorithms for exact identi�cation of the target concept. Thistype of analysis concentrates on the worst case behavior of the algorithm, and noprobabilistic assumptions are made. In contrast, we are interested in algorithmsthat achieve approximate identi�cation of the target, and our analysis is basedon probabilistic assumptions. We assume that both the examples and the targetconcept are chosen randomly. In particular, we show that queries can help acceleratelearning of concept classes that are already learnable from just unlabeled data.This question was previously studied by (Eisenberg & Rivest,1990) in the PAClearning framework. They give a negative result, and show that, for a natural setof concept classes, which they call \dense in themselves", queries are essentiallyuseless. They show that giving the learner the ability to ask membership queries



2 FREUND, SEUNG, SHAMIR AND TISHBY(questions of the type \what is the label of the point x?") in this context does notenable the learner to signi�cantly reduce the total number of labeled examples itneeds to observe. The reason is that if the learner observes only a small number ofexamples, either passively or actively, then it can not be sensitive to slight changesin the target concept and in the underlying distribution. An adversary can alterthe distribution and the target in a way that will not cause the learner to changeits hypothesis, but will increase the error of this hypothesis in a signi�cant way.In this paper we show how some concept classes that are dense in themselves canbe learned e�ciently if we allow the learner access to random unlabeled examples.This added capability enables the learner to maintain its sensitivity to the inputdistribution, while reducing the number of labels that it needs to know.Baum(Baum,1991), proposed a learning algorithm that uses membership queriesto avoid the intractability of learning neural networks with hidden units. His al-gorithm is proved to work for networks with at most four hidden units, and thereis experimental evidence(Baum & Lang,1992) that it works for larger networks.However, when Baum and Lang tried to use this algorithm to train a networkfor classifying handwritten characters, they encountered an unexpected problem(Baum & Lang,1992). The problem was that many of the images generated by thealgorithm as queries did not contain any recognizable character, they were arti�cialcombinations of character images that had no natural meaning. The learning al-gorithm that is analyzed in this paper uses random unlabeled instances as queriesand in this way may avoid the problem encountered by Baum's algorithm.In the lines of work described above, queries are explicitly constructed. In con-trast, our work is derived within the query �ltering paradigm. In this paradigm,proposed by (Cohn, Atlas & Ladner,1990), the learner is given access to a stream ofinputs drawn at random from the input distribution. The learner sees every input,but chooses whether or not to query the teacher for the label. Giving the learnereasy access to unlabeled random examples is a very reasonable assumption in manyreal-life contexts. In applications such as speech recognition, it is often the case thatcollecting unlabeled data is a highly automatic process, while �nding the correctlabeling of the data requires expensive human work. Our algorithm uses all of theunlabeled examples and in this way overcomes the problems pointed out by Rivestand Eisenberg. Learning becomes an interactive process: rather than requestingthe human to label all the examples in advance, we let the computer choose theexamples whose labels are most informative. Initially, most examples will be infor-mative for the learner, but as the process continues, the prediction capabilities ofthe learner improve, and it discards most of the examples as non-informative, thussaving the human teacher a large amount of work.In (Cohn, Atlas & Ladner,1990) there are several suggestions for query �lterstogether with some empirical tests of their performance on simple problems. In(Seung, Opper & Sompolinsky,1992) the authors suggested a �lter called \query bycommittee," (QBC) and analytically calculated its performance for some perceptron-type learning problems. For these problems, they found that the prediction errordecreases exponentially fast in the number of queries. In this work we present a



SELECTIVE SAMPLING USING QUERY BY COMITTEE 3more complete and general analysis of query by committee, and show that such anexponential decrease is guaranteed for a general class of learning problems.The problem of selecting the optimal examples for learning is closely related to theproblem of experimental design in statistics (see e.g. (Fedorov,1972, Atkinson,1992)).Experimental design is the analysis of methods for selecting sets of experiments,which correspond to membership queries in the context of learning theory. Thegoal of a good design is to select experiments in a way that their outcomes, whichcorrespond to labels, give su�cient information for constructing a hypothesis thatmaximizes some criterion of accuracy. One natural criterion is the accuracy withwhich the parameters that de�ne the hypothesis can be estimated (Lindley,1956).In the context of Bayesian estimation a very general measure of the quality of aquery is the reduction in the entropy of the posterior distribution that is inducedby the answer to the query. Similar suggestions have been made in the perceptronlearning literature(Kinzel & Ruj�an,1990). A di�erent experimental design criterionis the accuracy with which the outcome of future experiments, chosen from someconstrained domain, can be predicted using the hypothesis. This criterion is verysimilar to criteria used in learning theory. Both criteria are important for us inthis paper. We show that while in the general case the two are not necessarily re-lated, they are related in the case of the query by committee algorithm. Using thisrelation we prove the e�ciency of the algorithm for some speci�c concept classes.The results presented in this paper are restricted to a rather limited set of learningproblems. The main restriction is that the concepts are assumed to be deterministicand noiseless. In the summary we list what we think are the natural extensions ofour analysis.The paper is organized as follows. In Section 2 we present the Bayesian frame-work of learning within which we analyze our algorithm. In Section 3 we presentsome simple learning problems and demonstrate a case in which the informationgain of a query is not the relevant criterion when we are interested in predictionquality. In Section 4 we describe the query by committee algorithm. In Section 5we prove that there is a close relation between information gain and predictionerror for QBC. Using this relation we show in Section 6 that the prediction errordecreases exponentially fast with the number of queries for some natural learningproblems. In Section 7 we give a broader view on using unlabeled examples foraccelerating learning, and in Section 8 we summarize and point to some potentialfuture directions.2. PreliminariesWework in a Bayesian model of concept learning (Haussler, Kearns & Schapire,1994).As in the PAC model, we denote by X an arbitrary sample space over which a dis-tribution D is de�ned. In this paper we concentrate on the case where X is aEuclidean space Rd. Each concept is a mapping c : X ! f0; 1g and a concept classC is a set of concepts. The Bayesian model di�ers from the PAC model in that weassume that the target concept is chosen according to a prior distribution P over



4 FREUND, SEUNG, SHAMIR AND TISHBYC and that this distribution is known to the learner. We shall use the notationPrx2D(�) to denote the probability of an event when x is chosen at random from Xaccording to D.We assume that the learning algorithm has access to two oracles: Sample andLabel. A call to Sample returns an unlabeled example x 2 X, chosen according tothe (unknown) distribution D. A call to Label with input x, returns c(x), the labelof x according to the target concept. After making some calls to the two oracles, thelearning algorithm is required to output a hypothesis h : X ! f0; 1g. We de�ne theexpected error of the learning algorithm as the probability that h(x) 6= c(x), wherethe probability is taken with respect to the distribution D over the choice of x, thedistribution P over the choice of c and any random choices made as part of thelearning algorithm or of the calculation of the hypothesis h. We shall usually denotethe number of calls that the algorithm makes to Sample by m and the number ofcalls to Label by n. Our goal is to give algorithms that achieve accuracy � aftermaking O(1=�) calls to Sample and O(log1=�) calls to Label.In our analysis we �nd it most convenient to view the �nite number of instancesthat are observed by the learning algorithm as an initial segment of an in�nitesequence of examples, all drawn independently at random according to D. Weshall denote such a sequence of unlabeled examples by ~X = fx1; x2 : : :g, and useh ~X; c( ~X)i = fhx1; c(x1)i; hx2; c(x2)i : : :g to denote the sequence of labeled examplesthat is generated by applying c to each x 2 ~X. We use ~X1:::m to denote the sequenceof the �rst m elements in ~X. We use the terminology of (Mitchell,1982), and de�nethe version space generated by the sequence of labeled examples h ~X1:::m; c( ~X1:::m)ito be the set of concepts c0 2 C that are consistent with c on ~X, i.e. that c0(xi) =c(xi) for all 1 � i � m. We denote the version space that corresponds to the �rst ilabeled examples by Vi = V (h ~X1:::i; c( ~X1:::i)i). The initial version space, V0 = V (;),is equal to C. The version space is a representation of the information contained inthe set of labeled examples observed by the learning algorithm. A natural measureof the progress of the learning process is the rate at which the size of the versionspace decreases. The instantaneous information gain from the ith labeled examplein a particular sequence of examples is de�ned to be � logPrP(Vi)=PrP(Vi�1).Summing the instantaneous information gains over a complete sequence of exampleswe get the cumulative information gain, which is de�ned asI(hx1; c(x1)i; : : : ; hxm; c(xm)i) := � mXi=1 log PrP(Vi)PrP(Vi�1) = � logPrP(Vm) : (1)The natural measure of the information that we expect to gain from the label ofan unlabeled example is the expected instantaneous information gain taken withrespect to the probability that each one of the two labels occurs. Let p0 be theprobability that the label of xm is 0, given that c 2 Vm�1 and let V 0m be the versionspace that results from the label xm being 0. De�ne p1 and V 1m in the correspondingway for the case c(xm) = 1. We de�ne the expected information gain of xi, given



SELECTIVE SAMPLING USING QUERY BY COMITTEE 5Vi�1, to be:G(xijVi�1) := �p0 log PrP(V 0i )PrP(Vi�1) � p1 log PrP(V 1i )PrP(Vi�1) (2)= �p0 logp0 � (1 � p0) log(1� p0) := H(p0) ;where H(p) denotes the Shannon information content of a binary random variablewhose probability of being 1 is p. We shall use log base 2 in our de�nition andmeasure the expected information gain in bits.1 The maximal information gain froma single label is one bit. The information gain is thus a very attractive measureof the gain that can be expected from asking Label for the label of an example.However, as we show in Section 3, this measure, by itself, is not su�cient forguaranteeing a large reduction in the expected prediction error of the algorithm.The \Gibbs" prediction rule is to predict the label of a new example x by pickinga hypothesis h at random from the version space and labeling x according to it. Therandom choice of h is made according to the prior distribution P restricted to theversion space. It is a simple observation (see (Haussler, Kearns & Schapire,1994)),that the expected error of this prediction error is at most twice larger than theexpected error of the optimal prediction rule which is the Bayes rule. We shallassume that our learning algorithm has access to an oracle, denoted Gibbs, whichcan compute the Gibbs prediction for a given example x 2 X and version spaceV � C. Each time Gibbs(V; x) is called, a hypothesis h 2 C is chosen at randomaccording to the distribution P restricted to V , and the label h(x) is returned. Notethat two calls to Gibbs with the same V and x can result in di�erent predictions.The main result of the paper is that a simple algorithm for learning using queries,that uses the Gibbs prediction rule, can learn some important concept classes withaccuracy that is exponentially small in the number of calls to Label.3. Two simple learning problemsIn this section we discuss two very simple learning problems. Our goal here is togive examples of the concepts de�ned in the previous section and to show thatconstructing queries solely according to their expected instantaneous informationgain is not a good method in general.Consider the following concept class. Let X = [0; 1], and let the associatedprobability distribution D be the uniform distribution. Let the concept class C,consist of all functions of the formcw(x) = � 1; w � x0; w > x ; (3)where w 2 [0; 1]. We de�ne the prior distribution of concepts, P to be the onegenerated by choosing w uniformly from [0; 1].The version space de�ned by the examples fhx1; c(x1)i; : : : ; hxm; c(xm)ig is (iso-morphic to) the segment Vi = [max(xijc(xi) = 0);min(xijc(xi) = 1)]. Let us denote


