
Appendix C

Mechanics of Disk Access

C.1 Addressing Disk Blocks

The various aspects of controlling disk operations are a good example of the shifting

roles of operating systems and hardware. In the past, most of these things were done

by the operating system, and thereby became standard material in the operating

systems syllabus. But in modern systems, most of it is done by the disk controller.

The operating system no longer needs to bother with the details.

To read more: A good description of the workings of modern disk drives is given by Ruemmler

and Wilkes [3]. An update for even more advanced disk drives that have their own caches and

reorder requests is given by Shriver et al. [4].

Addressing disk blocks is (was) based on disk anatomy

A modern disk typically has multiple (1–12) platters which rotate together on a com-

mon spindle (at 5400 or 7200 RPM). Data is stored on both surfaces of each platter.

Each surface has its own read/write head, and they are all connected to the same

arm and move in unison. However, typically only one head is used at a time, be-

cause it is too difficult to align all of them at once. The data is recorded in concentric

tracks (about 1500–2000 of them). The set of tracks on the different platters that

have the same radius are called a cylinder. This concept is important because ac-

cessing tracks in the same cylinder just requires the heads to be re-aligned, rather

than being moved. Each track is divided into sectors, which define the minimal unit

of access (each is 256–1024 data bytes plus error correction codes and an inter-sector

gap; there are 100-200 per track). Note that tracks near the rim of the disk are much

longer than tracks near the center, and therefore can store much more data. This

is done by dividing the radius of the disk into (3–20) zones, with the tracks in each

zone divided into a different number of sectors. Thus tracks near the rim have more

sectors, and store more data.
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In times gone by, addressing a block of data on the disk was accomplished by spec-

ifying the surface, track, and sector. Contemporary disks, and in particular those

with SCSI controllers, present an interface in which all blocks appear in one logical

sequence. This allows the controller to hide bad blocks, and is easier to handle. How-

ever, it prevents certain optimizations, because the operating system does not know

which blocks are close to each other. For example, the operating system cannot specify

that certain data blocks should reside in the same cylinder [1].

C.2 Disk Scheduling

Getting the read/write head to the right track and sector involves mechanical motion,

and takes time. Therefore reordering the I/O operations so as to reduce head motion

improves performance. The most common optimization algorithms involve reorder-

ing the requests according to their tracks, to minimize the movement of the heads

along the radius of the disk. Modern controllers also take the rotational position into

account.

The base algorithm is FIFO (first in first out), that just services the requests in the

order that they arrive. The most common improvement is to use the SCAN algorithm,

in which the head moves back and forth across the tracks and services requests in the

order that tracks are encountered. A variant of this is C-SCAN (circular SCAN), in

which requests are serviced only while moving in one direction, and then the head

returns as fast as possible to the origin. This improves fairness by reducing the max-

imal time that a request may have to wait.
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As with addressing, in the past it was the operating system that was responsible

for scheduling the disk operations, and the disk accepted such operations one at a

time. Contemporary disks with SCSI controllers are willing to accept multiple out-

standing requests, and do the scheduling themselves.

C.3 The Unix Fast File System

As noted in Chapter 6, the Unix fast file system included various optimizations that

took advantage of knowledge regarding the geometry of the disk. The main one was to

distribute the inodes in clusters across the disk, and attempt to allocate blocks in the

same set of cylinders as the inode of their file. Thus reading the file which involves

reading both the inode and the blocks will suffer less seeking.

While placing an inode and the blocks it points to together reduces seeking, it may

also cause problems. Specifically, a large file may monopolize all the blocks in the set

of cylinders, not leaving any for other inodes in the set.

Luckily, the list of file blocks is not all contained in the inode: for large files, most of

it is in indirect blocks. The fast file system therefore switches to a new set of cylinders

whenever a new indirect block is allocated, choosing a set that is less loaded than the

average. Thus large files are indeed spread across the disk. The extra cost of the seek

is relatively low in this case, because it is amortized against the accesses to all the

data blocks listed in the indirect block.

However, this solution is also problematic. Assuming 10 direct blocks of size 4 KB

each, the first indirect block is allocated when the file size reaches 40 KB. Having to

perform a seek at this relatively small size is not amortized, and leads to a substantial

reduction in the achievable bandwidth for medium-size files (in the range of 50–100

KB). The solution to this is to make the first indirect block a special case, that stays

in the same set of cylinders as the inode [5].
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While this solution improves the achievable bandwidth for intermediate size files,

it does not necessarily improve things for the whole workload. The reason is that

large files indeed tend to crowd out other files, so leaving their blocks in the same set

of cylinders causes other small files to suffer. More than teaching us about disk block

allocation, this then provides testimony to the complexity of analyzing performance

implications, and the need to take a comprehensive approach.

Sequential layout is crucial for achieving top data transfer rates. Another opti-

mization is therefore to place consecutive logical blocks a certain distance from each

other along the track, called the track skew. The idea is that sequential access is com-

mon, so it should be optimized. However, the operating system and disk controller

need some time to handle each request. If we know how much time this is, and the

speed that the disk is rotating, we can calculate how many sectors to skip to account

for this processing. Then the request will be handled exactly when the requested

block arrives under the heads.

To read more: The Unix fast file system was originally described by McKusick and friends

[2].
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